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▶ Rademacher complexity controls
uniform convergence (for any bounded loss)

▶ Rademacher calculus

▶ Beyond PAC-Learning
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Rademacher Complexity in General

Consider any supervised learning task:

▶ Hypothesis class H: some set of functions h from X to Y
▶ Loss: ℓ(h,X,Y )

Rademacher complexity:

R(ℓ,H,S) =
1

m
E
σ

[
sup
h∈H

m∑
i=1

σiℓ(h,Xi ,Yi )

]
where Rademacher random variables

σ = (σ1, . . . , σm) ∈ {−1,+1}m

are i.i.d. with

Pr(σi = −1) = Pr(σi = +1) = 1/2.
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Concentration and Symmetrization
for Any Bounded Loss

For ℓ(h,X,Y ) ∈ [0, 1], abbreviate Z = suph∈H LS(h)− LD(h).

1. Concentration:

E
S
[Z ]−

√
ln(2/δ)

2m
≤ Z ≤ E

S
[Z ] +

√
ln(2/δ)

2m
w.p. ≥ 1− δ.

2. Symmetrization:
E
S
[Z ] ≤ 2E

S
[R(ℓ,H,S)]

Proved last week:
1. McDiarmid’s Inequality

2. Symmetrization by a ‘ghost’ sample S ′

▶ NB This step does not require ℓ(h,X,Y ) ∈ [0, 1]
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Uniform Convergence via Rademacher Complexity

Lemma

Consider any supervised learning task with ℓ(h,X,Y ) ∈ [0, 1]. Then

sup
h∈H

|LS(h)− LD(h)| ≤ 2E[R(ℓ,H,S)] +

√
ln(4/δ)

2m
w.p. ≥ 1− δ.

Proof:

sup
h∈H

LS(h)− LD(h) ≤ 2E
S
[R(ℓ,H,S)] +

√
ln(2/δ)

2m
w.p. ≥ 1− δ.

1. Apply with ℓ and ℓ′ = 1− ℓ + union bound. Then, w.p. ≥ 1− δ,

sup
h∈H

∣∣LS(h)− LD(h)
∣∣ ≤ 2max

{ ES [R(ℓ,H,S)],
ES [R(1− ℓ,H,S)]

}
+

√
ln(4/δ)

2m
.

2. R(1− ℓ,H,S) = R(ℓ,H,S) by Rademacher calculus
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Uniform Convergence via Rademacher Complexity

Lemma

Consider any supervised learning task with ℓ(h,X,Y ) ∈ [0, 1]. Then

sup
h∈H

|LS(h)− LD(h)| ≤ 2E[R(ℓ,H,S)] +

√
ln(4/δ)

2m
w.p. ≥ 1− δ.

Recall that uniform convergence is sufficient for agnostic
PAC-learnability:

If hS ∈ argminh∈H LS(h) is ERM hypothesis, then

LD(hS)− inf
h∈H

LD(h) ≤ 2 sup
h∈H

|LS(h)− LD(h)|

But for learning tasks other than binary classification, uniform
convergence may not be a necessary requirement.
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Uniform Convergence via Rademacher Complexity

Lemma

Consider any supervised learning task with ℓ(h,X,Y ) ∈ [0, 1]. Then

sup
h∈H

|LS(h)− LD(h)| ≤ 2E[R(ℓ,H,S)] +

√
ln(4/δ)

2m
w.p. ≥ 1− δ.

Is this bound tight?

YES!
Rademacher complexity sandwiches uniform convergence

for bounded losses!

Lemma (Converse Bound*)

Consider any supervised learning task with ℓ(h,X,Y ) ∈ [0, 1]. Then

sup
h∈H

|LS(h)− LD(h)| ≥ 1
2 E[R(ℓ,H,S)]−

√
2 ln(2/δ)

m
w.p. ≥ 1− δ.

*Converse bound is bonus, will not be on the exam.
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Converse Bound

Lemma (Converse Bound*)

Consider any supervised learning task with ℓ(h,X,Y ) ∈ [0, 1]. Then

sup
h∈H

|LS(h)− LD(h)| ≥ 1
2 E[R(ℓ,H,S)]−

√
2 ln(2/δ)

m
w.p. ≥ 1− δ.

Proof: Let Z = suph∈H
∣∣LS(h)− LD(h)

∣∣.
1. McDiarmid: Z satisfies bounded differences with b = 1/m, so

Z ≥ E
S
[Z ]−

√
ln(2/δ)

2m
w.p. ≥ 1− δ.

2. Desymmetrization:

E
S
[Z ] ≥ 1

2 ES [R(ℓ,H,S)]−
√

ln 2

2m
.
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De symmetrization

1-eww- u :

Es [ sup I ↳Ch ) -↳ 1) ZEE:[rce.H.SI] -¥ÑLEH

Proof:_ Abbreviate Zich) = e( 4. ✗ i. y ;) ,
2- i' (4) =dh,Xi

'

,y:')

Key symmetrization identity (A) :

for all 5£ } - i. +13m :
m

E [ sup I E. it :(4- 2- ich )]=¥,sfsy¥.IE?oHZiN-Zil4DS,5hc-H
where s

'
-

- Cli:-) , . . . .CI



Els [ Rce ,His] = E.off:p, ± E.Fi Zim]

E¥ÉÉI +¥[¥¥±EFi↳ch#
I

I = E.of { g.¥, Els. [ I E.FI ( 2- it4- 2-:'(4)]

± ¥¥sF¥¥, ± Eirik- in - 2-ich ]
E '*¥
,
,[ su:p,,
I E.ilzichl - 2-inn]

= ¥, ,
[
LIE,
I ETH ich l - ↳ (h ) + ↳(h) - 2- i' 1411]



e Es [ Egg, LEITZ:(4-↳ (4)3
+ 1¥ ( {¥,
I ,ÉL↳lh) - Z:(41]

E 2 Fds [ {EI,
I Ischl - ↳ (4) I]

I E- E- [mai-30.IE?oi,1-'=Ei6i3]
= Ifs wax• c- 3181,1¥ ) )

± Eioi.ae ;]

a- 2142J ( by Mass art 's Lemma)
in

1¥ [ RU .tl , SITE z¥[zy¥, I Lschl
-↳Chill ] +Z¥Ñ

¥[Y¥, Ilsa - L☐(41 ] > ÷E§[RU ,His] -112€ ☐



Rademacher Calculus 1

More abstractly, Rademacher complexity depends on a set of vectors:

A =
{(

ℓ(h,X1,Y1), . . . , ℓ(h,Xm,Ym)
)
: h ∈ H

}
⊂ Rm

R(ℓ,H,S) =
1

m
E
σ

[
sup
h∈H

m∑
i=1

σiℓ(h,Xi ,Yi )

]

R(A) =
1

m
E
σ

[
sup
a∈A

m∑
i=1

σiai

]

Rademacher complexity behaves very nicely
under certain operations on A!
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Rademacher Calculus 2

R(A) =
1

m
E
σ

[
sup
a∈A

m∑
i=1

σiai

]

Enlarging the Class:
R(A) ≤ R(B) for A ⊂ B

Affine Transformations:
R({ca+ a0 : a ∈ A}) = |c |R(A) for any c ∈ R, a0 ∈ Rm

▶ E.g. R(1− ℓ,H, S) = | −1|R(ℓ,H, S) = R(ℓ,H, S)

Convex Hull:
R(A) = R(conv(A))
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Rademacher Calculus 3: Advanced Properties

Contraction: Let ϕ ◦ A =
{(

ϕ1(a1), . . . , ϕm(am)
)
: a ∈ A

}
.

If ϕi : R → R is L-Lipschitz: |ϕi (α)− ϕi (β)| ≤ L|α− β|, then:

R(ϕ ◦ A) ≤ LR(A)

Example: Get rid of Lipschitz loss function using ϕi (z) = |Yi − z|:

R
({

(|Y1−h(X1)|, . . . , |Ym−h(Xm)|) : h ∈ H
})

≤ R
({

(h(X1), . . . , h(Xm)) : h ∈ H
})

Massart’s Lemma:
Suppose |A| = N is finite. Then R(A) ≤ maxa∈A ∥a∥

√
2 lnN
m .

Corollary: If a ∈ [−1,+1]m for all a ∈ A, then R(A) ≤
√

2 lnN
m .

▶ E.g. R
({0

...
0

 ,

1
...
1

})
≤

√
2 ln 2
m

, as used in desymmetrization proof

Remark: For binary classification we proved that: R(ℓ,H,S) = R(ℓ,HS ,S) ≤
√

2 ln |HS |
m

.

General proof goes along the same lines.
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Example: Bounded Regression with Lasso

HB
1 = {hw(X) = ⟨w,X⟩ : w ∈ Rd , ∥w∥1 ≤ B}.

Theorem (Lasso Estimator)

Consider linear regression with ℓ(h,X,Y ) = 1
2 (Y − ⟨w,X⟩)2 for

X ∈ [−1,+1]d , Y ∈ [−1,+1].
Then HB

1 is agnostically PAC-learnable by ERM with sample complexity

m(ϵ, δ) ≤ cB
ln(2d) + ln(4/δ)

ϵ2

for some constant cB > 0 that depends only on B.

Possible D:
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NB Do not assume that Y = h(X) + noise for any h ∈ H!
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HB

1 = {hw(X) = ⟨w,X⟩ : w ∈ Rd , ∥w∥1 ≤ B}.
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Possible D:

−1.0 −0.5 0.0 0.5 1.0

−
1.

0
0.

0
1.

0

X

Y

NB Do not assume that Y = h(X) + noise for any h ∈ H!

Proof: Homework

▶ Hint: apply all
the tools from
this lecture.
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Beyond PAC-Learning
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PAC-Learning Guarantees are Very Strong

Requires learning with the same sample complexity m(ϵ, δ) for

▶ all distributions D, and

▶ all hypotheses h ∈ H.
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Requires learning with the same sample complexity m(ϵ, δ) for

▶ all distributions D, and

▶ all hypotheses h ∈ H.

Distributions:

−1.0 −0.5 0.0 0.5 1.0

−
1.

0
0.

0
1.

0

X

Y

▶ Distributions still restricted via (X ,Y), e.g. bounded regression

▶ Uniform convergence not possible in unbounded regression...

▶ ... unless we restrict class of possible distributions
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PAC-Learning Guarantees are Very Strong

Requires learning with the same sample complexity m(ϵ, δ) for

▶ all distributions D, and

▶ all hypotheses h ∈ H.

Hypotheses:

−1.0 −0.5 0.0 0.5 1.0

−
1.

0
0.

0
1.

0

X

Y

Complex function h

−1.0 −0.5 0.0 0.5 1.0

−
1.

0
0.

0
1.

0

X
Y

Simple function h

▶ Non-uniform learnability: allow sample complexity mNUL(ϵ, δ, h)
to depend on (complexity of) h
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Non-uniform Learning

H is agnostically PAC-learnable:

Exists learner (selecting hS ∈ H) that achieves, for finite mH(ϵ, δ),

LD(hS) ≤ inf
h∈H

LD(h) + ϵ with probability ≥ 1− δ,

whenever m ≥ mH(ϵ, δ),

for all D, ϵ, δ.
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