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I. Introduction
In this report we consider the influence of different degrees of vectorization
on the performance of given Fortran codes for the vector computers CRAY-I and
Cyber 205 each. To this end we have selected two programs which we consider to
be representative for the class of codes for which those supercomputers are believed
to be most effective. Both programs have been tested some years ago on the CRAY-I
(these results have also been reported 9 ), so that could be profited from the
previous experiences.
In section 2 the details of the testing circumstances are given. In section 3
we briefly analyse the testcodes, their mathematical background and their performance on the scalar computer CDC Cyber 175/100. The results obtained on this scalar
computer are taken as a yardstick with which all the other results are measured.
Our aim was to take similar steps in order to obtain optimal code (i.e., as
vectorizable as possible) for both supercomputers, so that the performances can
be compared for each step. We .. hoped that this would allow us to state conclusions
about the dependence of the performance, for different degrees of vectorization,
on the amount of efforts required from the programmer.
Details of the testresults for the first program, of which major part could
not be vectorized after all, are given in section 4 and we comment on them there.
For the second program, which appeared to be vectorizable almost completely, this
has been done in section 5.
In section 6 we present some conclusions based on the observations described
in the previous sections.
We are very grateful to the Dutch Working Committee "Werkgroep Supercomputers",
which offered us the opportunity to test both supercomputers. Dr. Roy Baker of
ULCC at London was of great help in introducing us to the CRAY-I, and Dr. Gerrit van
der Velde (CDC-Rijswijk) played a quite essential role in our testing of the Cyber
205.
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2. Details of testing circumstances
We have tested our software on three different computers: a scalar computer
(CDC-Cyber 175/100) and two vector computers (CRAY-! and CDC-Cyber 205). The
relevant details of the testing circumstances are listed below, for each computer
apart.
2. 1 CYBER 175/100, located at ACCU - Utrecht
Operating system: NOS/BE 1.5

LEVEL 538

Compiler: FTN Version 4, LEVEL 4.8 + 564
options used: OPT=2
2.2 CRAY-JS, located at Daresbury and available through SERCNET from London (ULCC)
- 8 memory banks
Operating system: COS 1.11
Compiler: CFT Version 1. 10
options used: ON=F (occasionally) and vectorizationmode ON (always)
2.3 CYBER 205, located at CDC-Arden Hills at Minneapolis and available through CYBERNET from CDC at Rijswijk
- 2 pipes, 64-bit mode
Cyber 205 Operating system VSOS Version

1575

Compiler: FORTRAN 1.5.1 Cycle G16
options used: OUV (U is used when no vec t or l en[th exceeds 64K elements)
(occasionally also the not yet officially relea sed compiler FORTRAN 2.0
was used, this is mentioned explicitly in the t ext )
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3. A discussion on the testcodes and their performance on a scalar computer
3. I Comments on the Lanczos-code
The Lanczos-code solves the eigenvalue problem for a general symmetric matrix
6 7
by the (generalized) iterative Lanczos method ' . The structure of this code may
be best illustrated by the flowchart as shown in figure I.

MAIN PROGRAM
I
I

GENLAN
(generalized Lanczos)
I

AX
(BARMX)

I

I

EVSCAN
selection of eigenvalues
l

I

I

I

BX
(IDENTI)

IMTQLI
computation of
eigenvalues

Comparison
of eigenvalues

Figure I. Flowchart of the Lanczos-code
The code has been designed in order to determine a number of extremal eigenvalues of Ax=ABx, where A is sym:netric and Bis symmetric and positive definite.
The Lanczos method is carried out by the subroutine GENLAN, which performs a
predetermined number of Lanczos steps, say M steps. In each step Ax is computed
by a call of AX and Bx by a call of BX. In our experiments we have chosen to
compute the eigenvalues for matrices of different order, arising from the Barproblem6. Therefore AX has been replaced by BARMX, generating the matrix vector
product for the Bar-problem matrix, and BX has been replaced by IDENTI, which
performs the matrix vector product for the identity matrix I.
After these M steps possible convergence of eigenvalues is detected by EVSCAN.
First the eigenvalues of two successive tridiagonal matrices, of order M-1 and M,
8
respectively, are computed by the EISPAC subroutine IMTQLJ . The resulting rows of
eigenvalues are then compared and a possible convergence is detected.
The sourcetext of the complete code has been previously published in a testreport 9 .
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3.2 Performance of the Lanczos-code on a scalar computer
Much effort has been spent in optimizing the Lanczos-code for the Cyber 175/100,
while retaining portability to other computers. For our tests this has the following
implication. Optimizing a code for a specific computer certainly does not guarantee
optimality for an other computer (or even for an other compiler version on the
same computer). In order to get optimal code for each of the supercomputers, we
had to undo several of the optimization steps which had been taken for the Cyber
175/100. This implies that eventually we are comparing codes on different computers. These codes perform essentially the same task, but they may look quite
differently; each code being more or less optimal for the computer under consideration.
Optimal performance for the Cyber 175/100 has been achieved mainly by taking
the following steps.
a. Computation of innerproducts by the assembly coded routine VVIPP. This routine
has been made fast by loop unrolling, scheduling of the instructions for the
stack and the use of overlap of some instructions. Moreover prefetch and post10
store techniques have been implemented in VVIPP. For more details see ACCULIB .
b. The use of BLAS-routines where possible. These BLAS-routines have been coded
in FortranlO,ll. They have been made highly efficient by loop unrolling and by
compilation under the most favourable options of the FTN compiler. We will
consider here a number of relevant situations in more detail.
b.l

Original Fortran code:

40

DO 40 I=l,N
Ql(I)=Ql{I)jLTEMP
UW(I)=UW{I)~LTEMP
CONTINUE

The BLAS equivalent is:

CALL SSCAL(N,LTEMP,Ql,l)

CALL SSCAL(N,LTEMP,UW,l)

The BLAS equivalent is faster than the original Fortran code, for values of
N sufficiently large, though the latter one contains only one loop.

5

b.2

Original Fortran code:

100

DO 100 I=l,N
QO(I)=Ql(I)
Ql(I)=U(I)1LTEMP
UW{I)=UW{I)1LTEMP
CONTINUE

The BLAS equivalent is:

CALL
CALL
CALL
CALL

SCOPY(N,Ql,l,QO,l)
SSCAL{N,LTEMP,U,l)
SCOPY(N,U,l,Ql,l)
SSCAL(N,LTEMP,UW,1)

For N sufficiently large, the following mixture appeared to be optimal:

100
b.3

CALL SCOPY(N,Ql,l,QO,l)
DO 100 I=l,N
Ql(I)=U(I)1LTEMP
CONTINUE
CALL SSCAL(N,LTEMP,UW,l)

Original Fortran code:

120

BETAMX=O.O
KMl=K-1
DO 120 I=l,KMl
IF (BETA(I).GT.BETAMX) BETAMX=BETA(I)
CONTINUE

The BLAS equival ent is:

IMX=ISAMAX(K-1,BETA,1)
BETAMX=BETA(IMX)
b.4 The subroutine BARMX performs the matrix vector product for the matrix
associated with the discretised Bar-problem. The code has been made optimal
by using the known values of the matrix elements and thus avoiding unnecessary array referencing. However in more general situations this will not
be possible and therefore we will also consider a variant with explicit
array referencing in section 4.
The version with explicit matrix elements reads as:

6

SUBROUTINE BARMX(X,BX,N)
DIMENSION X(N),BX(N)
C THE BAR PROBLEM
BX(l)=5.tX{l)-4.tX(2)+X(3)
BX{2)=-4 .tX(l)+6.lX(2)-4.tX(3)+X(4)
N2=N-2
DO 10 I=3,N2
BX(I)=X(I-2)-4.tX(I-1)+6.tX(I)-4.fX(I+l)+X(I+2)
10
CONTINUE
BX(N-l)=X(N-3)-4.fX(N-2)+6.tX(N-l)-4.tX(N)
BX(N)=X(N-2)-4.fX(N-1)+5.fX(N)
RETURN
END

3.3 Timing of the Lanczos~code on the Cyber 175/100
For three different orders of the matrix specified by BARMX, namely N=50,
N=I024 and N=2000, we list the CPU-times required by the Lanczos-code, when performing 375 Lanczossteps, for both most relevant parts of the code. See table I.

order of
the problem

GENLANbranch

EVSCANbranch

total time

50

.226

4. 796

5.022

1024

3.223

7.062

10.285

2000

6.280

7.094

13.374

TABLE I. CPU-time in seconds for parts of
the Lanczos-code on the Cyber 175/100
Note s :
I. The time spent in the GENLAN-branch, including BARMX and IDENTI, is roughly
proportional to the order N and to the number of Lanczossteps M. Of this time,
BARMX took about 45% and IDENTI about 24%.
2. The time spent in the EVSC&~-branch is essentially independent from the order N.
It only depends on the number M of Lanczossteps and on the phase during which
early convergence of eigenvalues is detected. For N=50 this was detected quite
early, giving a relatively low CPU-time, for the other cases no convergence
was detected at all, which resulted in a maximum CPU-time.
3. The notes I and 2 imply that, different from the testsituation, in large practical
problems the GENLAN-branch will consume much more CPU-time, while the EVSCANbranch will take an amount of CPU-time comparable to our testsituation.
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3.4 Comments on the PDE-code
The PDE-code solves the discretised elliptic self-adjoint two-dimensional
partial differential equation:
- (Du')' - (Eu')' +Cu= F
y y

X X

over a rectangular domain with mixed boundary conditions. The order N of the
linear system, that results after discretising the p.d.e., follows from the
choice of the imposed grid. For specific details we refer to van Kats and van
der Vorst 12 . The testcode is a slightly modified version of a previously described
code 9 . Its structure is illustrated roughly by the flowchart in figure 2.

MAIN PROGRAM

EPSDNI

PDEDIS

COMPR

INCHO

ICCGII

PRECO

Figure 2. Flowchart of the PDE-code
The subroutines PDEDIS and COMPR form the linear system Ax=b, where PDEDIS
performs the actual 5-point finite difference discretisation and COMPR takes
account for the imposed boundary conditions. In INCHO a so-called ICCG(l,J)decomposition13 is constructed, denoted by LD-lLT, for the matrix A. The subroutine ICCGll carries out the ICCG(l,1) iterative method, where AX is used to compute
1
the matrix vector product Ax and PRECO does the preconditioning (LD-lLT)- p, for

8

a given vector p. The matrix A is scaled in such a way that D=I, thus saving
computertime in PRECO.
3.5 Performance of the PDE-code on a scalar computer
Similar to the Lanczos-code, see section 3.2, a number of steps have been
taken, in order to optimize the PDE-code as far as possible for the Cyber 175/100.
These steps include:
a. Computation of innerproducts by the assembly coded subroutine VVIPP (see 3.2.a).
b. Insertion of calls to BLAS routines (see 3.2.b).
c. Loop unrolling. An example of this is the following one.
Original code:

120

DO 120 I=l,N
P(I)=AP(I)+BETA1P(I)
CONTINUE

120

DO 120 I=l,N,2
P(I)=AP(I)+BETAJtP(I)
P(I+l)=AP(I+l)+BETAJtP(I+l)
CONTINUE

Modified code:

In our case we assume N to be even; in fact N=3540.
3.6 Timing of the PDE-code on the Cyber 175/100
For our testcase with a matrix of order N=3540, the CPU-time on the Cyber 175/100
necessary to carry out 99 ICCG(l,1)-iterations, as well as the discretisation, was
4.938 CPU-seconds. Of this time 29.6% was consumed by AX, 30.1% by PRECO and the
iterative process itself took, apart from these matrix vector products, 35.5%. All
the other routines together took 4%.
In general the time required for PDEDIS depends on the size of the grid (N),
while the time required by the ICCG(l,l) iterative process is proportional to N
and to the number of iterations (and to the bandwidth of A, in general cases).
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4. Vectorization of the Lanczos-code
4. I Vectorization on the CRAY-1
4. I.a The use of SCILIB-subroutines
For the CRAY-1 computer there is standard available the Scientific Applications
4
Subprograms Library SCILIB , which contains subprograms written in order to run
optimally on the CRAY-1. We have used a number of the routines from SCILIB.
All innerproducts have been computed by SDOT. The optimal code for the Cyber
175/100 contains a number of calls to BLAS subroutines (see 3.2.b.3). These routines
are all available from SCILIB. However, we have chosen to replace those calls by
inline FORTRAN-code. This avoids the overhead of subroutine calls, as the compiler
now recognizes these parts of the code and generates automatically optimal vectorcode for them. The only other BLAS subroutine, except for SDOT, that we have called
explicitly from SCILIB is ISAMAX.
In table II we list the CPU-times spent for 375 Lanczossteps in the GENLAN-branch
and for the EVSCAN-branch, for different vectorlengths (i.e., order of the matrices).
order of
the problem

GENLANbranch

EVSCANbranch

total time

50

.016(13.9) l.258(3.8)

l.275(3.9)

1024

.159(20.3) 1.805(3.9)

1.964(5.2)

2000

.303(20.8) 1.802(3.9)

2. I 04 (6. 4)

Table II. CPU-times in seconds for the CRAY-]
after vectorization of the program (4 .1.a)
(between brackets the improvement over the
fastest Cyber 175/100 version)
The FLOW-option of the CRAY-I Fortran compiler CFT gives us an impression of
where the CPU-time is spent (for all three different vectorlengths together):
1. The GENLAN-branch:

9.6 % (BARMX: 2.2%, IDENTI: 0.7%, SDOT: 2.9%)

2. The EVSCAN-branch: 90.3 % (IMTQLJ: 90.1%).
See also the notes made in section 3.3.3, concerning the relevance of both branches
in practical situations.
4. l.b Some comments on IMTQLl
Since apparently IMTQLl takes most of the CPU-time, in our situation, we have
also used the IMTQLl version available from SCILIB. At our surprise this made the
EVSCAN-branch slower by about 5%. We conclude that the CFT-compiler itself does a

JO

good job in optimizing the Fortran source code of this nonvectorizable routine

15

.

No efforts have been made so far to replace IMTQLI by a more vectorizable algo14
rithm. Suggestions therefore have been made by, e.g., Sameh •

4.2 Vectorization on the Cyber 205
4.2.a The first optimization step
For the Cyber 205 there are a large number of highly optimized modules available
2
in the Fortran systemlibrary . A routine-jump is often avoided since the compiler
generates inline hardware instructions for a num~er of them. Our original Cyber 175/
100 Fortran code contains calls to BLAS routines. For these routines similar module8
are available, be it with different names and different parameterlists for the Cyber
205.
All innerproducts are computed by Q8SDOT, the other calls to BLAS routines,
except for the call to ISAMAX (see 3.2.b.3), have been replaced by inline Fortran
code. This helps to improve the efficiency of the compiler generated code.
The call to ISAMAX in the original code is:

IMX=ISAMAX(K-1,BETA,l)
BETAMX=BETA(IMX)
For the Cyber 205 this has been changed to:

BETAMX=Q8SMAX(BETA(l;K-l))

4.2.b The use of vectorsyntax
A number of DO loops in EVSCAN appear to inhibit automatic vectorization. By
introducing the typical Cyber 205 Fortran vectorsyntax, or by calls to specific
system modules, these situations can be optimized too.
Original code:

50

Ml=M-1
DO 50 I=l,Ml
TK(I,2)=TK(I,l)
TKl(I,2)=TKl(I,1)
CONTINUE
TKl(M,2)=TKl(M,l)

The replacing code with vectorsyntax is:

11

Ml=M-1
TK(l,2;Ml)=TK(l,l;Ml)
TK1(1,2;M)=TK1(1,l;M)
The above replacement 1s necessary since the Cyber 205 Fortran compiler suspects
a possible recurrency situation for moredimensional arrays (e.g., TK and TKl). This
recurrency occurs when the first index exceeds the maximum rowindex in the actual
declaration, which is allowed within Fortran (the CRAY-I Fortran compiler assumes
implicitly that the programmer avoids such a situation).
The following part of the code:

70

DO 70 1=1,NEV
TK(I,l)=(TK(I,l)+TK(I,2))/2.0
CONTINUE

1s changed to:

CALL Q8AVG(,,TK(l,l;NEV),,TK(l,2;NEV),,TK(l,l;NEV))
In table III we list the CPU-times spent for 375 Lanczossteps in the GENLAN-branch
and for the EVSCAN-branch, for different vectorlengths (i.e., orders of the matrices).

order of
the problem

GENLANbranch

EVSCANbranch

total time

50

.019(11.9)

1.323(3.6)

1.342(3.7)

1024

.089(36.4)

1.922(3.7)

2.010(5.l)

2000

.158(39. 7)

1.922(3.7)

2.080(6.4)

Table III. CPU-times in seconds for the Cyber 205
after vectorization of the program (see 4.2.a&b)
(between brackets the improvement over the fastest Cyber 175/100 version)
Note. The use of the not yet officially released compiler version 2.0 gives no
improvement for this particular code.
4.2.c Some comments on IMTQLl
For the testproblem the subroutine IMTQLI takes most of the computer time. It
15
1s well-known that this routine cannot be vectorized . However there has been
made considerable effort in order to optimize the EISPACK codes (to which IMTQLl
belongs) for both the Cyber 205 and the CRAY-I. Therefore we have also

I2

tested the situation where we have made a call to the optimized IMTQLI version
16
(available for the Cyber 205 from a library with optimized routines ). As we
expected already, the optimized version hardly gives any improvement over the
original Fortran version. In table IV we have listed the CPU-times for the EVSCANbranch, in which virtually all the time is spent within IMTQLl, for the original
Fortran version and for the optimized version.
order of
the problem

EVSCAN-branch
with original IMTQLI

EVSCAN-brancb
with optimized IMTQLl

50

I. 323

I. 326

1024

I. 922
I. 922

I. 919

2000

I. 923

Table IV. CPU-times in seconds for two versions of
IMTQLI (see 4.2.c) on the Cyber 205
4.2.d Automatic vectorization by the VAST precompiler on the Cyber 205
In this section we report on our experiences with the VAST precompiler Version
5
1.06 R . VAST recognizes, in a given Fortran code, a number of vectorizable situations and generates optimizable code for them.
We note that the programmer has to replace, e.g., calls to BLAS routines by
either Fortran equivalents or by Q8 .... -calls. As typical examples of what VAST
does with some DO loops, we show the results for the situations already discussed
1n section 4 . 2.b.
Ori gin21 code:

50

Ml=M-1
DO 50 I=l,Ml
TK( I ,2)=TK( I ,1)
TKl(I,2)=TKl(I,1)
CONTINUE
TKl(M,2)=TKl(M,l)

The result of VAST:

50

Ml=M-1
NVAST=MAXO(Ml,1)
TK(l,2;NVAST)=TK(l,l;NVAST)
TK1(1,2;NVAST)=TK1(1,l;NVAST)
I=NVAST+l
CONTINUE
TKl(M,2)=TKl(M,1)

I3

Other than the Cyber 205 Fortran compiler the VAST precompiler assumes that
there will occur no recurrence relation between the second and the first column
of TK and TKI by exceeding the rowindex of either of them (see 4.2.b).
Original code:

70

DO 70 I=l,NEV
TK(I,l)=(TK(I,l)+TK(I,2))/2.0
CONTINUE

and the result of VAST:

70

NVAST=MAXO(NEV,1)
ASSIGN TVAST{l),.DYN.NVAST
TVAST(l)=TK(l,l;NVAST)+TK(l,2;NVAST)
TK{l,l;NVAST)=TVAST(l)/2.0
I=NVAST+l
FREE

In other situations, where the code contains already vectorizable DO loops, these
parts of the code were also changed by VAST, using vectorsyntax in those cases.
As an example we give the following one.
Original code:

100

DO 100 I=l,N
QO(I)=Ql(I)
Ql{I)=U(I)tLTEMP
UW{I)=UW(I)1LTEMP
CONTINUE

and the result of VAST:

100

NVAST=MAXO{N,l)
QO(l;NVAST)=Ql(l;NVAST)
Ql{l;NVAST)=U(l;NVAST)1LTEMP
UW(l;NVAST)=UW(l;NVAST)~LTEMP
I=NVAST+l
CONTINUE

In table V we list the CPU-times for the execution of the code generated by VAST
for the Cyber 205.

14

order of
the problem

GENLANbranch

EVSCANbranch

50

.021(.019)

1.331(1.323)

1024

.091(.089)

1.933(1.922)

2000

.161(.158)

1.933(1.922)

Table V. CPU-times in seconds for the
Cyber 205, for the code generated
by VAST (see 4.2.d). Between brackets
the CPU-times for the hand-optimized
version (see Table III)
We conclude from the results in table V, that in this situation we have not been
able to improve the code significantly over the VAST generated version.

4.3 Some comments on the matrix vector product
In general, the computation of the matrix vector products within GENLAN will
take most of the CPU-time. From our testproblem this is not so obvious, since
the concerning matrix is very sparse and it has a regular structure with only
a limited number of different matrix elements. Therefore array referencing could
be avoided, as can be seen from the code for subroutine BARMX:

SUBROUTINE BARMX(X,BX,N)
DIMENSION X(N),BX(N)
C THE BAR PROBLEM MATRIX
BX(1)=5.1X(l)-4.tX(2)+X(3)
BX(2)=-4.tX(1)+6.tX(2)-4.~X(3)+X(4)
N2=N-2
DO 10 I=3,N2
BX(I)=X(I-2)-4.~X(I-1)+6 .tX(I)-4 .fX(I+l)+X(I+2)
10
CONTINUE
BX(N-l)=X(N-3)-4.tX(N-2)+6.tX(N-1)-4.fX(N)
BX(N)=X(N-2)-4.1X(N-1)+5.1X(N)
RETURN
END
Figure 3a. BARMX with fixed coefficients
In general the coefficients will be available from an array, therefore we also
consider that situation for our 5-diagonal case:

15

SUBROUTINE BARMX(X,BX,N)
DIMENSION X(N),BX(N)
COMMON /MATR/ AM(2000,3)
C THE BAR PROBLEM MATRIX, 5-DIAGONAL CASE
BX(I)=AM(l,l)•X(l)+AM(l,2)tX(2)+AM(l,3)iX(3)
BX(2)=AM(l,2)tX(l)+AM(2,l)•X(2)+AM(2,2)tX(3)+AM(2,3)lX(4)
N2=N-2
DO 10 I=3,N2
BX(I)=AM(I-2,3)1X(I-2)+AM(I-l,2)iX(I-l)+AM(I,l)tX(I)
1
+AM(I,2)tX(I+l)+AM(I,3)lX(I+2)
10
CONTINUE
BX(N-l)=AM(N-3,3)•X(N-3)+AM(N-2,2)•X(N-2)+AM(N-l,l)lX(N-1)
1
+AM(N-1,2)tX(N)
BX(N)=AM(N-2,3)tX(N-2)+AM(N-l,2)lX(N-l)+AM(N,l)lX(N)
RETURN
END
Figure 3b. BARMX with 5 diagonals
The influence of the number of diagonals on the performance was tested by
introducing an extra diagonal on each side of the band (filled with zero's, so as
to give the same numerical results), as shown below:

C

SUBROUTINE BARMX(X,BX,N)
DIMENSION X(N),BX(N)
COMMON /MATR/ AM(2000,4)
THE BAR PROBLEM MATRIX, ?-DIAGONAL CASE

BX(l)=AM(l,l)tX(l)+AM(l,2)tX(2)+AM(l,3)tX(3)+AM(l,4)lX(4)
BX(2)=AM(l,2)tX(l)+AM(2,l)•X(2)+AM(2,2)tX(3)+AM(2,3)tX(4)

1

+AM(2,4)tX(5)

1

+AM(3,3)tX(5)+AM(3,4)tX(6)

BX(3)=AM(l,3)tX(l)+AM(2,2)tX(2)+AM(3,l)tX(3)+AM(3,2)tX(4)
N3=N-3

DO 10 I=4,N3

1

10

2

BX(I)=AM(I-3,4)lX(I-3)+AM(I-2,3)tX(I-2)+AM(I-l,2)tX(I-1)
+AM(I,l)iX(I)+AM(I,2)tX(I+l)+AM(I,3)tX(I+2)
+AM(I,4)tX(I+3)

CONTINUE

BX(N-2)=AM(N-5,4)lX(N-S)+AM(N-4,3)tX(N-4)+AM(N-3,2)lX(N-3)
+AM(N-2,l)tX(N-2)+AM(N-2,2)tX(N-l)+AM(N-2,3)tX(N)
BX(N-l)=AM(N-4,4)tX(N-4)+AM(N-3,3)lX(N-3)+AM(N-2,2)tX(N-2)
l
+AM(N-l,l)tX(N-l)+AM(N-1,2)tX(N)
BX(N)=AM(N-3,4)tX(N-3)+AM(N-2,3)tX(N-2)+AM(N-l,2)tX(N-1)
1

l

+AM(N,l)iX(N)
RETURN
END

Figure Jc. BARMX with 7 diagonals
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Madsen et al.17 suggest to carry out the matrix vector product by diagonals,
which is shown below for the 5-diagonal case:

C
C
10
20
30
40
50

SUBROUTINE BARMX(X,BX,N)
DIMENSION X(N),BX(N)
COMMON /MATR/ AM(2000,3)
THE BAR PROBLEM MATRIX, MULTIPLICATION AS SUGGESTED BY
MADSEN ET AL.
DO 10 I=l ,N
BX(I)=AM{I,l)lX{I)
DO 20 I=2,N
BX(I)=BX(I)+AM(I-1,2)lX(I-1)
DO 30 I=3,N
BX(I)=BX(I)+AM(I-2,3)lX(I-2)
DO 40 I=2,N
BX(I-l)=BX{I-l)+AM(I-l,2)lX(I)
DO 50 I=3,N
BX(I-2)=BX(I-2)+AM(I-2,3)lX(I)
RETURN
END

Figure 3d. BARMX, according to Madsen et a1! 7
4.3.a Timing results for the different versions of BARMX on the CRAY-I
The subroutine BARMX is called from GENLAN and will, in contrast to the testproblem .
in general consume most of the CPU-time. Therefore we have measured the total time
spent in GENLAN, for 375 Lanczos steps (i.e., 375 calls of BARMX), for different
orders of the matrices. See table VI.
order of
the problem

GENLAN

GENLAN

(A)

(B)

( C)

(D)

50

.016

.018

.021

.021

1024

.159

. 189

.238

. 231

2000

.303

• 362

. 457

.443

GENLAN

GENLAN

Table VI. CPU-times in seconds for the GENLAN-branch
with different versions for the matrix vector product:
(A): BARMX as in fig.3a (5-diagonal, constants)
(B): , ,
, , fig. 3b (5-diagonal, arrayref.)
(C): ,,
,, fig. 3d (5-diagonal, "Madsen")
(D): ,,
,, fig . 3c (7-diagonal, arrayref.)
Note that the idea of Madsen et al., which was suggested originally for the
CDC STAR-JOO, doesn't work so well for the CRAY-I.
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4.3.b Timing results for the different versions of BARMX on the Cyber 205
For the Cyber 205 two extra possibilities for BARMX are considered. The first
one is the vectorsyntax version of the Madsen-type BARMX as given in fig. 3d. This
avoids the loop overhead. See figure 3e.

SUBROUTINE BARMX{X,BX,N)
DIMENSION X(N),BX(N)
COMMON /MATR/ AM(2000,3)
C THE BAR PROBLEM MATRIX, ACCORDING TO MADSEN ET AL.,
C VECTORSYNTAX VERSION
BX(l;N)=AM(l,l;N)tX(l;N)
BX(2;N-l)=BX(2;N-l)+AM(l,2;N-l)tX(l;N-l)
BX(3;N-2)=BX(3;N-2)+AM(l,3;N-2)tX(l;N-2)
BX(l;N-l)=BX{l;N-l)+AM(l,2;N-l)tX(2;N-1)
BX(l;N-2)=BX(l;N-2)+AM(l,3;N-2)tX(3;N-2)
RETURN
END
Figure 3e. BARMX, according to Madsen et al.
CDC Cyber 205 vectorsyntax.
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, in

Finally we have also translated the original version of BARMX, with fixed coeffi5
cients (see fig. 3a), by the VAST precompiler . See figure 3f.

C

SUBROUTINE BARMX(X,BX,N)
THE BAR PROBLEM MATRIX, TRANSLATED BY VAST 1.06 R
REAL TVAST(2)
INTEGER PVAST,MVAST(2)
BIT BVAST ( 2)
DESCRIPTOR TVAST,MVAST,BVAST
EQUIVALENCE (TVAST,MVAST,BVAST)
DIMENSION X(N),BX(N)
BX{l)=5.tX(l)-4.tX(2)+X(3)
BX(2)=-4.tX(1)+6.tX(2)-4.tX(3)+X(4)

10

N2=N-2
NVAST=MAXO(N2-2,l)
ASSIGN TVAST(l),.DYN.NVAST
ASSIGN TVAST(2),.DYN.NVAST
TVAST(l)=X(l;NVAST)-4.tX(2;NVAST)
TVAST(l)=TVAST(1)+6.tX(3;NVAST)
TVAST(l)=TVAST(l)-4.tX(4;NVAST)
BX(3;NVAST)=TVAST(l)+X(5;NVAST)
I=NVAST+3
FREE

BX(N-l)=X(N-3)-4.tX(N-2)+6.tX(N-l)-4.tX{N)
BX(N)=X(N-2)-4.tX(N-1)+5.tX(N)

RETURN
END

Figure 3f. VAST generated version of BARMX with
fixed constant coefficients.
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Note that the VAST generated version of BARMX (fig. 3f) is quite similar to
what Madsen et al. suggest (fig. 3d, 3e).
In table VII we give the timing results for the GENLAN-branch, for 375 Lanczossteps
(i.e., 375 calls of BARMX) for different orders of the matrices.
GENLAN

GENLAN

GENLAN
(E)

GENLAN

.021

.021

.024

.098

.098

.091

.115

. 174

. 174

. 161

.207

order of
the problem

GENLAN
(A)

GEN!.AJ.'l'
(B)

(C)

(D)

50

.019

.021

.021

1024

.089

.098

2000

. 158

• 174

(F)

Table VII. CPU-times in seconds for the Cyber 205 for the
GENLAN-branch, for different versions of the matrix
vector product:
(A): BARMX as in fig. 3a (5-diagonal, constants)
( B) :
,,
,,
fig . 3b (5-diagonal, arrayref.)
( C) :
,,
, ,
fig. 3d (5-diagonal, "Madsen")
(D):
,,
,,
fig. 3e (5-diagonal, "Madsen"+vectorsyntax)
(E): ,,
,, fig. 3f (5-diagonal, VAST with constants)
(F):
,,
,,
fig. 3c (7-diagonal, arrayref.)
Note that for high order (i.e., N=2000), the Cyber 205 is increasingly more
efficient for this problem than the CRAY-I, when the number of diagonals is increased (see table VI and VII).
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5. Vectorization of the PDE-code
5. 1 Vectorization on the CRAY-1
5. l.a Performance of the original code
We started with the original code, without loop unrolling, and with all calls
to BLAS subroutines being replaced by inline Fortran code, with the exception of
4
innerproducts, which have been computed by the SCILIB routine SDOT • It then
appeared from the compiler output that several time consuming parts of the code
had been recognized as not being vectorizable automatically. These parts include
the main loop in PDEDIS, major part of COMPR and both the subroutines INCHO and
PRECO.
For our test problem the order of the linear system was N=3540 and 99 iterationsteps were required to solve this linear system (i.e., I call of PDEDIS, COMPR,
INCHO and ICCGll, and 99 calls of AX and PRECO). In table VIII we list the CPUtime required by EPSDNI, for the unvectorized code.

order of
the problem
N=3540

EPSDNI
0.673(7.3)

Table VIII. CPU-time in seconds for the CRAY-I
for the standard version of the PDE code
(between brackets the improvement over the
fastest Cyber 175/100 version)
By activating the FLOW-option of the CFT compiler we get an impression of
where the CPU-time is actually spent in the code:
PDEDIS
and

PRECO

1.7%,

COMPR

0.3%,

INCHO

0.6%,

ICCGII

12.9%,

AX

10.0%

73.2%.

From this list we see that we have to devote most of our attention to optimization of PRECO. However, in order to get the code vectorizable as much as possible,
we also consider the vectorization of other parts of the program.
5. l.b Vectorization of PDEDIS
Virtually all the CPU-time in PDEDIS is spent in the DO 120 - loop:

20

60

120

DO 120 J=l ,NYl
H3=HY(J)
CALL PDC{HX,NX1,YIJ,H3,Cl,C2,C3,C4)
DIA=Cl(l)+C2(l)+C3(1)
DIAG(IJ)=DIAG(IJ)+DIA
DIAG(IJ+NX)=DIA
SDIA=-C2(1)
SDIAG(IJ)=SDIA+SDIAG(IJ)
SDIAG(IJ+NX)=SDIA
BSDIA=-Cl(l)
BSDIAG(IJ)=BSDIA
RH=C4{1)
RHS(IJ)=RHS{IJ)+RH
RHS(IJ+NX)=RH
IJ=IJ+l
DO 60 1=2,NXl
DIAN=Cl{I)+C2(I)+C3(I)
DIAG{IJ)=DIA+DIAN+DIAG{IJ)
DIAG(IJ+NX)=DIA+DIAN
DIA=DIAN
SDIA=-C2(I)
SDIAG{IJ)=SDIAG(IJ)+SDIA
SDIAG{IJ+NX)=SDIA
BSDIAN=-Cl{I)
BSDIAG{IJ)=BSDIAN+BSDIA
BSDIA=BSDIAN
RHN=C4(I)
RHS(IJ)=RHS{IJ)+RHN+RH
RHS(IJ+NX)=RHN+RH
RH=RHN
IJ=IJ+l
CONTINUE
DIAG{IJ)=DIAG(IJ)+DIA
DIAG(IJ+NX)=DIA
SOIAG{IJ)=O.
SDIAG{IJ+NX)=O.
BSDIAG(IJ)=BSDIA
RHS{IJ)=RHS{IJ)+RH
RHS(IJ+NX)=RH
IJ=IJ+l
YIJ=YIJ+H3
CONTINUE

(NX=60, NX1=59, NY=59, NY1=58)
Within the above DO 120 - loop we have to consider the call of PDC (3-rd line)
and the DO 60 - loop, which inhibits vectorization because of a recursion. The
subroutine PDC generates the contributions to the matrix coefficients, in each
quadrant, for a complete row of the grid:
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SUBROUTINE PDC(HX,NX1,Y,H3,Cl,C2,C3,C4)
DIMENSION HX(NX1),Cl(NX1),C2(NX1),C3(NX1),C4(NX1),
1 DC(70),FC(70)
C CONTRIBUTIONS TO MATRIX ELEMENTS FOR FIRST QUADRANT FOR
CALL GRIDPOINTS ON A ROW.
C Cl: CONTRIBUTION FROM SECOND ORDER X- DERIVATIVE
C C2: CONTRIBUTION FROM SECOND ORDER Y- DERIVATIVE
C C3: CONTRIBUTION FROM LINEAR TERM
C C4: CONTRIBUTION FROM RIGHT-HAND SIDE
CALL DCFC(HX,NX1,Y,H3,DC,FC)
DO 10 I=l ,NX
Cl(I)=0.5tDC(I)tHX(I)/H3
C2(I)=0.5tDC(I)tH3/HX(I)
C3(I)=O.
C4(I)=FC(I)~0.25iH3tHX(I)
10
CONTINUE
RETURN
END
We see that the subroutine PDC calls DCFC, which computes the coefficients
of the p. d. e. for a complete row of the grid. We therefore cons_ider DCF~:

5
10

SUBROUTINE DCFC(HX,NX1,Y,H3,DC,FC)
DIMENSION DC(NXl),FC(NXl),HX(NXl)
YA=Y+H3/2.
X=O.
DO 10 I=l ,NXl
XA=X+HX(I)/2.
DC (I) =l.
FC(I)=O.
IF (.NOT.(XA.GE .. 25.AND.XA.LE .. 75.AND.YA.GE .. 25
1
.AND.YA.LE .. 75)) GOTO 5
DC( I )=100.
FC(I)=lOO.
X=X+HX(I)
CONTINUE
RETURN
END

The subroutine DCFC can be optimized as follows:
I. The intermediate points XA in the DO 10 - loop are computed once in the main

program and stored in COMMON.
2. The IF statement is replaced by CVMGT-calls
This gives the following code for DCFC:

3
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5
30

35
40

SUBROUTINE OCFC(HX,NX1,Y,H3,DC,FC)
DIMENSION DC(NXl),FC(NXl),HX(NXl)
COMMON /XGRID/XA(lOO)
YA=Y+H3/2.
IF (YA.LT .. 25.0R.YA.GT .. 75) GOTO 30
DO 5 I=l,NXl
FC(I)=CVMGT(lOO. ,0.,XA(I).GE .. 25.AND.XA(I).LE .. 75)
DC(I)=CVMGT(lOO.,l.,XA(I).GE .. 25.ANO.XA(I).LE .. 75)
GOTO 40
CONTINUE
DO 35 I=l,NXl
DC(I)=l.
FC(I)=O.
CONTINUE
CONTINUE
RETURN
END

Finally, the recurrency in the DO 60 - loop in PDEDIS can be removed by splitting
this loop in two parts:

DO

61

62

61 I=2,NX1
DIAG(IJ)=DIAG(IJ)+Cl(I)+C2(I)+C3(I)+
1
Cl(I-l)+C2(I-l)+C3(I-1)
SDIAG(IJ)=SDIAG(IJ)-C2(I)
BSDIAG(IJ)=-Cl(I}-Cl{I-1)
RHS(IJ)=RHS{IJ)+C4(I)+C4{I-1)
IJ=IJ+l
CONTINUE
IJ=IJ-(NX-2)
DO 62 I=2,NX1
DIAG(IJ+NX)=Cl(I)+Cl(I-l)+C2(I)+C2(I-l)+
1
C3(I)+C3(I-l)
SDIAG(IJ+NX)=-C2(I)
RHS(IJ+NX)=C4(I)+C4(I-1)
IJ=IJ+l
CONTINUE

All the modifications, discussed 1n this section 5.1.b, result in an improvement in speed for PDEDIS on the CRAY-), by a factor of 3.5 over the original code
(and in a factor of 17.3 over the speed on the Cyber 175/100).
5.1.c Vectorization of COMPR
The automatical vectorization of several loops in COMPR is inhibited by a
possible recurrency depending on the sign of the value of NX. Since we know in
advance that NX is always positive, this recurrency doesn't occur, which can be
made known to the compiler by a CDIR$ IVDEP statement.
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Example:

CDIR$ IVDEP
DO 10 I=l,NXNY
DIAG{I)=DIAG{I+NX)
SDIAG(I)=SDIAG{I+NX)
BSDIAG(I)=BSDIAG(I+NX)
RHS(I)=RHS(I+NX)
10
CONTINUE
(NXNY=3540, NX=60)
This gives an improvement for COMPR on the CRAY-) by a factor of 5.0 (which
implies a factor of 22.3 over the Cyber 175/100).
5.1.d Vectorization of INCHO and PRECO
Both INCHO and PRECO contain recurrency relations of the same type. Since
PRECO takes most of the CPU-time we describe here the steps taken for PRECO only.
For INCHO similar steps have been taken.
The subroutine PRECO essentially solves a linear system of the form Ky=z,
for a given input vector z. The matrix K is given in the form K=LD-ILT, where Dis a
diagonal matrix (in our case D=I) and Lis a lower triangular matrix (with unit
diagonal elements and only two non-zero codiagonals). From this it follows that
PRECO consists of two parts, one part solving for Land the other part solving
T

for L . In both parts identical vectorization problems are met.
A typical group of statements in the first part of PRECO is

20

IL=(K-l)~NX+l
IU=~NX
PX(IL)=X(IL)-A(IL-NX,3)~PX(I-NX)
Ill=IL+l
DO 20 I=Ill,IU
PX(I)=X{I)-A{I-l,2)~PX{I-l)-A{I-NX,3)~PX{I-NX)

The variable IL refers to the first point on the K-th gridline. IU refers to the
last point on that line.
We see that in the DO 20 - loop PX(I) is constructed from the previously computed PX(I-1), which inhibits vectorization, and from PX(I-NX) which is already
available before entering the DO loop (there are NX points per gridline, NX=60).
If we split the DO loop for both contributions, then the last term can be vectorized by including a CDIR$ IVDEP statement. The first part can be optimized by
4
using the subroutine FOLR from SCILIB . FOLR involves essentially scalar
arithmetic, but in a highly optimized manner. If we first copy the array X to
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PX by SCOPY (also from SCILIB), then the above piece of code transforms into:

IL=(K-l)!tNX+l
IU=~NX
CDIR$ IVDEP

10

DO 10 I=IL, IU
PX(I)=PX(I)-A(I-NX,3)!tPX(I-NX)
CALL FOLR(NX,A(IL-1,2),1,PX(IL),1)

All the modifications together (in PDEDIS: 5.1.b, in COMPR: 5. 1.c, in INCHO
and PRECO: 5. 1.d) give on the CRAY-I an improvement by a factor of 1.5, as can be
seen by comparing the results of table VIII and table IX.
order of
the problem
N=3540

EPSDNl
0.442(11.2)

Table IX. CPU-time in seconds for the CRAY-I for
optimized code (5. 1.b,c,d). (between brackets
the improvement over the fastest Cyber 175/100
version)
5.1.e Changing the order of computation in PRECO
PRECO (and INCHO too) can also be optimized by changing the order in which
the unknowns are computed. Since the vector elements have been ordened accordingly
to the rowwise gridnumbering, we see that PX(I) is computed from previously computed elements in the following way:

If we compute the PX(I) in a diagonal-wise order, as indicated by the dotted
line, then it is obvious that PX(I) only depends on values available from the
previous diagonal. This implies that if a typical DO - loop involves one diagonal
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on a time then a recurrency doesn't occur, which can be made known to the compiler
by inserting a CDIR$ IVDEP statement. By doing so PRECO is completely vectorizable
at the cost, however, of doubling the number of DO - loops, which are in addition
half as long in average.
This modification added to the previously described modifications to PDEDIS
and COMPR (5. l.b,c) give a factor of improvement in speed of 2.3 over the standard
CRAY-I version, as can be seen from table X and table VIII.
order of
the problem

EPSDNI
0.294(16.8)

N=3540

Table X. CPU-time in seconds for the CRAY-I for
the code with reordened PRECO. (Between brackets the improvement over the fastest Cyber
175 / 100 version of the code)
We see that the last version of the CRAY-I code is the fastest one. The FLOW
option of the compiler clearly reflects the impact of the changes (compare this
with the results in 5.1.a):
PDED IS
and

PRECO

I . I %,

COMPR

O. 1%,

INCHO

0.6%,

ICCGll

29.2%,

AX 22.7%,

43.7 %.

From this we conclude that the reordened PRECO now requires about twice as
much CPU-time as the highly vectorizable subroutine AX, whereas in the original
code PRECO took about 7 times as much.
5.1.f An alternative vectorizable ICCG(J,1)-algorithm
Finally we also consider, instead of the standard PRECO, a vectorizable
18
variant as proposed by van de r Vorst . In the latter case the solution for L
and LT is done onl y approximately. If we return to the piece of code given in
5.1.d, then we see that the part X(I)-A(I-NX,3)xPX(I-NX), denoted by Y(I) for
short, is vectorizable. For the remaining part approximations to the PX elements
are computed by
,..,
2
3
J
PX= (1 - B + B - B + • • • + B )Y,
where

PX

and Y are the parts of the vector corresponding to one gridline, and
,-.J

Bis the corresponding part of the codiagonal of A. The elements of PX replace
the elements of PX in the original version of PRECO. The efficiency of this

[,;

\.

•

~r~

-

.-..tnb·~¥"~\~1:.;,., .,..,.,;, ...-..,

A,,..,,.,, . .,c,. ~:--:1';

~1 -u,1•-.....,'!',.,~ •.;
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variant depends strongly on the choice of j; suggested values are j=2 and j=3.
We have tested both choices for j. The results are given in table XI.
order of
the problem

EPSDNI (j=2)

EPSDNI (j=3)

.311(15.9)

.363(13.6)

N=3540

Table XI. CPU-time in seconds for the CRAY-1 for
the vectorizable ICCG(l,1)-variant (5.1.f).
(Between brackets the improvement over the
fastest Cyber 175/100 version of the code)
Note. The fastest Cyber 175/100 version of the code is the standard ICCG(l,1)-code.
On the Cyber 175/100, the vectorizable variant as discussed in this section
is much slower (for j=2: 6.168 CPU-seconds instead of 4.938 for the fastest
standard code; in fact the vectorizable variant on the CRAY-I gives an overall
improvement in speed by a factor of 19.8 over the same version on the Cyber
175/100).

5.2 Vectorization on the Cyber 205
5.2.a Performance of the original code
Similar to the situation in 5.1.a, we have run the original code, without
loop unrolling and with the BLAS routines replaced by Fortran code except for the
2

innerproducts, which are computed by Q8SDOT. Like for the CRAY-I, the Fortran
compiler (version 1.5.1) on the Cyber 205 was no t able to vectorize automatically
major part of the code. In table XII we give the time for this straight-forward
run, required by EPSDNI (for the test problem of order N=3540, 99 preconditioned
iteration steps).
order of
the problem
N=3540

EPSDNI
0.681(7.3)

Table XII. CPU-time in seconds for the
Cyber 205 for the standard version
of the PDE-code (between brackets the
improvement over the fastest Cyber
175/100 version of the code)
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5.2.b Automatic vectorization by the VAST precompiler on the Cyber 205
We have also precompiled the code, as discussed in 5.2.a, by the VAST precompiler (version 1.06 R). For a brief discussion on VAST we refer to section 4.2.d.
The CPU-time for the VAST-generated code is given in table XIII.
order of
the problem
N=3540

EPSDNI
0.669(7.4)

Table XIII. CPU-time in seconds for the Cyber
205, for the code generated by VAST (between
brackets the improvement over the fastest
Cyber 175/100 version)
Due to the fact that the relevant parts of the timeconsuming subroutine PRECO
(and in a smaller measure PDEDIS, COMPR and INCHO) have been written in a form, which
cannot be vectorized automatically, VAST doesn't give much of an improvement here.
5.2.c The use of vectorsyntax
For parts of the code CDC Cyber 205 vectorsyntax had to be used in order to
make vectorization possible. Prime examples are given below.
I. Original code (in EPSDNI):

100

DO 100 I=l,NXNYC
A(I,l)=A(I,l)~A(I,5)
A(I,S)=SQRT(A(I,5))
A(I,4)=A(I,4)lA(I,5)
CONTINUE

Vectors yntax version (with Q8SQRTV-call):

A(l,l;NXNYC)=A(l,l;NXNYC)~A(l,S;NXNYC)
CALL QBSQRTV(,~A(l,S;NXNYC),,,,A(l,5;NXNYC))
A(l,4;NXNYC)=A(l,4;NXNYC)~A(l,5;NXNYC)
2. Ori ginal code (in COMPR):

110

DO 110 J=l,NX
DIAG(IJ+J)=DIAG(IJ+J+ISCH)
SDIAG(IJ+J)=SDIAG(IJ+J+ISCH)
BSDIAG(IJ+J)=BSDIAG(IJ+J+ISCH)
RHS(IJ+J)=RHS(IJ+J+ISCH)
CONTINUE
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Vectorsyntax version:

DIAG(IJ+l;NX)=DIAG(IJ+l+ISCH;NX)
SDIAG(IJ+l;NX)=SDIAG(IJ+l+ISCH;NX)
BSDIAG(IJ+l;NX)=BSDIAG(IJ+l+ISCH;NX)
RHS(IJ+l;NX)=RHS(IJ+l+ISCH;NX)
For the subroutine COMPR, the introduction of vectorsyntax resulted in completely vectorizable code, which was faster by a factor of -11.8 over the original
Cyber 205 code (which is quite dramatically).
5.2.d Vectorization of PDEDIS
Within the subroutine PDEDIS the vectorization bottlenecks are localized in
the DO 120 - loop (see 5.1.b), and more specifically, in the PDC-call and in the
non-vectorizable DO 60 - loop.
The subroutine PDC calls DCFC (see 5.1.b). This subroutine DCFC can be optimized by computing the intermediate points XA once (in the main program) and by
2

storing them in COMMON. The IF-statement has to be replaced by calls to Q8MASKV.
This gives the following piece of code.

30

35
40

SUBROUTINE DCFC(HX,NX1,Y,H3,DC,FC)
DIMENSION DC(NXl),FC(NXl),HX(NXl)
COMMON /XGRID/XA(lOO)
BIT CV{lOO)
DATA Rl/l.0/,Rl00/100.0/
YA=Y+H3/2.
IF (YA.LT .. 25.0R.YA.GT .. 75) GOTO 30
CV(l;NXl)=XA(l;NXl).GE .. 25.AND.XA{l;NXl).LE .. 75
CALL Q8MASKV(X'18' ,,RlOO,,Rl,CV(l;NXl),DC(l;NXl})
CALL Q8MASKV(X'l8' ,,RlOO,,,CV(l;NXl),FC(l;NXl))
GOTO 40
CONTINUE
DO 35 I=l,NXl
DC(I)=l.O
FC(I)=O.O
CONTINUE
CONTINUE
RETURN
END

The DO 60 - loop can be rewritten, in order to give vectorizable code, precisely
in the same way as described in the latter part of section 5.1.b. The modifications
to PDEDIS, as discussed in this section 5.2.d, result in an improvement in speed
on the Cyber 205, for this subroutine only, by a factor of 3.0 ( and in a factor
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of I 1.5 over the speed on the Cyber 175/100).
5.2.e Vectorization of PRECO and INCHO
Both PRECO and INCHO contain statements with recurrency relations. Since PRECO
is by far the most time consuming one, we describe here the vectorization of PRECO
only (INCHO can be treated similarly). For a brief discussion on the mathematical
aspects of PRECO, see section 5.1.d.
A typical group of statements in PRECO is:

20

IL=(K-l)iNX+l
IU=~NX
PX(IL)=X(IL)-A(IL-NX,3)~PX(I-NX)
Ill=IL+l
DO 20 I=Ill,IU
PX(I)=X(I)-A(I-1,2)iPX(I-1)-A(I-NX,3)~PX(I-NX)

The variable IL refers to the first point on the K-th gridline, IU refers to the
last point on that line. We see that in the DO 20 - loop, PX(I) is constructed
from the previously computed PX(I-1), which inhibits vectorization, and from
PX(I-NX), which is already available before entering the DO - loop (there are
NX points per gridline, NX=60, 59 gridlines).
By introducing a temporary array TT, for accumulating the PX(I-NX)-part of
the equation, the remaining recurrency part can be optimized with a call to the
2
routine Q8SMOII . This gives, instead of the above piece of code:

IL=(K-l)iNX+l
TT(l;NX)=X(IL;NX)-A(IL-NX,3;NX)iPX(IL-NX;NX)
CALL Q8SM011(PX(IL),TT(l),A(IL-1,2),PX(IL-1),NX)
All the proposed modifications together (for EPSDNl and COMPR: 5.2.c, PDEDIS:
5.2 . d, PRECO (and INCHO): 5.2.e) give the result as shown in table XIV, which implies an improvement over the original Cyber 205 code, see table XII, by a factor
of 1.3 .
order of
the problem
N=3540

EPSDNl
0.512(9.6)

Table XIV. CPU-time in seconds for the Cyber 205
for the optimized code (5.2.c,d and e). (Between
brackets the improvement over the fastest Cyber
175/100 version of the code)
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5.2.f Changing the order of computation in PRECO
The recurrency in PRECO (see 5.2.e) can be removed by computing the unknowns
in a diagonal-wise order, as shown in section 5.1.e. By doing so, the elements
PX(IJ) on the current diagonal (i.e., in the DO 105 - loop, see below) only depend
on elements that are already available from the previous diagonal.
A typical piece of code of PRECO in this case, for a conventional computer,
then looks like:

105
100

PX(NX+l)=X(NX+l)-A(l,3)tX(l)
PX(2)=X(2)-A(l,2)tX(l)
PX(l)=X(l)
DO 100 K=3,NY
IJ=(K-l)tNX+l
PX(IJ)=X(IJ)-A(IJ-NX,3)tPX(IJ-NX)
Kl=K-1
IJ=IJ-NX+l
DO 105 I=2,Kl
PX(IJ)=X(IJ)-A(IJ-l,2)tPX(IJ-l)-A(IJ-NX,3)tPX(IJ-NX)
IJ=IJ-NX+l
CONTINUE
PX(IJ)=X(IJ)-A(IJ-l,2)tPX(IJ-l)
CONTINUE

The Fortran compiler of the Cyber 205 now encounters two problems in vectorizing this code. It still assumes, in the DO 105 - loop, a possible recurrency,
since it doesn't know in advance which values IJ and NX will take. This problem
can be solved by storing the elements of PX on the previous diagonal in a temporary array and by referencing to those elements.
The second problem is the stride in IJ and this is more difficult to solve.
Since vectors on the Cyber 205 have to be contiguous in memory, one has to gather
the required elements of X, A(-,2) and A(·,3) in advance and to scatter, after
computation, the results to PX. One may get an impression of what the programmer
is supposed to do in such a case, by studying the equivalent of the above piece
of code:

120

TEMP(l)=X(NX+l)-A(l,3)tX(l)
TEMP(2)=X(2)-A(l,2)tX(l)
PX(l)=X(l)
PX(NX+l)=TEMP(l)
PX(2)=TEMP(2)
DO 120 K=l,NY
INDEX(K)=(l-K)t(NX-1)
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155

200

DO 200 K=3,NY
Kl=K-1
K2=K-2
IS=K2~NX+2
ASSIGN INDX,.DYN.K2
INDX=IS+INDEX(l;K2)
XC(l;K2)=Q8VGATHR(X(l;N),INDX;XC(l;K2))
INDX=INDX-1
AC2(1;K2)=Q8VGATHR(A(l,2;N),INDX;AC2(l;K2))
INDX=INDX-(NX-1)
AC3(1;K2)=Q8VGATHR(A(l,3;N),INDX;AC3(1;K2))
DO 155 I=l,K2
TPX(I)=XC(I)-AC2(I)tTEMP(I)-AC3(I)iTEMP(I+l)
CONTINUE
INDX=INDX+NX
PX(IS;K2)=Q8VSCATR(TPX(l;K2),INDX;PX(IS;K2))
PX(K)=X(K)-A(K-1,2)tPX(K-1)
TEMP(K)=PX(K)
PX((IS+NX-l)=X(IS+NX-1)-A(IS-l,3)iPX(IS-l)
TEMP(l)=PX(IS+NX-1)
TEMP(2;K2)=TPX(l;K2)
CONTINUE

(Note: INDX has been declared previously as DESCRIPTOR INDX)
It appears that execution of this piece of code is about 45% more expensive
than the original non-vectorizable code, which by itself is again more expensive
than the vectorized code that has been described in section 5.2.e (with standard
rowwise computation of the vector elements). The overhead in the GATHER/SCATTER
variant is relatively large because of the unfavourable vectorlengths (average
l ength for our testproblem is 30).
Of course it is possible to avoid the overhead of SCATTER/GATHER, by explicitly
r e nt.nnbering the unknowns diagonalwise, so that the required vector elements are
contiguous. This has the disadvantage that the matrix vector product AX must also
b e rewritten in a diagonalwise manner. Whereas in the standard AX the loops are
almost at maximum length (3420, and two short loops at length 60), the loops in
the rent.nnbered version are of length 30 in average. At the other hand PRECO can
now be vectorized completely (also with vectorlengths 30 in average) without SCATTER/
GATHER overhead. The CPU-time for this version is given in table XV.
order of
the problem
N=3540

EPSDNI
0.442(11.2)

Table XV. CPU-time in seconds for the Cyber 205
for the vectorized code with explicitly rent.nnbered unknowns (diagonalwise). (Between brackets
the improvement over the fastest Cyber 175/100
version of the code)
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5.2.g An alternative vectorizable ICCG(l,1) algorithm
On the Cyber 205 we have also tested the performance of the vectorizable variant
for PRECO, as discussed in section 5. l.f. In this variant the recurrency in PRECO
is avoided by truncation of a Neumann series after j terms. Since the values 2 and
3 seem to be most suitable for j, we have tested both cases. For the results see
table XVI.
order of
the problem
N=3540

EPSDNl (j=2)

EPSDNl (j=3)

0.227(21.8)

0.261(18.9)

Table XVI. CPU-times in seconds for the Cyber 205
for the vectorizable ICCG(l,I) variants (between
brackets the improvement over the fastest Cyber
175/100 version of the code)
Notes:
I. For j=2, the FORTRAN compiler version 2.0, gives for EPSDNl a CPU-time:
0.218(22.7).
2. The fastest Cyber 175/100 version of the code is based on the standard ICCG(l,I)
algorithm. The vectorizable variant is for this computer considerably slower
(for j=2: 6. 168 CPU-seconds instead of 4.938 CPU-seconds for the standard code;
in fact the vectorizable variant on the Cyber 205 is faster by a factor of 27.2
over the same variant on the Cyber 175/100).

33

5.3 A short digression on the vectorizable PRECO variant
In the sections 5.1.f and 5.2.g we considered the performance of a special
vectorizable PRECO variant. We will discuss briefly here an interseting aspect
of this variant. In the 2-term situation (j=2) it contains statements like:

(A)
1

DO 1 I=3,N
PX(I)=X(I)-A(I)t(X(I-1)-A(I-l)tX(I-2))
CONTINUE

(the 3-term variant contains similar statements).
On a scalar computer like the Cyber 175/100 the above construction can often
be optimized by reducing the amount of array references, likewise (for X):

(B)

1

DO 1 !=3,N
XXl=X(I)
PX(I)=XX1-A(I)~(XX2-A(I-l)iXX3)
XX3=XX2
XX2=XX1
CONTINUE

From table XVII we conclude that (B) indeed gives an improvement over (A) on
the Cyber 175/100.
N=60

computer

N=IOOO

(A)

(B)

(A)

(B)

120

l JO

2120

1820

CRAY-I

9

41

10 l

6 76

Cyber 205

7

35

45

580

Cyb er 17 5/ JOO

Table XVII. CPU-times in microseconds for different computers for the pieces of code (A) and

(B).
One could possibly imagine that (B) might be advantageous, e.g., on a CRAY-],
since the number of array-fetches is reduced. The question then remains how effective scalar temporaries (XX], etc.) are treated. From table XVII we see that (B) is
highly unfavourable, for both the CRAY-] and the Cyber 205, as compared to (A). In
addition note that for large vector lengths the Cyber 205 is more effective than
the CRAY-] (for (A)). The construction (B) is processed in scalar mode on both computers and one might expect the CRAY-] to be faster, because of its higher processor
speed. However, due to a more optimal way of coding the Cyber 205 is also the faster
one in the scalar case.
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6. Conclusions
The kind of computational work in our test programs seems to be typical for
the codes that are candidates for processing on a supercomputer. However, our
codes are not suitable in order to get an impression of the I/0-problems or
Central Memory restrictions that one might encounter in large production codes.
Finally it should be stressed that our conclusions are restricted to the specific
computers and computer environments as outlined in section 2.
If we simply execute our codes, without any vectorization effort, then both
supercomputers seem to be equally fast (though the central processor speed of the
CRAY-I is better). We have not considered the question whether the use of a
supercomputer in such a case is cost-effective (e.g., compared with the Cyber
175/100 one improves by a factor of about 4 in speed).
The situation changes if we try to vectorize the codes. In that case it was
our experience that on a CRAY-I we made more progress in speeding up the code,
with relatively less effort than on the Cyber 205. Also it was relatively easy
to maintain a high degree of portability for the CRAY-I codes, whereas for the
Cyber 205 this was quite impossible. We found that it was not uncommon to improve
the speed of our codes by a factor of 1.5

a

2 by only small adaptations to the codes.

If we vectorize the codes as far as possible, then the picture changes and becomes
less clear. The Cyber 205 is certainly faster if we can keep the vector lengths
large (e.g., >1000), which might imply completely recoding the program. For smaller
vector lengths (e.g., <60) the CRAY-1 appears to be faster. A possible disadvantage for the Cyber 205 is that on e sooner has to perform complex manipulations
in order to keep vector lengths large and to keep the vectors in the desired form
(e.g., contiguous). This introduces often some overhead and it strongly depends on
the degree of overhead whether the Cyber 205 shades the CRAY-I with respect to
speed, even for large vector lengths. For our situations we were able to improve
the speed of the codes, with full vectorization, by a factor of 2
15

a 20

a

3 (and a factor

as compared with the Cyber 175/100 versions of the codes).

For both supercomputers optimized packages with routines for standard (mostly
linear algebra) operations are available (BLAS, EISPACK, LINPACK). For the Cyber 205,
however, the BLAS routines are made available through a different name and with
different parameter lists, compared to what is generally agreed. This once more
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decreases the portability of the codes that are optimized for the Cyber 205.
The progress that is made in the construction of "intelligent" compilers (i.e.,
compilers that recognize the possibility of vectorization and generate fast code)
is quite impressive. For the programmer this implies that it is more and more beneficial to let the compiler generate fast code, than it is to call the appropriate
subroutines, thus avoiding the overhead of subroutine-calls. It is necessary to
keep constantly track of the developments in this field.
For the Cyber 205 we have also tested the VAST precompiler. VAST generated for
our testcodes automatically vectorsyntax, but this alone did not give a significant
improvement in our situations. Therefore we conclude that VAST is a helpful tool in
that it does the tedious part of the job, but it makes further efforts of the
programmer certainly not to a waste of time.
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CRAY-IS
(vector mode)

CYBER 205
(vector mode)

speed-up factor
for GENLAN-branch
(order 2000)

20.8

39.7

speed-up factor
for EVSCAN-branch
(order 375)

3.9

3.7

Table A. Summary of performances of the Lanczos-code
with respect to the optimal Cyber 175/100 version.

CRAY-IS
(vector mode)

CYBER 205
(vector mode)

7.3

7.3

full vectorization

11. 2

9.6

reordened code

16.8

11. 2

modified algorithm

15.9

21.8

standard version

Table B. Sunnnary of speed-up factors for the PDE-code
with respect to the optimal Cyber 175/100 version

(from: H.A.van der Vorst and J.M.van Kats, Comparative
performance tests on the CRAY-I and the CYBER 205,
TR-15, ACCU-reeks 36, May 1983)
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