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Part I

Prologue

1

Introduction
“The calender of the Theocracy of Muntab counts down, not up.
No-one knows why, but it might not be a good idea to hang around
and find out.”

1

– Terry Pratchett, Wyrd Sisters
n 1999, the world seemed to temporarily reside in the Theocracy of Muntab
as experts and non-experts alike publicly discussed whether the dawn of
a new millennium would cause simultaneous computer crashes world
wide. The software defect at the heart of this problem, dubbed the Y2K bug,
was caused by many (old) programs being written with a two-digit year in
their date representation. It was widely believed that in the year 2000, this
would lead to incorrect date comparison in various programs, and malfunctioning software as a result. Some went even so far as John Hamre, the then
US Deputy Secretary of Defense, who stated that “The Y2K problem is the electronic equivalent of the El Niño and there will be nasty surprises around the globe.”
Fortunately, in the end the disturbance turned out to be minor, whether due
to concerted problem-solving efforts or perhaps overestimation of the impact
of the bug. All the commotion did serve to illustrate the widespread use of
software in our lives. Given the ubiquity of software, it is unsurprising that
numerous severe accidents have occurred that are known to have been caused
by software defects:

I

Ariane 5 disintegrates after launch In the development of the Ariane 5 control software code from its predecessor was reused. Since the new rocket
was significantly faster, the speed measurements lead to an overflow in
a previously correct conversion from a 64-bit floating point to a 16-bit
signed integer. Because of the miscalculation, the onboard computer
overpowered the thrusters and the rocket disintegrated 37 seconds after
lift-off on its maiden flight (Lions, 1996).
Therac-25 provides lethal doses of radiation The Therac-25 was a radiation
(X-ray) therapy device, successor to the Therac-20, with some hardware
components replaced by software. The X-rays were created by shooting
high-power electrons on a metal target positioned in between the electron source and the patient. However, because of a race condition in the
software controlling the safety lock, the device could be configured in
such a way that the metal target was positioned outside the beam. This
way the beam hit patients directly, and over the years six people died as
a result of overexposure to radiation (Leveson and Turner, 1993).
3

Figure 1.1 The Ariane 5 rocket from the European Space Agency. The Ariane disintegrated 37 seconds after lift-off on its maiden flight due to a number conversion
error.

Soviet early-warning system issues false warning On September 26th, 1983
the Russian satellite monitoring system for detecting hostile missile launches indicated that the US had launched five of its intercontinental
missiles. Fortunately, the duty officer reported the warning as a false
reading to his superiors, because he reasoned that if the US had decided
to launch an attack, they probably would have launched more than just
five missiles. Also, he did not trust the system entirely, and history
proved him right: one of the satellites incorrectly interpreted sunlight
reflecting off some cloud tops as a missile (Long, 2007).
This list is by no means exhaustive, many more famous instances exist (Garfinkel, 2005). As software is not limited to safety-critical applications, such as
airplanes or radiation therapy machines, software defects can cause serious
financial damages. In a 2002 study commissioned by the US National Institute of Standards and Technology (NIST) the annual cost of software defects
for the entire US economy was estimated at $59.5 billion, or 0.6% of the Gross
Domestic Product (RTI, 2002). With software pervading more areas of our life,
the number of instances and impact of software defects will only increase. For
instance, in 2008 alone General Motors, Ford and Volvo were forced to recall
a total of 548,000 cars due to software defects in the airbag system (Krigsman,
2008).
Consumer electronics in particular is one area where producers have found
it increasingly difficult to ship products free of defects because of decreasing time-to-market and increasing software size and complexity (Griffis and
4

Figure 1.2 Whereas old televisions had all their functions implemented in hardware, modern televisions contain millions of lines of software.

Lipof, 1994; Rooijmans et al., 1996). As a consequence of the globalizing market, products have to accommodate different local conditions. For instance, a
television set shipped both in Europe and the US would have to support different broadcasting standards. Also, different users have different demands
on a similar product, and both types of flexibility are often implemented using software rather than hardware. As a result, software size has increased
eight-fold between the late 1980s and mid 1990s, with typical products containing up to 100,000 lines of code (Rooijmans et al., 1996). Currently, modern
television sets contain millions of lines of code (Boogerd and Moonen, 2008a),
and this growth is expected to continue (van Genuchten, 2007). However, the
growth in software is paralleled by an increasing pressure on time-to-market
(Griffis and Lipof, 1994). A smaller lead time enables manufacturers to be
more responsive to changing markets, and also reduces the time between
investment and return. Whereas one decade ago, development of a new television required four years, nowadays this is usually completed within six
months (de Visser, 2008). This development puts additional pressure on the
quality of the software embedded in such devices.
One classical approach to defect finding is to test running software, and
debug the observed failures. Consider the overflow in the Ariane 5, which
could have been found by testing the system with the integrated speed measurement module using simulated (but realistic) external inputs. Debugging
is considered the most time-consuming part of software development, thus facilitating debugging has the potential for large cost reductions (Hailpern and
Santhanam, 2002). The other option is to attempt to find defects early in the
development process and effectively prevent expensive debugging sessions
later. We can use the Ariane 5 overflow once again to illustrate. If we specify
that all sensor steering software needs to perform a precautionary check of
the values read from hardware, the absence of such a check can be detected
in the source code before running the software. Fixing defects at this moment
in development typically requires less effort, thereby saving time and money
(Boehm, 1981). This last option will be the focus of this thesis.
Chapter 1. Introduction

5

1.1

E A R LY D E F E C T D E T E C T I O N

Software defects can be faults in the design or its implementation, the code.
Early detection means direct inspection of design documents or code, rather
than running the software and detecting failures, which are manifestations of
faults. Since direct inspection can immediately reveal the fault, we skip the
potentially long and difficult process of tracing a failure to the corresponding faulty source code. Fagan’s software inspection is a method to accomplish
such early detection (Fagan, 1976). In the following, we discuss the software
inspection process, some well-known approaches for (partial) automation of
the inspection process, and identify a major drawback of the automation.
1.1.1 Software Inspection
Fagan’s original description of software inspection is as a method for inspecting design documents or code, following a strict protocol and involving a
small team with prescribed roles for each member (Fagan, 1976). These roles
include a moderator, who coaches the team and provides logistical support; a
designer, who is responsible for the design of the program under inspection;
an implementer, responsible for implementing the design; and a tester, who
is concerned with testing the implemented design. The inspection process
consists of the following steps:
1. Overview: in this step the designer explains the context of the design
and the design itself in detail.
2. Preparation: the inspection team studies the design to understand its
purpose. This includes reading reports on error types found by recent
inspections, and checklists of clues on finding these errors.
3. Inspection: one reader, often the implementer, describes the implementation of the design as discussed during the overview meeting. The
purpose of this meeting is to identify defects, accomplished by explicitly relating the design to code constructs (paraphrasing the code). At
this point, the defects found are recorded, but solutions are not explicitly
expressed.
4. Rework: the recorded defects are addressed by the designer or implementer.
5. Follow-Up: in this step a decision needs to be made on whether reinspection is necessary. If a significant part of the material has been reworked (Fagan mentions a 5% threshold), reinspection is necessary, otherwise the moderator may decide to only reinspect the rework or not to
reinspect at all.
The advantages of software inspection are well-documented, by Fagan as
well as by others (Fagan, 1976; Ackerman et al., 1989; Russell, 1991; Doolan,
1992; Gilb and Graham, 1993; Wheeler et al., 1996; Porter et al., 1998; Wohlin
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et al., 2002). Fagan reports on one project where the coding productivity increased by 23% and the number of errors decreased by 38% compared to a
similar project without inspections. Russell analyzed inspection data from
2.5 million lines of code at Bell-Northern Research and found that their inspections yielded approximately 1 defect for every man-hour invested. In
addition, every reported defect in the released software typically took 4.5
man-days to solve, and every hour of inspection thus avoids 33 hours of maintenance effort (Russell, 1991). Doolan mentions similar numbers from his experience with inspection at Shell Research, where 2-3 defects were found in
every page of requirements specification, averaging 2.2 man-hours work. The
cost of solving these defects in their software once released was approximately
one man-week. Doolan thus argues that inspections saved 16.5 man-months
of effort over the lifetime of their software (Doolan, 1992). Furthermore, Ackerman et al. (1989) reported that defect finding effort in inspection was a factor
2 to 8 smaller than in testing. Inspections can thus increase productivity and
software quality at the same time.
In spite of those advantages, organizations are often reluctant to introduce
software inspections. For inspections to be effective, they must be applied to
a major part of the project design and code. As such, they will take a significant part of the project’s time investment, typically 4 to 15 percent (Ackerman et al., 1989). Therefore, over the years various automation approaches
for inspections have been proposed, supporting document handling, preparations, inspection meetings, and recording of process metrics (MacDonald and
Miller, 1999). In addition to support of the inspection process, automatic code
inspection techniques have been developed that automate the inspection itself.
1.1.2 Automatic Code Inspection
Part of the software inspection process is to record various metrics, including
lists of common error types accompanied by clues on how to find them (Fagan, 1976; Doolan, 1992). If such clues can be expressed as relatively simple
code patterns, they can be input to an automatic code inspection tool, which
locates and signals these patterns in the code. In its simplest form, such automatic inspection consists of the warnings generated by a compiler set to its
pedantic mode. In fact, warning-free compilation of a code unit may even
be a prerequisite for subsequent manual inspection of that unit. In such a
case automatic code inspection is a part of, rather than a replacement for, the
(manual) software inspection process.
Rather than having a separate inspection meeting, automatic code inspection can provide immediate feedback to a developer when writing the code.
Inspection tools can be much more powerful than a compiler, and usually only
require the code to be compilable. One well-known example is the C analyzer
Lint (Johnson, 1978) that checks for type violations, portability problems and
other anomalies such as flawed pointer arithmetic, memory (de)allocation,
null references, and array bounds errors. A more recent inspection tool for
Java is FindBugs, which uses the defect pattern approach to detect defects
Chapter 1. Introduction
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“12.7 (req) Bitwise operators shall not be applied to operands whose underlying type is signed.”
ERROR: COMPLIANCE: Bitwise operations on signed data will give
implementation defined results. At line: 330, column: 17,
in file Draw.c - Check rule QL3:MISRA.12.7

Figure 1.3 Example of one of the MISRA C: 2004 rules and a violation of the rule
as reported by an automatic code inspection tool.

(Hovemeyer and Pugh, 2004). The Meca/Metal research by Yang et al. (2003);
Engler et al. (2000) has been made available as a commercial tool by Coverity1 . There exist various other commercial inspection tools, such as Qa-C2 or
Codesonar3 . Tools usually have their own set of checks, but can often be customized so as to check custom standards or widely-used industrial standards
(e.g., MISRA C). A typical rule from MISRA C with corresponding inspection
tool output is shown in Figure 1.3. In a comparison of code inspection tools,
Wagner et al. (2005) found that tools usually detect a subset of the defect types
identified in a manual code inspection. Specifically, Li et al. (2006) argued that
early automated checking has contributed to the sharp decline in memory errors present in software. Despite widespread availability of tools, there is still
one issue hindering adoption.
Whether used as replacement for manual inspection or as part of the software inspection process, one expects an automatic inspection tool to point
out a few problem areas that require further attention. However, depending
on the number and types of checks performed, a tool may flag up to 30%
of all lines as containing a potential defect (Boogerd and Moonen, 2009b).
Clearly, not all of these potentials are serious or true defects but may be considered false warnings or false positives. Kremenek et al. (2004) observed that
all inspection tools suffer from such false positives, with rates ranging from
30-100%. There are various reasons for this phenomenon. For one, the static
analysis may not be powerful enough to determine whether a piece of code
violates a certain check. Consider the code snippet in Figure 1.4, where an
“initialize-before-use” check may fail to notice the initialization of the variable b performed in either one of the if branches in the program, even though
one of the branch will always be taken. This will signal a false alarm for the
use of b at the printf call. Another reason is that checks may be quite general and do not apply in all circumstances. For example, one of the rules in
the MISRA C 2004 standard states that no C++ style comments may be used.
This rule is important if the scrutinized code is being used on different platforms, each one having its own compiler. Some compilers may support the
extension, whereas others do not. But if the code will only be used with a single compiler, this warning serves no purpose. Ayewah et al. (2007) analyzed
1 www.coverity.com
2 www.programmingresearch.com
3 www.grammatech.com
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int b;
if (a >= 0) {
b = 1;
}
if (a < 0) {
b = -1;
}
printf ("%d\n", b);
Figure 1.4 Contrived example of code where an “initialize-before-use” check may
give a false warning for the dummy variable used in the printf call.

warnings reported by FindBugs on Google code and found that 28% of the
warnings were either impossible or trivial defects due to the aforementioned
reasons. Furthermore, even if the detected defects are real, the sheer number
may deter developers in solving all of them. Ruthruff et al. (2008) found in a
study of FindBugs warnings that only 56% of all the warnings were acted on.
Determining whether a warning is both real and relevant was found to cost
eight minutes on average. In systems that spawn tens of thousands of warnings, this selection process requires a significant time investment. To enhance
the efficiency as well as the effectiveness of automatic code inspections, we
need approaches to focus on the most relevant inspection results.
1.2

P R O B L E M S TAT E M E N T

Focusing the attention of developers on the most relevant warnings requires
criteria by means of which a subset of warnings can be selected. A common approach to filter warnings is to remove likely false alarms, spurious warnings
produced by inaccurate static analysis. The Z-ranking technique by Kremenek
and Engler (2003) accomplishes this by keeping track of the number of fails
and passes for all performed checks. The core idea is that if a check has
many fails and few passes, these are likely due to inaccurate analysis rather
than representing true defects. Kim and Ernst (2007b) determine a historical
fault likelihood to select warnings. They use the version history of a software
system and a record of known bugs for that system to determine which warnings correctly predicted fix locations for the detected bugs. More recently,
Ruthruff et al. (2008) suggested to also estimate the likelihood that developers
would take action on a true warning. They create logistic regression models
to predict actionable warnings and use manual warning selection data for the
learning process. Thus, common selection criteria are static analysis accuracy,
action likelihood, and fault likelihood. Related to this last criterion, the goal
of this thesis is to prioritize warnings based on the likelihood that a warning
may lead to an observable failure.
A number of steps are required for a fault in a program P to lead to a failure, that is a deviation from expected behavior of P. Figure 1.5 illustrates the
Chapter 1. Introduction
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Figure 1.5 Illustration of path from execution to record of failure

path from execution of P to recording of a failure. If execution of P reaches
a fault (used here analogously to bug and defect), this may corrupt the program state and eventually lead to a failure of P. A description of that failure
(termed an issue) in turn is recorded in an issue database. From this path we
have derived two criteria for prioritization (also shown in Figure 1.5): execution likelihood and historical fault likelihood, described in more detail below.
Execution likelihood criterion
The execution likelihood of a fault in program P represents the likelihood
that the corresponding source code is executed in an arbitrary run of P. In
the first part of this thesis (i.e., Chapters 2 and 3) we investigate the possibility to estimate an execution likelihood for a code inspection warning. A
further overview of the distribution of research topics over the chapters in
this thesis is provided in Table 1.1. Since the prioritization is a part of early
defect detection, we cannot simply run the software to determine the likelihood of each location in the program. Instead, we will have to rely solely on
the source code itself, and perform a static program analysis, usually termed
static profiling. Static estimations of execution likelihoods have previously
been used to identify performance critical areas of the code. The result would
be a ranking of locations, used by compilers to determine where they should
apply certain (expensive) performance optimizations. Whether this technique
is appropriate for ranking inspection results therefore will be our first research
question.

Research Question 1
How effective is execution likelihood in prioritizing automatic code inspection
results?

Answering this question depends primarily on a tradeoff between two aspects, accuracy and scalability. Estimating execution likelihood of a location is
based on approximating control flow and data flow in the program. The literature contains different types of techniques to achieve this, where in general it
10

holds that the more advanced and accurate the technique is, the more computationally expensive it becomes. We thus translate effectiveness to a tradeoff
between accuracy and scalability, and answer our first research question by
means of two sub-questions:

Research Question 1.1
How accurate is static profiling in estimating execution likelihoods?

Since a static analysis makes predictions for an arbitrary program run, we
miss information about program input distribution, which also affects the execution likelihood of different parts of the program. As a result, the accuracy
that can be obtained using only static analysis is inherently limited. We can
assess accuracy by running the software under analysis on typical usage scenarios and comparing the resulting likelihood measures to their static counterparts. To reliably create these scenarios and use the resulting measures as
oracle, the programs we use to test the approach need to be either very simple
(such as simple unix text processing utilities), or we need domain knowledge
to determine an appropriate input distribution. Furthermore, since prioritization is primarily about ranking a list of warnings, we will assess accuracy by
comparing rankings of program locations based on both static and dynamic
likelihood estimates.

Research Question 1.2
How scalable are static profiling techniques in terms of speed?

Since the selection of inspection warnings is a post-processing step to the
automatic inspection, there are practical bounds on the computation time
available to estimate execution likelihoods. These bounds depend on the actual usage scenario: if an inspection tool is run as part of a nightly build,
an analysis time of one hour may be acceptable, whereas for more interactive use for individual developers a few minutes may be considered too long.
The required computation time depends primarily on the size of the program
and the technique used. Although software as found in modern (electronics) devices may consist of up to millions of lines of code, this is usually not
developed on a single site by one development team, but rather in smaller
subprojects. To be widely applicable, the techniques we employ will not have
to scale up to millions of lines of code, but still up to hundreds of thousands
of lines of code.
Historical fault likelihood criterion
Whereas our first criterion limits itself to the part of the path leading to execution of faulty code, our other criterion captures the whole path from execution
of a faulty location to a record of its failure (cf. Figure 1.5). An issue typically
contains a description of the failure, a root cause analysis, and sometimes
a link to the source code changes made to fix the issue. These changes are
preserved in the software versioning system, which contains all versions of
Chapter 1. Introduction
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the source code files that together constitute the program. By observing the
changes made in the versioning system to fix faults, we can deduce the locations of observed faults, and determine whether these locations carried an
inspection tool warning. When applied to a complete version history, we can
determine for all warnings how often they correctly predicted a fault location. This ratio represents a historical fault likelihood, and we usually refer
to it as a true positive rate. In other work the term true positive has also been
used to describe a warning that was not the result of inaccurate static analysis. In this writing we define a true positive from the viewpoint of historical
fault likelihood, as a warning that correctly predicts a fault location. There
have been very few empirical investigations that link warnings to faults, so
whether using history to prioritize inspection results is feasible becomes the
first question.

Research Question 2
How effective is historical fault likelihood in prioritizing automatic code inspection results?

Historical fault likelihood is effective if it can help identify a small subset
of warnings that covers most of the fault locations. Whereas in the execution
likelihood investigation we used only warning location, in this part we distinguish results per warning type as well. By computing a true positive rate
per warning type we can easily select the most effective checks to perform, if
warnings can indeed be linked to faults in a sufficient number of cases. We
can thus use the computed true positive rates to rank warnings but also to
decide that certain checks are better left out completely. Whether this can be
accomplished depends not only on the innate accuracy of the warnings, but
also on the amount of history (i.e., number of versions or changes) available
for the analysis. This leads us to our next question:

Research Question 2.1
How much historical information do we need to compute fault likelihoods?

One important requirement to understand in which projects history-based
prioritization might work is the amount of history needed to compute accurate true positive rates. If these rates were to fluctuate wildly over time, or
if very few violations can be linked to bugs, a substantial amount of history
would be required to get accurate and stable results. For instance, if an organization typically runs projects with weekly releases for one year, and the
analysis needs 40 releases, or roughly nine months, to arrive at consistent true
positive rates and thus a stable set of checks that have to be performed, its use
within the project is limited. On the other hand, if this knowledge can be
reused in other projects, performing the analysis can still be worthwhile.

Research Question 2.2
Can we reuse historical fault likelihoods from one project in other software projects?
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One last question is to find out which aspects of software projects (e.g.,
domain, size, development team) really influence true positive rates. This is
relevant since we would like to be able to prioritize inspection results from
the beginning of development, but it is unclear if we could use computed
true positive rates from other projects to this effect. To understand this, we
select cases such that the influence of each of the factors mentioned can be
distinguished.
1.3

APPROACH

The research in this thesis has a strong empirical focus: all approaches have
been validated in a series of quantitative empirical studies. The approaches in
Part II on execution likelihood have primarily been studied on small, simple
programs, to eliminate problems with complex input distributions. The approaches in Part III on historical fault likelihood have mainly been validated
on industrial projects. This was made possible as this research was part of
the Trader project (Trader, 2009), where the industry-as-laboratory approach has
been adopted (Potts, 1993). This entails close cooperation and frequent contact
with relevant parties from industry, in our case NXP4 . NXP, formerly known
as Philips Semiconductors, manufactures hardware platforms with embedded software for consumer electronics devices. NXP provided us with three
cases to apply and validate our approaches, and direct communication with
software developers and architects.
Although empirical research has become increasingly popular in software
engineering, Kitchenham et al. (2002) argued that the quality of the empirical
studies needs improving. They discuss a number of guidelines to assist researchers in improving studies and their presentations, and these are reflected
in the setup of the chapters in this thesis in the following way: (1) all chapters
contain a section discussing the experimental setup, explaining how measures
are obtained or how an approach is to be evaluated; and (2) all chapters contain a “threats to validity” section that reflects on the way the evaluation was
carried out, how potential threats were addressed, and what level of confidence we can place in the results obtained. By addressing these two parts
explicitly, it becomes easier to repeat experiments and to understand to what
extent results can be generalized.
The focus of Part III is on coding standards, which in our context are simply checks to be input to a code inspection tool. However, to remain closer to
the idea of a standard with rules, some of the terminology has been adapted
for these Chapters (i.e., 4-6). In the context of a coding standard, the checks
performed by the inspection tool are based on the rules of the standard, and
warnings arising from non-conformance to rules are termed violations rather
than warnings. The coding standard analyzed using the historical fault likelihood approaches is the MISRA C: 2004 standard, a widely used industrial
standard for C (MISRA, 2004). In studying this standard, we will not only gain
4 www.nxp.com
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Research question

Chapter(s)

1

How effective is execution likelihood in prioritizing automatic
code inspection results?

2, 3

1.2

How accurate is static profiling in estimating execution likelihoods?

2, 3

1.3

How scalable are static profiling techniques in terms of
speed?

2, 3

2

How effective is historical fault likelihood in prioritizing automatic code inspection results?

4, 5, 6

2.1

How much historical information do we need to compute
fault likelihoods?

4, 6

2.2

Can we reuse historical fault likelihoods from one project in
other software projects?

5, 6

Table 1.1 Overview of the research questions and their corresponding chapters.

knowledge about the working of our proposed approaches, but also about the
extent to which the MISRA C standard can prevent faults in software.
1.4

THESIS OUTLINE

This thesis contains a prologue (part I) with this introduction, an epilogue
(part IV), and a main core of two parts (parts II and III). These two parts
reflect the two criteria used to focus inspection results: execution likelihood
and historical defect likelihood. Part II contains two chapters:
Chapter 2 describes the approach to use execution likelihood for prioritizing

inspection results, and introduces a static profiling approach to estimate
such likelihoods for all program locations. A number of variants of the
approach are presented, all using control flow information but using
different forms of branch prediction based on type information retrieved
from the source code. These variants are studied and compared on a set
of open-source cases and a part of the NXP TV software.
Chapter 3 discusses an extension of the approach described in Chapter 2. This

uses data flow information to further refine the branch predictions, and
also allows to predict execution frequencies instead of only likelihoods.
The tradeoff between prediction accuracy and computation times are
studied using a number of open-source cases.
Part III on history-based focus contains three chapters:
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Chapter 4 introduces the approach to link rule violations to known defects,

and performs a pilot study on a single case. The project studied is a
small SD-card-like device allowing users to receive and play TV streams
on their mobile phone. We used Qa-C5 as inspection tool, with MISRA
C: 2004 standard (MISRA, 2004), a widely adopted industrial coding
standard for C, as its set of rules. In this study we investigate the relation
between rule violations and defects both on a project-level and a linelevel.
Chapter 5 further extends the study performed in Chapter 4 with a signifi-

cantly larger case, a data processing module from the NXP TV software.
By using the same standard we check whether the computed true positive rates remain constant across different projects. In addition, we
investigate whether aggregated rule violations in files or modules can
serve as an indication of fault-proneness of those areas of the software.
Chapter 6 completes the discussion of the history-based approach with a com-

plete description of the practical applicability of the approach. This
chapter contains a method to visualize the number of potential issues
found versus the number of locations to inspect, explicating the tradeoff
for selecting inspection rules. Furthermore, this chapter adds another
case study, allowing a more elaborate discussion on differences between
software projects influencing the results. In addition, it contains an investigation of the influence of individual developers on the type of violations made, as well as a study of the required amount of history needed
to apply the approach.
Finally, part IV contains appendices and conclusions, summarizing contributions and findings of this thesis.
1.5

ORIGIN OF CHAPTERS

Each chapter in this thesis is directly based on one peer-reviewed publication
or submitted manuscript, and contains a certain degree of redundancy to
ensure that it is self-contained. The first author is the main contributor of
all chapters, which were all co-authored with Leon Moonen, who served as
daily supervisor for the first three years of the project. The last chapter is also
co-authored with Martin Pinzger, who made significant contributions to the
chapter as a whole, and in particular to the description of author influence on
rule violations (Section 6.4.4).
Chapter 2 This chapter is based on a publication in the Proceedings of the

Sixth IEEE International Workshop on Source Code Analysis and Manipulation (SCAM) in September 2006 (Boogerd and Moonen, 2006).
The extended version of this work is available as Technical Report TUDSERG-2009-022 (Boogerd and Moonen, 2009c).
5 www.programmingresearch.com
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Chapter 3 This chapter was published in the Proceedings of the Eighth IEEE

International Working Conference on Source Code Analysis and Manipulation (SCAM) in October 2008 (Boogerd and Moonen, 2008c).
Chapter 4 This chapter was published in the Proceedings of the the 24th Inter-

national Conference on Software Maintenance (ICSM) in October 2008
(Boogerd and Moonen, 2008a). The corresponding Technical Report
(TUD-SERG-2008-017) with updated analysis and results is cited as (Boogerd and Moonen, 2008b).
Chapter 5 This chapter was published in the Proceedings of the Sixth IEEE

Working Conference on Mining Software Repositories (MSR) in May
2009 (Boogerd and Moonen, 2009b). A revised version is available as
Technical Report TUD-SERG-2009-008 (Boogerd and Moonen, 2009a).
Chapter 6 This chapter was submitted to a special issue of Empirical Software

Engineering (ESE), and is also available as Technical Report TUD-SERG2009-023 (Boogerd et al., 2009).
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Focused Automatic Code Inspection using
Static Profiling

2

Static software checking tools are useful as an additional automated software
inspection step that can easily be integrated in the development cycle and
assist in creating secure, reliable and high quality code. However, an often
quoted disadvantage of these tools is that they generate an inordinate number of warnings, including many false positives due to the use of approximate
analysis techniques. This information overload effectively limits their usefulness.
In this chapter we present ELAN, a technique that helps the user prioritize
the information generated by a software inspection tool, based on a demanddriven computation of the likelihood that execution reaches the locations for
which warnings are reported. This analysis is orthogonal to other prioritization techniques known from literature, such as severity levels and statistical
filtering to reduce false positives. We evaluate the feasibility of our technique
using a number of case studies and assess the quality of our static estimates
by comparing them to actual values obtained by dynamic profiling.

2.1

S

INTRODUCTION
oftware inspection (Fagan, 1976) is widely recognized as an effective

technique to assess and improve software quality and reduce the number of defects (Russell, 1991; Gilb and Graham, 1993; Wheeler et al.,
1996; Porter et al., 1998; Wohlin et al., 2002). Software inspection involves
carefully examining the code, design, and documentation of software and
checking them for aspects that are known to be potentially problematic based
on past experience. One of the advantages of software inspection is that the
software can be analyzed even before it is tested. Therefore, potential problems
are identified and can be solved early, and the cost of repairing a defect is
generally acknowledged to be much lower when that defect is found early in
the development cycle (Boehm, 1981; Humphrey, 1995).
Until recently, software inspections have been a formal and predominantly
manual process which, although effective at improving software quality, proved to be labor-intensive and costly. The strict requirements often backfired,
resulting in code inspections that were not performed well or sometimes even
not performed at all. Therefore, various researchers and companies have
started to address these issues and have developed techniques and tools that
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aim at supporting the software inspection process. We can distinguish two
approaches: (1) tools that automate the inspection process, making it easier to follow the guidelines and record the results; and (2) tools that perform automatic
code inspection, relieving the programmers of the manual inspection burden and
supporting continuous monitoring of the software quality.
In this chapter, we deal with the second category: tools that perform automatic code inspection, usually built around static analysis of the code. In its
simplest form, such automatic inspection consists of the warnings generated
by a compiler set to its pedantic mode. In addition, various dedicated static
program analysis tools are available that assist in defect detection and writing
reliable and secure code. A well-known example is the C analyzer Lint (Johnson, 1978); others are discussed in the related work section. These tools form
a complementary step in the development cycle and have the ability to check
for more sophisticated program properties than can be examined using a normal compiler. Moreover, they can often be customized, and as such benefit
from specific domain knowledge.
However, such static analyses come with a price: in the case that the algorithm cannot ascertain whether the source code at a given location obeys
a desired property or not, it will make the safest approximation and issue a
warning, regardless of the correctness. This conservative behavior can lead
to false positives hidden within the results, incorrectly signaling a problem with
the code. Kremenek and Engler (Kremenek and Engler, 2003) observed that
program analysis tools typically have false positive rates ranging between 30–
100%. The problem is magnified by the large amount of warnings that these
tools produce, resulting from more scrutinous examination of the source code
than can be achieved with a typical compiler. Solving all reported issues can
be especially daunting if the tool is introduced later in the development process or during maintenance, when a significant code base already exists.
Such issues have also been identified at NXP (formerly Philips Semiconductors), our industrial partner in the trader project, where we investigate
and develop methods and tools for ensuring reliability of consumer electronics devices. Originally, the functionality of these devices was mostly implemented in hardware, but nowadays their features are made easily extensible
and adaptable by means of software. For example, a modern television contains several million lines of C code and this amount is growing rapidly with
new functionality, such as electronic program guides, increased connectivity
with other devices, audio and video processing and enhancements, and support for various video encoding formats. During the development process,
this code is routinely inspected using qa-c, one of the leading commercial software inspection tools currently on the market. Nevertheless, NXP reported
that its developers have experienced problems handling the information overload mentioned earlier.
To cope with the large number of warnings, users resort to all kinds of
(manual) filtering processes, often based on the perceived impact of the underlying fault. Even worse, our experience indicates that the information overload often results in complete rejection of the tool, especially in cases where
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the first defects reported by the tool turn out to be false positives. Although
previous research has addressed the latter issue (Kremenek and Engler, 2003),
and tools often report severity levels based on the type of defect found, none
of these approaches consider the location of the defect in the source code. This
information can be seen as an additional indication of the possible impact of
a fault, and thereby provides another means of ranking or filtering the multitude of warning reports.
The goal of this chapter is to help users of automated code inspection tools
deal with the aforementioned information overload. Instead of focusing on
improving a particular defect detection technique in order to reduce its false
positives, we strive for a generic prioritization approach that can be applied to the
results of any software inspection tool and assists the user in selecting the
most relevant warnings. To this end, we present a technique to compute a
static profile for the software under investigation, deriving an estimate for
the execution likelihood of reported defects based on their location within the
program. The rationale behind this approach is that the violating code needs
to be executed in order to trigger the undesired behavior. As such, execution
likelihood can be considered a contextual measure of severity, rather than the
severity based on defect types that is usually reported by inspection tools.
The remainder of this chapter is organized as follows: in Section 2.2, we
will give an overview of related work in static profiling and ranking software
inspection results. Section 2.3 describes how we use static profiling to rank
software inspection results, while the source code analysis that produces the
profile is discussed in Section 2.4. We present a number of case studies in Section 2.5, their results in 2.6, and evaluate our findings in Section 2.7. Finally,
we conclude by stating contributions and future work in section 2.8.
2.2

R E L AT E D W O R K

2.2.1 Automatic Code Inspection
There are a number of tools that perform some sort of automatic code inspection. The most well-known is probably the C analyzer Lint (Johnson,
1978) that checks for type violations, portability problems and other anomalies such as flawed pointer arithmetic, memory (de)allocation, null references,
and array bounds errors. LClint and splint extend the Lint approach with
annotations added by the programmer to enable stronger analyses (Evans
et al., 1994; Evans and Larochelle, 2002). Various tools specialize in checking
security vulnerabilities. The techniques used range from lightweight lexical
analysis (Viega et al., 2000; Wheeler, 2009; Fortify, 2009) to advanced and
computationally expensive type analysis (Johnson and Wagner, 2004; Foster,
2002), constraint checking (Wagner et al., 2000) and model checking (Chen
and Wagner, 2002). Some techniques deliberately trade formal soundness
for a reduction in complexity in order to scale to the analysis of larger systems (Engler et al., 2000; Bush et al., 2000; Flanagan et al., 2002) whereas others
Chapter 2. Focused Automatic Code Inspection using Static Profiling

21

focus on proving some specific properties based on more formal verification
techniques (Beyer et al., 2004; Chaki et al., 2004; Das et al., 2002).
Several commercial offerings are available for conducting automated automatic code inspection tasks. Examples include qa-c,1 K7,2 CodeSonar,3 and
Prevent.4 The latter was built upon the meca/Metal research conducted by
Engler et al. (Yang et al., 2003; Engler et al., 2000). Reasoning5 provides a defect analysis service that identifies the location of potential crash-causing and
data-corrupting errors. Besides providing a detailed description of defects
found, they report on defect metrics by measuring a system’s defect density and
its relation to industry norms.
2.2.2 Ordering Inspection Results
The classic approach most automated code inspection tools use for prioritizing and filtering results is to classify the results based on severity levels. Such
levels are (statically) associated with the type of defects detected; they are
oblivious of the actual code that is being analyzed and of the location or frequency of a given defect. Therefore, the ordering and filtering that can be
achieved using this technique is rather crude. Our approach is based on the
idea that this can be refined by taking into account certain properties of the
identified defect with respect to the complete source code that was analyzed.
A technique that is more closely related to our approach, is the z-ranking
technique by Kremenek and Engler (Kremenek and Engler, 2003). They share
our goals of prioritizing and filtering warnings based on their properties with
respect to analyzed code but do so based on the frequency of defects in the results. Their approach aims to determine the probability that a given warning
is a false positive. It is based on the idea that, typically, the density of defects
in source code is low. Thus, when checking source code for a certain problem,
there should be a large number of locations where that check is not triggered,
and relatively few locations where it is triggered. Conversely, if a check results in many triggered locations and few non-triggered ones, these locations
are more likely to be false positives. This notion is exploited by keeping track
of success and failure frequencies, and calculating a numeric score by means
of a statistical analysis. The warning reports can then be sorted accordingly.
Another possibility to deal with false positives is the history-based warning prioritization approach by Kim and Ernst (Kim and Ernst, 2007b). In
this approach, the version history and issue tracking system for a project are
mined to determine which warnings were actually removed during a bug-fix.
By means of this distinction, a true positive rate for a class of warnings can
be computed, which can in turn be used to rank them when analyzing new
revisions of the project. In earlier work, Kim and Ernst suggested to extract
the warning fix time from the version repository (Kim and Ernst, 2007a). In
1
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this case, types of warnings that are always fixed quickly can be given priority
over those that are rarely fixed.
2.2.3 Static Profiling
Static profiling is used in a number of compiler optimizations or worst-case
execution time (WCET) analyses. By analyzing program structure, an estimation is made as to which portions of the program will be most frequently visited during execution. Since this heavily depends upon branching behavior,
some means of branch prediction is needed. This can range from simple and
computationally cheap heuristics to more expensive data flow based analyses
such as constant propagation (Knoop and Rüthing, 2000; Sagiv et al., 1995;
Binkley, 1994), symbolic range propagation (Verbrugge et al., 1996; Blume and
Eigenmann, 1995; Patterson, 1995), or even symbolic evaluation (Fahringer
and Scholz, 2000). Although there have been many studies on branch prediction, there are only a few approaches that take this a step further and actually
compute a complete static profile (Wu and Larus, 1994; Wagner et al., 1994).
For branch prediction, these use heuristics similar to the ones we employ.
Contrary to our estimation of the execution likelihood, the existing techniques
compute execution frequencies, requiring additional loop iteration prediction
mechanisms, typically implemented using expensive fix-point computations.
Moreover, in contrast with these approaches, we perform analysis in a demanddriven manner: i.e., only for the locations associated with the warning reports
we are trying to rank.
2.2.4 Testability
Voas et al. (Voas and Miller, 1995) define software testability as “the probability
that a piece of software will fail on its next execution during testing if the
software includes a fault”. They present a technique, dubbed sensitivity analysis, that analyzes execution traces obtained by instrumentation and calculates
three probabilities for every location in the program. Together they give an
indication of the likelihood that a possible fault in that location will be exposed during testing. The first of these three, execution probability, is similar to
our notion of execution likelihood, the chance that a certain location is executed. The other two are the infection probability, i.e. the probability that the
fault will corrupt the data state of the program, and the propagation probability,
the likelihood that the corrupted data will propagate to output and as such
be observable.
Although the concepts involved are very similar to our own, the application
and analysis method differ greatly: a location that is unlikely to produce
observable changes if it would contain an error should be emphasized during
testing, whereas we would consider that location to be one of low priority in
our list of results. In addition, Voas approximates these probabilities based on
dynamic information whereas we derive estimates purely statically. Finally,
infection- and propagation probability apply to locations that contain faulty
Chapter 2. Focused Automatic Code Inspection using Static Profiling
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code, whereas the inspection results we are dealing with may also indicate
security vulnerabilities and coding standard violations that do not suit these
two concepts.
2.3

APPROACH

This section describes how we apply static profiling to prioritize code inspection results. Although typically, a static profile for a given program gives execution frequencies for all program locations, we report the execution likelihood
instead. The reason for this is that scalability of the approach is an important criterion, and the computation of frequencies, especially with regard to
loops, requires more sophisticated analysis. This being the case, henceforth
we will refer to our static profiling as Execution Likelihood ANalysis (ELAN),
of which a detailed description is given in the next section.
We employ static program analysis instead of dynamic analysis because we
want to be able to use our prioritization technique with automated software
inspection tools early in the development process, i.e. before testing and integration. In addition, performing a dynamic analysis is less feasible in our
application domain (embedded systems), both because it affects timing constraints in the system (observer effect), and because a complete executable
system is not always available earlier during the development (e.g. due to
hardware or test data dependences).
2.3.1 Process overview
An overview of the approach is depicted in figure 2.1. The process consists of
the following steps (starting at the top-left node):
1. The source code is analyzed using some code inspection tool, which
returns a set of inspection results.
2. The inspection results are normalized to the generic format that is used
by our tools. The format is currently very simple and contains the location of the warning in terms of file and line number, and the warning
description. We include such a normalization step to achieve independence of code inspection tools.
3. We create a graph (SDG) representation of the source code that is inspected. Nodes in the graph represent program locations and edges
model control- and data flow.
4. For every warning generated by the inspection tool, the following steps
are taken:
(a) Based on the reported source location, the analyzer looks for the
corresponding basic block, and its start-vertex in the graph.
(b) It then proceeds to calculate the execution likelihood of this location/vertex by analyzing the structure of the graph, and annotates
the warning with this likelihood.
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Figure 2.1 ELAN prioritization approach

5. The inspection results are ordered by execution likelihood, possibly incorporating external hints such as severity levels or z-ranking results.
2.3.2 Graph definition and traversal preliminaries
Central to our approach is the computation of the execution likelihood of a
certain location in the program. In other words, we need to find all possible
execution paths of the program that include our location of interest. We can
then estimate the execution likelihood of the given location by traversing the
paths found and making predictions for the outcomes of all conditions (or
branches) found along the way. To enumerate the paths we use the program’s
System Dependence Graph (SDG) (Horwitz et al., 1990), which is a generalization
of the Program Dependence Graph (PDG).
In short, the PDG is a directed graph representing control- and data dependences within a single routine of a program (i.e. intraprocedural), and the SDG
ties all the PDGs of a program together by modeling the interprocedural controland data dependences. A PDG holds vertices for, amongst others, assignment
statements, control predicates and call sites. Conditions in the code are represented by one or more control points in the PDG. In addition, there is a special
vertex called entry vertex, modeling the start point of control for a function. In
the remainder, when we use the term location this refers to a vertex in the
PDG of a program. The edges between nodes represent the control- and data
dependences. Our approach currently does not consider information from
dataflow analysis, so we limit our discussion to control dependences. The
most relevant causes for these dependences are:
• there is a control dependence between a predicate vertex v and a second
vertex w if the condition at v determines whether execution reaches w;
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• there is a control dependence between a function’s entry point and its

top-level statements and conditions;
• there is a control dependence between a call site and its corresponding

function entry point.
Clearly, we can find all possible acyclic execution paths by simply traversing
the SDG with respect to these control dependences. However, traversing the
complete SDG to find all paths to a single point is not very efficient. To better
guide this search, we base our traversals on program slicing.
The slice of a program P with respect to a certain location v and a variable
x is the set of statements in P that may influence the value of variable x at
point v. Although we are not actually interested in dataflow information, this
slice must necessarily include all execution paths to v, which is exactly what
we are looking for. By restricting ourselves to control flow information, we
can rephrase the definition as follows: the control-slice of v in P consists of all
statements in P that determine whether execution reaches v.
As mentioned before, the paths obtained this way are usually conditional,
and we need an additional mechanism to produce static likelihood estimates
for conditions. In the next section we elaborate on the graph traversal as
well as discuss various static branch predictors, from simple assumptions to
type-based heuristics.
2.4

E X E C U T I O N L I K E L I H O O D A N A LY S I S

This section introduces the algorithm for calculating the execution likelihood
of a single program point, defined as the probability that the associated program statement is executed at least once in an arbitrary program run. Given the SDG of a project,
computation entails traversing the graph in reverse postorder, obtaining probabilities by predicting branch probabilities and combining all the paths found
from the main entry point to our point of interest. For simplicity, we assume
that the project contains a main function that serves as a starting point of
execution, although this is not a strict prerequisite, as we will see later on.
2.4.1 Basic algorithm
To calculate the execution likelihood ev for a vertex v in a programs SDG P,
we perform the following steps:
1. Let Bv be the control-slice with respect to v. The result is a subgraph of
P that consists of the vertices that influence whether control reaches v.
2. Starting from the main entry point vs , perform a depth-first search to v
within Bv , enumerating all the paths (sequences of vertices) to v. This is
a recursive process; traversal ends at v, then the transition probabilities
are propagated back to vs , where the transition probability pw,v is the
a posteriori probability that execution reaches v via w. For any given
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vertex w visited within the traversal, this is calculated in the following
manner:
(a) If w is v, skip all steps, pv,v is 1.
(b) For every control-dependence successor s of w in Bv , determine ps,v
(c) Determine the probability that control is transferred from w to any
of its successors s. We do this by first grouping the probabilities
ps,v by the label of the edge needed to reach s from w. E.g., when w
represents the condition of an if statement, we group probabilities
of the true and false branches of w together. For every group we
determine the probability that at least one of the paths found is
taken, we denote this set Sw .
(d) If w is not a control point, there will be just one element in Sw , and
its probability is pw,v .
(e) If w is a multiway branch (switch), all its cases are thought to be
equally likely, and as such pw,v can be obtained by adding all probabilities in Sw and dividing them by the number of cases.
(f) If w represents the condition of an if statement, we consider this
a special case of a switch: each of its branches is thought equally
likely, so pw,v is obtained by adding both elements of Sw and dividing them by 2.
(g) If w is a loop, it is assumed that the loop will be executed at least
once. Sw consists of one element representing the probability of the
loop body, and pw,v is taken to be equal to this value.
3. When recursion returns at our starting point vs , we have calculated the
transition probability from vs to v, which is our desired execution likelihood ev .
As stated earlier, the algorithm is written with the computation of execution
likelihood in a project with a single startpoint of execution (i.e. the main function) in mind. If we are dealing with a partially complete project, or we are in
any other way interested in the execution likelihood with a different starting
point, the approach can be easily modified to suit that purpose. Instead of
using program slicing, we use a related operation called program chopping (Reps
and Rosay, 1995a). The chop of a program P with respect to a source element
s and a target element t gives us all elements of P that can transmit effects
from s to t. Notably, the chop of P between its main entry point and any other
point v is simply the slice of P with respect to v. Notice that if we let Bv be the
chop with respect to vs and v, we can take any starting point vs and end up
with the desired conditional execution likelihood.
While traversing the graph, transition probabilities for the paths taken are
cached. As such, when traversing towards v, for a given w ∈ Bv we only need
to calculate pw,v once. Obviously, this approach can only work within one
traversal, i.e. when computing the execution likelihood of one point, because
the prequel to some subpath may differ between traversals. However, when
Chapter 2. Focused Automatic Code Inspection using Static Profiling
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Heuristic
Loop branch (LBB)
Value check (OH)
Return (RH)

Probability
0.88
0.16
0.28

Heuristic
Pointer (PH)
Loop exit (LEH)

Probability
0.40
0.20

Table 2.1 Heuristics and associated probabilities

computing the likelihood for multiple locations within one program in a row,
it is likely that at least part of the traversal results can be reused. For any point
v in a procedure f , we can split the transition probabilities into one from vs to
the entry point s f of f , and the transition probability from s f to v. Effectively,
this means that for any point in f we only compute pvs ,s f once.
Another important contributor to performance is that our algorithm is
demand-driven: it only computes execution likelihoods for locations of inter-

est, instead of computing results for every location in the program. Given
that the number of locations with issues reported by an inspection tool will
typically be much smaller than the total number of vertices in the graph, this
is a sensible choice. Together with our deliberately simple heuristics, it forms
the basis for a scalable approach.
2.4.2 Refined branch prediction heuristics
To gain more insight into the speed/accuracy trade-off, we extend the algorithm with branch prediction heuristics introduced by Ball and Larus (Ball
and Larus, 1993), applied in the manner discussed by Wu and Larus (Wu and
Larus, 1994). The latter tested the heuristics empirically and used the observed accuracy as a prediction for the branch probability. For example, they
observed that the value check heuristic predicts “branch not taken” accurately
84% of the time. Therefore, when encountering a condition applicable to this
heuristic, 16 and 84 are used for the “true” and “false” branch probabilities,
respectively. Whenever more than one heuristic applies to a certain control
point, the predictions are combined using the Dempster-Shafer theory of evidence (Shafer, 1976), a generalization of Bayesian theory that that describes
how several independent pieces of information regarding the same event can
be combined into a single outcome.
The heuristics replace the simple conventions used in steps (d) through (g)
discussed above. The behavior with regard to multiway branches has not been
changed, and in cases where none of the heuristics apply the same conventions are used as before. A brief discussion of the application of the different
heuristics follows below, their associated branch prediction probabilities can
be found in table 2.1. The table lists the probability that a condition which
satisfies the heuristic will evaluate to true. The refined heuristics are:
Loop branch heuristic: This heuristic has been modified to apply to any loop
control point. The idea is that loop branches are very likely to be taken, similar
to what was used earlier. The value is used as multiplier for probability of the
body.
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Project Name
Uni2Ascii
Chktex
Link
Antiword
Lame
TV

ncKLoC
3
8
17
24
53
67

# nodes
in SDG
10368
30422
88766
119391
93812
1926980

# non-global
nodes in SDG
5022
10149
33647
35371
39937
119010

# CPoints
in SDG
138
769
3009
2787
3673
10079

Table 2.2 Case study programs and their metrics.

Pointer heuristic: Applies to a condition with a comparison of a pointer against
null, or a comparison of two pointers. The rationale behind this heuristic
is that pointers are unlikely to be null, and unlikely to be equal to another

pointer.
Value check heuristic: This applies to a condition containing a comparison of an

integer for less than zero, less than or equal to zero. This heuristic is based on
the observation that integers usually contain positive numbers.
Loop exit heuristic: This heuristic has been modified to apply to any control point
within a loop that has a loop exit statement (i.e. break) as its direct control
predecessor. It says that loop exits in the form of break statements are unlikely
to be reached as they usually encode exceptional behavior.
Return heuristic: Applies to any condition having a return statement as its direct
successor. This heuristic works because typically, conditional returns from
functions are used to exit in case of unexpected behavior.
We should remark that the numbers in Table 2.1 are based on empirical
research on different programs (Ball and Larus, 1993) than used in our experiments. Deitrich et al. (Deitrich et al., 1998) provide more insight into their
effectiveness and applicability to other systems (and discuss some refinements
specific to compilers). We will see the influence of the heuristic probabilities
used in our case in the experiments discussed in the next section.
2.5

E X P E R I M E N TA L S E T U P

Over the course of the previous sections, various aspects of the approach
have been discussed that are worth investigating. In particular, these are the
accuracy of the branch prediction mechanism and the static profile, and the
analysis time of the profiler. We will investigate these as follows:
IV1 The heuristics mentioned in Section 2.4 are calibrated for a testbed other

than our own. We therefore repeat part of the experiment in (Ball and
Larus, 1993), using dynamic profile data gathered from our testbed. This
will give us prediction values for the non-loop heuristics that are fitted
to our testbed.
IV2 Including the calibrated heuristics obtained in IV1, we have three differ-

ent means of branch prediction: uniform (UP), heuristic (HP) and calibrated heuristic (CHP). In this investigation we will compare the static
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profiles computed using the different techniques with dynamic execution profiles for the testbed.
IV3 Finally, we measure the analysis time involved in computing the static

profiles in IV2 and relate it to the size of the corresponding SDG.
The investigations have been performed using an implementation of ELAN
as a plugin for Codesurfer,6 a program analysis tool that can construct dependence graphs for C and C++ programs.
2.5.1 Selected cases
In our investigations we have used a small selection of programs which is
shown in Table 2.2. The table provides source code properties for the different cases, respectively the size in lines of code (LoC, not counting comment
or empty lines), the size of the SDG in vertices, the size of the SDG without
vertices for global parameters, and the total number of control points in the
program. The apparent discrepancy between the size in LoC and the size of
the SDG in vertices can be largely attributed to the modeling of global variables in the SDG. Global variables are added as parameter to every function,
which adds a number of vertices, linear in the amount of global variables, to
each function’s PDG. For a better intuition of the size of the program, global
variables have been filtered out in the “non-global” column, which shows a
better correspondence with the size in LoC. Note that vertices representing
function parameters are not included in the graph traversal as defined in Section 2.4, and therefore do not impact analysis speed.
The programs were selected such that it would be easy to construct “typical
usage” input sets, and automatically perform a large number of test runs. For
every case, at least 100 different test runs were recorded, and profile data was
saved. In case of the TV control software, we extracted the dynamic information using the embedded profiling software developed by our colleagues
(Zoeteweij et al., 2007), with which they collected profile information on a
basic block level. However, this level was not sufficiently detailed to extract
exact branching information, and therefore the TV software has not been included in IV1. This also means that the calibrated heuristics resulting from
IV1 have not been used on the TV software in IV2, since it makes little sense
to investigate the influence of calibration on a case that has not been included
in the calibration process.
2.5.2 Experimental process
In both IV1 and IV2 we need measurements from static as well as dynamic
analysis. In IV1, we measure the average true/false ratio (dynamic) for conditions where heuristics apply (static). In IV2 we compare two rankings, one
consisting of program locations ranked by their execution likelihood estimate
6
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(static), and one ranked by the measured likelihood (dynamic). The process
of gathering this information consists of the following steps:
1. Build the project using Codesurfer. This involves the normal build and
building the extra graph representations used by our technique.
2. Build the project using gcc’s profiling options, in order to obtain profiling information after program execution.
3. Run the ELAN algorithm for every control-point vertex in the project.
This will give a good indication of analysis behavior distributed throughout the program (since it approximates estimating every basic block).
4. Gather a small dataset representing typical usage for the project, and run
the program using this dataset as input. For all the program locations
specified in step 3, determine the percentage of runs in which it was
visited at least once. This last step uses gcov, which post-processes the
profile data gathered by gcc’s instrumentation. In addition, save the
branch direction percentages for use in IV1.
5. For IV2, we create two sets of program locations, the first sorted by static
estimates, the second by measured dynamic usage, and compare them
using Wall’s unweighted matching method (Wall, 1991). This will give
us a matching score for different sections of the two rankings.
To illustrate this matching score, consider the following example: suppose we
have obtained the two sorted lists of program locations, both having length
N , and we want to know the score for the topmost m locations. Let k be the
size of the intersection of the two lists of m topmost locations. The matching
score then is k/m, where 1 denotes a perfect score, and the expected score for
a random sorting will be m/N . In our experiments, scores were calculated for
the topmost 1%, 2%, 5%, 10%, 20%, 40% and 80%.
For IV3 we record the analysis time involved in computing the profiles
as in IV2. The testbed used consists of programs of different size (cf. Table 2.2), which helps to understand the scalability of the approach. Also, to
understand the effect of the caching mechanism introduced in section 2.4,
we perform the analysis for different subsets of the complete set of program
points involved. Specifically, we take subsets of differing sizes (e.g. 10%, 20%
of the original size) by sampling the original set uniformly, and measure the
analysis running time for these subsets. All measurements were performed
on a laptop with an Intel Pentium Mobile 1.6Ghz processor and 512Mb of
memory, running MS Windows XP Pro.
2.6

R E S U LT S

2.6.1 IV1: Branch heuristic measurements
The results of the first investigation can be found in Table 2.3. For each project
and heuristic, two values are displayed: the first is the ratio of taken branches
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Project
Antiword
Chktex
Lame
Link
Uni2ascii
total

LEH
0.29
0.60
0.28
0.29
n.a.
0.31

1
1
1
3
0
2

OH
0.38
0.44
0.35
0.30
0.00
0.34

15
4
19
12
5
13

PH
0.29
n.a.
0.19
0.23
1.00
0.24

4
0
1
7
2
5

RH
0.23
n.a.
n.a.
0.34
n.a.
0.29

3
0
0
1
0
1

Table 2.3 Case study programs and branch statistics
Segment
1
2
5
10
20
40
80
Segment
1
2
5
10
20
40
80

UP
0.44
0.47
0.57
0.52
0.43
0.48
0.77
UP
0.11
0.33
0.25
0.59
0.60
0.65
0.83

Antiword
HP
CHP
0.44
0.44
0.45
0.43
0.58
0.53
0.51
0.50
0.45
0.46
0.46
0.47
0.78
0.78
Link
HP
CHP
0.00
0.11
0.32
0.33
0.25
0.25
0.53
0.52
0.59
0.58
0.66
0.65
0.83
0.83

UP
0.67
0.42
0.34
0.36
0.52
0.39
0.78
UP
1.00
1.00
0.50
0.25
0.65
0.53
0.79

Chktex
HP
CHP
0.67
0.67
0.42
0.42
0.28
0.31
0.28
0.31
0.54
0.54
0.39
0.39
0.78
0.78
Uni2ascii
HP
CHP
1.00
1.00
1.00
1.00
0.50
0.50
0.25
0.25
0.65
0.71
0.53
0.65
0.79
0.79

UP
0.49
0.29
0.29
0.31
0.32
0.46
0.84
UP
0.13
0.11
0.15
0.17
0.35
0.63
0.96

Lame
HP
CHP
0.49
0.51
0.37
0.37
0.31
0.39
0.34
0.39
0.34
0.38
0.46
0.46
0.84
0.84
TV
HP
CHP
0.13
n.a.
0.10
n.a.
0.15
n.a.
0.17
n.a.
0.35
n.a.
0.64
n.a.
0.96
n.a.

Table 2.4 Matching scores for different segments of the rankings obtained using
uniform (UP), heuristic (HP) and calibrated heuristic prediction (CHP)

out of all the branches where the heuristic was applicable; the second is the
percentage of branches in the program where the heuristic could be applied.
We can observe that only for the Return heuristic, the value used in (Wu
and Larus, 1994) corresponds to our measured total rate. Although the other
values differ significantly (up to 18 percent point), at least the rationale is confirmed. For example, in the Pointer Heuristic we assume that a comparison
between pointers is likely to fail, and this is in line with the measured average taken ratio of 0.24. In any event, the measured values are significantly
different from those used by uniform prediction (0.5); we will see in the next
investigation (IV2) whether such differences actually impact the accuracy of
the profiler.
2.6.2 IV2: Relating static and dynamic profiles
Table 2.4 displays the matching scores (as explained in Section 2.5) for each
project. On each row, a different part of the ranking has been matched, where
segment n refers to the n% topmost locations in the ranking. The three values present for each project denote the scores obtained using the different
variants of branch prediction; uniform, heuristic and calibrated heuristic, respectively. Since the profiling results are used as prioritization, we are first
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Segment
1
2
5
10
20
40
80
Segment
1
2
5
10
20
40
80

UP
0.72
0.69
0.63
0.59
0.44
0.35
0.25
UP
0.79
0.84
0.81
0.81
0.63
0.47
0.33

Antiword
HP
CHP
0.72
0.76
0.67
0.65
0.67
0.68
0.64
0.64
0.46
0.47
0.34
0.33
0.24
0.24
Link
HP
CHP
0.86
0.93
0.86
0.87
0.81
0.81
0.81
0.81
0.63
0.62
0.46
0.46
0.32
0.32

UP
1.00
1.00
0.78
0.67
0.53
0.40
0.44
UP
1.00
1.00
1.00
1.00
0.76
0.53
0.43

Chktex
HP
CHP
1.00
1.00
1.00
1.00
0.78
0.78
0.66
0.69
0.54
0.55
0.41
0.41
0.44
0.45
Uni2ascii
HP
CHP
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
0.76
0.82
0.53
0.65
0.43
0.43

UP
0.66
0.33
0.29
0.31
0.31
0.23
0.22
UP
0.30
0.23
0.16
0.14
0.08
0.06
0.09

Lame
HP
CHP
0.66
0.83
0.41
0.41
0.31
0.39
0.34
0.40
0.32
0.35
0.23
0.23
0.22
0.22
TV
HP
CHP
0.33
n.a.
0.23
n.a.
0.16
n.a.
0.14
n.a.
0.08
n.a.
0.06
n.a.
0.09
n.a.

Table 2.5 Average measured execution likelihood for different segments of the
rankings obtained using uniform (UP), heuristic (HP) and calibrated heuristic prediction (CHP)

and foremost interested in the matching scores for the top-most segments.
Typically, a randomized ranking would produce scores of 0.01, 0.02 and 0.05
for these top segments, which is easily outperformed by the ELAN technique.
However, there is a problem in using these scores for evaluating the accuracy
of the ranking. Consider Link, for example: in our test series, 11% of the
locations involved were always executed, which means that the four top-most
segments in our table will consist entirely of locations with measured value 1.
There is no way to distinguish between these locations, and as such, no way
to compare rankings. Even if the estimates were perfect, locations in our static
segment 1 could be anywhere in segment 2, 3 or 4 of the dynamic ranking.
This explains the strikingly low matching scores in the upper segment for
Link. In practice this will be less of a problem since these values are used in
conjunction with other priorities, e.g., the reported severity. Still, it shows that
to understand accuracy completely, we also need to look at the distribution of
the measured likelihood in the static ranking.
In Table 2.5, the average execution likelihood for all the locations in a
certain segment are shown; again, the values represent the results without
heuristics, with heuristics, and with calibrated heuristics, respectively. We
took the ranking based on our static likelihood estimate and calculated the
average measured execution likelihood for each segment. The values shown
in Table 2.5 cannot be compared amongst programs, as they depend on the
runtime behavior of the individual program. For instance, consider the differences between values for Antiword, which has 3.8% of its locations always
executed, and Chktex, which has 33.5% of its locations always executed. What
does matter, however, is the distribution within one program: we expect the
locations ranked higher to have a higher actual execution likelihood, and, with
some exceptions, exactly this relation can be observed here.
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Figure 2.2 ELAN overall accuracy

Finally, we illustrate overall accuracy by means of the relation between
error margins and accurate estimates, using a diagram similar to the ones
in (Patterson, 1995), adapted to indicate profile accuracy instead of branch
prediction accuracy. The figure displays the number of locations for which the
execution likelihood was estimated correctly within the given error margin.
For instance, point (5,65) in the graph signifies that 65% of all the locations in
the experiment was estimated correctly within a 5 percent point error margin.
Only one line has been plotted, because the differences between the three
different variants were too small to be noticeable in this figure.
2.6.3 IV3: Analysis time measurements
The analysis time investigation consists of two parts. First is the relation between the size of the program and the profiler analysis time. Recall our algorithm, which computes a slice, traverses the subgraph obtained, and derives
estimates for conditions. This indicates the importance of the size of the SDG,
rather than the number of KLoC. This relationship is illustrated in figure 2.3,
where the size of the SDG in vertices has been plotted against the analysis
time per location involved in the investigation (i.e., IV2).
The second part aims at characterizing the time behavior for a single program when a smaller or larger part of that program is analyzed. We illustrate
this by means of one of the programs, antiword, where we record analysis
time for different subsets of locations in that program. The resulting measurements are displayed in figure 2.4. Here, the point (20,120) in the graph
means that the analysis of a random selection of 20% of all locations in anti34
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Figure 2.3 ELAN analysis time for various case studies

word takes 120 seconds. Typically, we expect a relation like this to be linear,
and the fact that the slope of the curve is decreasing shows that the caching
mechanism is indeed doing its job.
2.7

E VA L U AT I O N

2.7.1 IV1-2: Profiler accuracy
When looking at the data of the accuracy experiments, perhaps most striking
are the differences between tables 2.4 and 2.5. Even though locations with a
higher execution likelihood in general seem to be ranked higher, the matching scores resulting from the comparison with the ranking based on those
measured values simply do not measure up. To understand this, we need to
look at the locations that will end up high in the ranking: in our test set, the
percentage of locations that were always executed ranged from 4% to 34%.
This typically means that, even though we may propagate many of the important locations towards the top of the list, we cannot distinguish between those
in the topmost segments of that list. This explains the seeming discrepancy
between matching score and average execution likelihood.
Another observation is that both accuracy tables, and especially table 2.5,
show a drop in ranking accuracy for the NXP TV software. We believe this can
be partly explained by its intensive use of function pointers. Even though we
can statically predict pointer targets to some extent, we will usually end up
with a set of possible targets, each of which is thought to be equally likely. As
only one can be the true target, the algorithm will assign a higher likelihood
Chapter 2. Focused Automatic Code Inspection using Static Profiling
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to the other points than should be the case (and would be, if it were a direct
call).
We tried alleviating that problem by making another pass over the source
code, replacing the function pointers by direct function invocations. For this
particular case this is feasible solution because all the function pointers are
explicitly stored in a reference table. Although the transformation does not
result in an executable system, it is perfectly analyzable using the standard
techniques we employ in our approach.
However, this did not result in the increase in accuracy that we expected.
There is another factor in play here: only a very small part of the software
is exercised at all. This can be observed by looking at the difference between
the TV software and the other programs in the 80 percent segment in Table
2.5. The part of the TV software under test is only the infrastructure of the
complete TV software, and has very little ‘real’ functionality of its own. The
support role of this subsystem is likely only fully exercised when run as part
of a complete TV software stack, which was not the case here. With many
reachable parts of the software not exercised, the measured accuracy suffers.
This problem is less pronounced in the other projects we studied.
The differences in accuracy between the three variants investigated are typically small, which could be due to the small number of branches that proved
to be compatible with the heuristics used. Also, it seems to indicate the relatively large importance of the control structure itself, instead of the behavior
of individual branches. This would explain why, even when using rather simple mechanics, the results displayed in Table 2.2 and Figure 2.2 are promising.
Notably, almost two thirds of all the locations involved in the experiment
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were estimated correctly with an error margin of 5 percent point. Moreover,
although not displayed here, during our investigation we found that precision
seems to be highest for locations with likelihood close to 0 or 1. Considering
our application, this makes it relatively safe to ignore the former locations,
while the latter constitute an interesting starting point for manual inspection.
2.7.2 IV3: Analysis time
There are a number of observations that we can make regarding analysis time
behavior: first of all, the approach seems to scale well to larger software systems, where the version that uses the refined branch prediction heuristics is
only slightly outperformed by the simpler one. It suggests that including
more sophisticated analyses can still result in a feasible solution.
Second, there is one program that does not conform to this observation:
analysis time for Lame is significantly higher than for any of the others. Manual inspection revealed that the Lame frontend has a function that parses
command-line arguments with a great number of short-circuited expressions.
Such expressions lead to large, highly-connected graphs, slowing down the
traversal. Because this occurs early on in the program, it affects many of the
locations we are testing. Specifically, it means that computation of 25% of the
locations involved requires traversal through this function, and 6.5% of the locations are within this function itself. In a follow-up experiment, in which we
excluded the suspect function, we found that the analysis time for the rest of
the program was according to expectations (30 ms/location). This also illustrates the fact that our analysis speed investigation is actually somewhat negatively biased, since the uniform sampling results in a relatively large number
of locations from this computationally expensive function. However, this kind
of biased distribution is unlikely when ordering actual inspection results. In
addition, such large short-circuited expressions are atypical for the type of
software analyzed in the Trader project, leaving little reason for concern at
this time.
We would like to stress that the reported timings are actually worst-case
approximations. Because in our experiments the complete program is covered, adding more warning locations would not lead to more analysis time.
The analysis is only run once for every basic block, so with the addition of
more warnings only the source locations need to be determined. In this manner we provide the benefits of a demand-driven approach while ensuring that
sorting large number of warnings remains feasible.
Finally, we remark that our approach is orthogonal to other prioritization
and filtering techniques discussed in the related work. Nevertheless, in combination with these approaches, ELAN can best be applied as final step because
the filtering of the earlier stages in combination with our demand driven approach effectively reduces the amount of computations that will need to be
done.
Chapter 2. Focused Automatic Code Inspection using Static Profiling
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2.7.3 Threats to validity

Internal validity As our approach is based on the SDG, the level of detail
with which this graph is constructed directly affects its outcome, especially
in terms of accuracy. It should be noted, therefore, that the graphs can have
both missing dependences (false negatives) and dependences that are actually impossible (false positives). For example, control- or data dependences
that occur when using setjmp/longjmp are not modeled. Another important
issue is the accuracy of dependences in the face of pointers (aliasing), think
for example of modeling control dependences when using function pointers.
To improve this accuracy, a flow insensitive and context insensitive points-to
analysis (Shapiro and Horwitz, 1997) has been employed in the implementation to derive safe information for every pointer in the program.
External validity In our test set, we use mostly programs that are one-dimensional in their tasks, i.e. perform one kind of operation on a rather restricted form
of input. This limits issues related to the creation of appropriate test inputs,
and allows us to focus on evaluating the approach itself. It does mean, however, that we must devote some time to the question how to generalize these
results to other kind of programs.

The ELAN approach is based on information implicit in the control structure of the program, and as for the heuristics, in the way humans tend to write
programs. This information will always be present in any program. However, there may be parts of the control structure that are highly dependent
on interaction or inputs. Fisher and Freudenberger observed that, in general,
varying program input tends to influence which parts of the system will be
executed, rather than influencing the behavior of individual branches (Fisher
and Freudenberger, 1992). Recall that we observed similar behavior in our
particular setup of the TV software, where large parts are simply never executed at all. This suggests that, typically, there are a number of highly datadependent branches early on in the program, while the rest of the control
structure is rather independent. For example, a command-line tool may have
a default operation and some other modi of operation that are triggered by
specifying certain command-line arguments. At some point in this program,
there will be a switch-like control structure that calls the different operations
depending on the command-line arguments specified. This control structure
is important as it has a major impact on the rest of the program, and it is also
the hardest to predict due to its external data dependence. However, this information (in terms of our example: which operation modi are most likely to
be executed) is exactly the type of information possessed by domain experts
such as the developers of the program. Therefore, the simple extension of our
approach with a means to specify these additional (input) probabilities can
further improve applicability to such situations.
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2.8

CONCLUDING REMARKS

Prioritizing inspection results remains an important last step in the inspection
process, helping developers focus on important issues. To this end, many approaches have been proposed, but none so far used the location of the reported
issue. Therefore, we have presented a method for prioritization based on statically computing the likelihood that program execution reaches locations for
which issues are reported. In other words, we prioritize code inspection results using static profiling. This profiler consists of a novel demand-driven algorithm for computing execution likelihood based on the system dependence
graph.
We have investigated the feasibility of the described approach by implementing a prototype tool and applying it to several open source software systems as well as software embedded in the NXP television platform. We show
the relation between our static estimates and actual execution data found by
dynamic profiling and we report on the speed of our approach. This empirical validation shows that the approach is capable of correctly prioritizing 65
percent of all program locations in the test set within a 5 percent point error
margin. In addition, the approach scales well to larger systems.
In Chapter 3 we experiment with a number of ideas to further improve
our approach by incorporating more advanced program analysis techniques,
such as range propagation (Patterson, 1995), that are basically aimed at enabling better estimations of the outcomes of conditions. Also, they can be
used to compute execution frequencies, which will benefit the ranking by
better distinguishing locations at the top of the ranking. However, since such
analyses typically come with additional computational costs, it is of interest to
investigate if the improved accuracy actually warrants the expenses involved.
In Chapters 4 to 6 we describe how to use software history information
to relate inspection rules to actual bugs. We intend to use these techniques
to select which rules to use in the inspection process ex-ante rather than the
ex-post prioritization of inspection output.
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On the Use of Data Flow Analysis in Static
Profiling

3

Static profiling is a technique that produces estimates of execution likelihoods
or frequencies based on source code analysis only. It is frequently used in determining cost/benefit ratios for certain compiler optimizations. In previous
work, we introduced a simple algorithm to compute execution likelihoods,
based on a control flow graph and heuristic branch prediction.
In this chapter we examine the benefits of using more involved analysis techniques in such a static profiler. In particular, we explore the use of value range
propagation to improve the accuracy of the estimates, and we investigate the
differences in estimating execution likelihoods and frequencies.
INTRODUCTION

3.1

S

tatic profiling is a technique to derive an approximated profile of a sys-

tem’s dynamic behavior, such as execution likelihoods or relative frequencies for various program points from source code alone. Previously, it has mainly been used in compiler optimization, to assess whether
the costs associated with certain optimizations would pay off. In Chapter 2,
we proposed another application of such static profiles, which is to use them
to prioritize the results of automatic code inspections (see also (Boogerd and
Moonen, 2006)).
In automatic code inspection, a tool statically analyzes code, looking for
patterns or constructs that are, based on past experience, known to be faultprone. These tools can be run early in the development phase, when it is less
costly to fix defects, and thorough testing may not yet be feasible. The latter
is especially relevant in our application area, software embedded in consumer
electronics, as hardware may not be available early on during development.
Our research is performed in the context of the trader1 project, where we
investigate methods and tools to produce robust embedded software, together
with our industrial partner NXP (formerly known as Philips Semiconductors).
Previous experience with automatic code inspection within NXP showed that
these tools typically produce too many warnings to make direct use feasible:
some means of prioritization is needed. Research within trader focuses on
defects that visibly disrupt the behavior of the system, so we want a prioriti1

http://www.esi.nl/trader
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zation scheme that points the developer to these defects. The simple observation that faulty code needs to be triggered, i.e., executed, in order to corrupt
the system state has lead us to investigate the feasibility of using program
profiling information (and thus execution likelihoods) to prioritize warning
reports. The main intuition behind our approach is that the more likely it is
that code having an inspection warning is executed, the higher the priority of
that warning should be.
Typically, dynamic execution profiles are more accurate than static profiles,
so they would make a logical choice. However, dynamic analysis is less suitable in our context because the embedded (soft-)real time nature of the applications makes it very hard to capture dynamic information without influencing system behavior, and system-wide dynamic analysis requires complete
control over the set of test inputs, which is often lacking in the context of consumer electronics. In addition, as mentioned above, the system’s hardware
may not be available early on (especially for every developer). Consequently,
we choose to compute a static execution profile for the program at hand by
means of source code analysis. In essence, this means that we use the control
flow context of the identified faults to assess their impact, and therefore their
priority.
Another important requirement which follows from the project context is
the need for a scalable approach: The software embedded in consumer electronics has grown tremendously over the years. For example, a modern television
contains millions of lines of code, and it is these systems that our tools will
need to analyze eventually. To achieve this scalability in our previous chapter,
we favored elementary, conservative, techniques and applied simple heuristics
to predict branching behavior. The resulting profiler uses only control flow
information and some type information in the branch prediction heuristics.
Rather than focusing on the application, in this chapter we investigate the
benefits and trade-offs of using a more elaborate data flow analysis technique
in such a static profiler. The technique exploits constant values present in
source code in order to enhance branch prediction. We evaluate the accuracy
and speed of the new static profiler with respect to our earlier approach.
Specifically, the current chapter investigates:
1. The amount of information that can be retrieved from constant values
present in the source code.
2. The predictive strength of our profilers with regard to execution likelihood and execution frequency.
We evaluate accuracy by comparing our statically obtained results to an
oracle set of values that were obtained using dynamic analysis. In contrast to
what one would expect, the results show that the use of this particular data
flow analysis has little impact on either the branch prediction in general or on
the computed program profiles. This is surprising since earlier work by Patterson suggested that such a technique can indeed improve branch prediction
(Patterson, 1995), and hence, by extension, static profiling.
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Information used:
Prediction type:
uniform prediction
heuristic based prediction
value range propagation based prediction

uniform
distribution
assumption
√
√
√

condition
and variable
types

variable
range
estimates

√
√

√

Table 3.1 Branch prediction approaches and information types

The remainder of the chapter is organized as follows: Section 3.2 introduces
methodology by summarizing our previous profiler, discussing static branch
prediction techniques, and presenting the new profiler. Section 3.3 describes
the various experiments and the experimental setup, the results of which are
shown in Section 3.4 and summarized in Section 3.5. Finally, Section 3.6 describes related work and Section 3.7 concludes and discusses directions for
future work.
3.2

METHODOLOGY

This section defines the execution likelihood and execution frequency concepts used in our investigation and discusses the techniques that we use to
estimate them, such as the graph representations of source code, the graph
propagation algorithms and static branch prediction schemes. We will present
these concepts and techniques with respect to ELAN , the profiler from Chapter
2, and use it as a starting point for discussing the extensions that are specific
to this chapter.
3.2.1 Execution likelihood and frequency
We define execution likelihood of a program point v in program p as the probability that v is executed at least once in an arbitrary run of p. Similarly, we define
the execution frequency of v in p as the average frequency of v over all possible
distinct runs of p. A program point can be any expression or statement of interest, or more specifically, a vertex in the corresponding system dependence
graph (SDG) (Horwitz et al., 1990). We will discuss this representation later,
and focus first on the difference in application of both definitions.
To understand why the distinction may be important, we will look at a few
code snippets in the context of software inspection. Imagine we run a code inspection tool on the code in Listing 3.1, and it signals warnings in the marked
locations (v1 - v4 ). We can deduce that program point v1 must have an execution likelihood of 1, telling us that it will always be executed in any run of the program.
A warning in such a location is obviously one that should be fixed as soon as
possible, since it will certainly have an impact on the observable behavior. On
the other hand, the conditionally executed v4 will have a lower execution likeChapter 3. On the Use of Data Flow Analysis in Static Profiling
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int main(int argc , char ** argv) {
/* v1 */
int a = 1;
foo(a);
for (a = 0; a < argc; a++) {
/* v2 */
}
foo(a);
return 0;
}
void foo(int in) {
/* v3 */
if (in > 1) {
/* v4 */
}
}
Figure 3.1 Example of various program points that have different execution likelihoods

lihood than v3 because the condition may not always hold.2 However, when
looking at v1 and v3 , it becomes difficult to distinguish between the two as
they both have an execution likelihood of 1. This could become a real problem if we need to prioritize warnings in a program of which a significant part
will always be executed.
Using execution frequency instead of execution likelihood solves this problem.
This frequency is useful when thinking of the warnings as potentially leading
to a corruption of the system state, and eventually a disruption of observable
behavior. From this perspective, a program point with a higher frequency
should be given higher priority, as with more executions, the probability of
distortion increases.
Nevertheless, an intuitive difference remains between v2 , which is generally
executed a number of times, and v3 , which is guaranteed to be executed at
least once. This difference can only be properly expressed by the execution
likelihood, which is why we will assess the approaches described below for
their predictive strength of both concepts.
3.2.2 Execution likelihood analysis
In the previous chapter we introduced an algorithm to compute execution
likelihood based on control flow, dubbed ELAN (for Execution Likelihood
ANalysis). It uses a graph representation, the aforementioned SDG, a gen2 Note
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that we will discuss later how to compute the actual likelihood.

Heuristic
Any loop condition
Comparison of two pointers / pointer against null
Comparison of integer to a value less than zero
Condition in loop with one branch leading out of the loop
Condition with one branch leading to a function return

Probability
0.88
0.24
0.34
0.31
0.29

Table 3.2 Heuristics and associated probabilities

eralization of the program dependence graph (PDG). The PDG is a directed
graph representing control- and data dependences within a single routine of
a program (i.e. intraprocedural), and the SDG ties all the PDGs of a program together by modeling the interprocedural control- and data dependences (Horwitz
et al., 1990). Since ELAN merely uses control flow information, we only list
the most important reasons for control dependences between two vertices v1
and v2 :
• There is a control dependence between v1 and v2 if v1 is a condition, and
the evaluation of v1 determines whether v2 is executed.
• There is a control dependence between v1 and v2 if v1 is the entry vertex
of function f and v2 represents any top-level statement in f .
• There is a control dependence between v1 and v2 if v1 represents a call
to f and v2 is the entry vertex of f .

Intuitively, we can find all possible acyclic execution paths by traversing the
SDG with respect to control dependences. However, traversing the complete
SDG to find all paths to a single point is not very efficient. To better guide
this search, we base our traversals on program slicing.
The slice of a program p with respect to a certain location v and a variable x
is the set of statements in p that may influence the value of variable x at point
v. Program slices contain both control flow and data flow information. Since,
at this stage, we do not need data flow information, we can restrict ourselves
to control flow, and rephrase the definition as follows: the control-slice of v in p
consists of all statements in p that determine whether execution reaches v.
Calculating the execution likelihood of v is now reduced to traversing all
paths within this slice. Given the SDG of a project, we traverse the graph
in reverse postorder, starting from the main function entry point (execution
start) to v. For simplicity, we assume that the project contains a main function that serves as a starting point of execution, although this is not a strict
prerequisite. We can pick any function f as the start point and use program
chopping, an operation closely related to slicing but with given start and end
points (Jackson and Rollins, 1994; Reps and Rosay, 1995b), to compute the section of the program that can influence control, starting from f ’s entry point
and ending at v. As the paths obtained this way are usually conditional, we
need some means of branch prediction for all conditions on the path to compute
a likelihood or frequency for a given program point v.
Chapter 3. On the Use of Data Flow Analysis in Static Profiling
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3.2.3 Branch prediction by static analysis
Various pieces of information present in the source code can provide hints as
to the likelihood that a certain condition will evaluate to true or false. The
different methods described below use one or more of these types of information, as has been summarized in Table 3.1. These methods principally use the
most sophisticated information available to them to estimate branch behavior,
but revert to simpler forms if the more sophisticated ones do not apply. For
instance, the value range propagation method will try to use statically estimated variable values wherever possible, but uses heuristics or the uniform
distribution assumption otherwise.
Branch prediction using uniform distribution
In the simplest form of branch prediction, we assume a uniform distribution
over all branches, i.e., every branch is equally likely. This rule is applied
to both conditional statements and (multi-branch) switch statements. When
dealing with loops, we assume that it is more likely they are executed at
least once, and use a predictive value that was determined empirically (cf.
Table 3.2). In this approach, loops are detected by using abstract syntax tree
information, while interprocedural loops (i.e. recursion) are ignored.
Branch prediction using heuristics
A sophistication of the simple scheme mentioned above is based on Wu and
Larus’ approach to branch prediction (Wu and Larus, 1994). They tested a
number of heuristics empirically and used the observed accuracy as a prediction for branch probability. For example, they observed that a certain
heuristic predicts ‘branch not taken’ accurately 84% of the time. Therefore,
when encountering a condition applicable to this heuristic, 16% and 84% are
used for the ‘true’ and ‘false’ branch probabilities, respectively. In situations
where more than one heuristic applies to a certain condition, the predictions
are combined using the Dempster-Shafer theory of evidence (Shafer, 1976),
a generalization of Bayesian theory that describes how several independent
pieces of information regarding the same event can be combined into a single
outcome.
One thing to note is that Wu and Larus’ numbers are based on an empirical
investigation of different software (Ball and Larus, 1993) than the system that
is used in our experiments. Deitrich et al. (Deitrich et al., 1998) provide more
insight into their effectiveness and applicability to other systems (and discuss
some refinements specific to compilers). In order to fine-tune the heuristic
parameters to our particular test bed, we repeated the empirical investigation,
leading to slightly different values and a modest increase in accuracy. The
resulting values are displayed in Table 3.2, for more information on these
heuristics see (Ball and Larus, 1993).
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if (a < 1) {
b = 1;
} else {
b = 0;
}
if (b > 2) {
/* dead code */
}
Figure 3.2 Example of multiple reaching definitions

Prediction using value range propagation
Estimated values for variables involved in conditions can help to model the
branching behavior more accurately than using only heuristics. Previously,
techniques such as constant propagation used value information present in
the source code to perform, e.g., dead code elimination. Similarly, Patterson
(Patterson, 1995) uses this information in his value range propagation (VRP)
technique to produce symbolic value ranges for integer variables, which in
turn are used to model branching behavior. He also shows that some improvement in prediction accuracy can be achieved by only using numeric ranges.
We will use a VRP approach that holds the middle ground between constant
propagation and Patterson’s symbolic ranges, by only using numeric ranges,
in addition to other sacrifices for the sake of speed and scalability. We will
outline how to compute numeric ranges as well as the differences with Patterson’s original approach.
VRP is an extension to the well-known constant propagation, exploiting
constant (integer) values present in source code. Although constant propagation only supports a single value definition, VRP administers a range of values
for every variable. This means that whereas constant propagation can only
deal with one reaching definition, VRP can also handle multiple. Consider
the code in Listing 3.2, in which a value for a cannot be statically determined:
the use of b in the second condition has multiple reaching definitions, and
constant propagation will therefore consider it undefined. VRP takes both
definitions into account, and a subsequent analysis of the condition can tell
us that the body of the second if statement is dead code. Of course, this is a
contrived example, but it serves to illustrate an important difference between
constant propagation and VRP.
In addition, we attach frequencies to the value ranges, which can be used to
further increase the precision of branch prediction. Consider another example
in Listing 3.3. Suppose we can establish a range for the loop variable, a,
being [0:5] with frequency 6. If we further assume the actual value to be
uniformly distributed across this range, we can deduce that b will have ranges
of [1] with frequency 3 and [3:5] with frequency 3 at the second if statement.
Therefore, we would predict that condition to be true in 50% of the cases.
Chapter 3. On the Use of Data Flow Analysis in Static Profiling
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a = 5;
while (a >= 0) {
if (a < 3) {
b = 1;
} else {
b = a;
}
if (b > 2) {
/* Some point of interest */
}
a--;
}
Figure 3.3 Loops and frequency-annotated ranges

This also illustrates the need for support of multiple ranges with different
corresponding frequencies.
This may leave the reader wondering how we compute ranges for loop
counters. By inspecting the (def,kill) chains in the loop we can extract all
the operations on the loop variable, and determine a single step increment or
decrement. This way we can approximate the loop variable value ranges. For
example, we can see that there is a single loop variable a in Listing 3.3, its
start value is 5, the decrement is 1 (one loop operation; the post-decrement
operator), and a is -1 at loop exit. The resulting range then becomes the
previously mentioned [0:5] with frequency 6. Clearly, not every loop can be
statically estimated this way. Loop conditions consisting of multiple variables
that are changed in the loop, as well as operations that cannot be determined
statically, such as random generators or memory loads, will result in an undefined range for the variables involved.
In Patterson’s original VRP technique, a simple worklist algorithm is used
to propagate value ranges around the control flow graph (CFG) until a fixed
point is reached, both for interprocedural and intraprocedural propagation.
In intraprocedural propagation, loops are handled by matching them against
a template to quickly compute loop variable ranges. The algorithm reverts to
the usual fixed-point computation if this matching fails.
Our approach on the other hand always uses a single-pass propagation
mechanism. For intraprocedural propagation, this means handling loops in
a manner similar to VRP, or failing that, using heuristics instead. For interprocedural propagation this means that recursion is ignored, gaining performance at the price of underestimation in some areas of the program. Also, as
mentioned before, we use only numeric ranges instead of (limited) symbolic
ranges.
Furthermore, we do not use an SSA-based graph representation, but an
ordinary CFG, where the variables are made unique by distinguishing them
per vertex. Moreover, our range representation holds frequencies instead of
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Project Name

ncKLoC

Antiword
CCache
Chktex
Check
Lame
Cut
Link
Indent
Uni2Ascii
Memwatch

27
3
4
3
27
1
14
26
4
2

# nodes
in SDG
89995
19200
25378
48825
81071
3736
67205
35496
4937
34561

# CPoints
in SDG
2787
541
769
428
3665
85
2969
1554
141
496

Table 3.3 Case study programs and their metrics

probabilities, which was done to ease the computation of execution frequencies for the corresponding vertices. These frequencies are converted on the
fly to probabilities for use in branch prediction, so they do not change the
results of the algorithm. Finally, both VRP approaches are context-insensitive:
value ranges for formal parameters are computed by merging the ranges of
the corresponding actual parameters at every call site. Patterson also employs
a limited amount of procedure cloning to produce more accurate parameter
ranges, however.
3.2.4 Execution Frequency Analysis
The graph traversal in the new profiler differs from the one in ELAN , as it
should to be compatible with VRP. As VRP already needs to traverse the
complete graph in order to estimate variable values, adding a demand-driven
traversal such as in ELAN makes little sense. Therefore, the frequency analysis
traverses the whole graph at once, using the techniques described in the previous sections. It consists of two parts, one for interprocedural propagation,
and one for intraprocedural propagation.
The interprocedural propagation starts at the ‘main’ function of the program, and traverses the call graph to reach other functions, administering
estimates for parameters and keeping track of visited functions to prevent
infinite traversals. Specifically, InterPropagation consists of the following steps:
• Given inter- and intraprocedural CFGs for a program, construct a call
graph, administering the number of call sites for every function in CallPre
decessors. Similarly, record the number of in-edges for every vertex in
the intraprocedural CFGs in InEdges. Add the ‘main’ function to the
InterWorkList, and set its frequency to 1. While InterWorkList is non-

empty, perform the following:
– Let F be the first item on the InterWorkList.
– If all call sites in CallPredecessors for F have been visited, retrieve

its frequencies and the value ranges for its parameters. If the freChapter 3. On the Use of Data Flow Analysis in Static Profiling
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quency is non-zero, run IntraPropagation, otherwise only update
CallPredecessors to prevent stalls in the propagation of its successors
(this is in fact a performance optimization).
– Remove F from InterWorkList.

Similar administration and traversal happens in the intraprocedural case; however, here we also need to evaluate expressions and conditions using the propagated estimates. In detail, IntraPropagation entails:
• Let IntraWorkList be a list with only the entry vertex. Save all variables
and their value ranges per program point in Bindings, the entry vertex

is assigned the frequency and parameter bindings associated with the
current function. While the IntraWorkList is non-empty, do:
– Let v be the first item of IntraWorkList.
– If all predecessors of v in InEdges have been visited, retrieve its
frequency v f and bindings vb and perform:
∗ If all variables in the use-set of v are defined in vb , evaluate v
and update vb for the kill-set of v.
∗ If v is a condition, try to evaluate the condition using vb , use

heuristics if this fails. In both cases, update outgoing ranges to
reflect the condition probabilities.
∗ If v is a call to function F, merge the bindings in vb for all
its parameters with the existing ones, and v f to the recorded
frequency for F.
∗ In all cases, update Bindings and Inedges for all successors of v
in the intraprocedural CFG.
– Remove v from IntraWorkList.

The implementation of this algorithm is parametrized with the type of branch
prediction used. This facilitates switching between heuristics and VRP and
comparing the results. In the following, we will abbreviate the Execution
Frequency Analysis as EFAN , and use a subscript H or V to indicate if respectively heuristic or VRP based branch prediction was used. Although ELAN
can also be instantiated with different branch predictions, we will only discuss
the version using heuristics in this chapter for clarity and space reasons.
3.3

E X P E R I M E N TA L S E T U P

Our investigation must show the analysis time and accuracy of the profiling
techniques with respect to execution likelihood as well as execution frequency,
and specifically, the applicability of VRP. Therefore, we can distinguish four
separate parts in our investigation:
IV1 An investigation into the applicability of the VRP method, showing if we

can extract sufficient variable information for use in estimating branch
behavior.
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IV2 An evaluation of branch prediction accuracy by comparison to dynami-

cally gathered branch behavior. This will tell us how well each technique
interacts with the selected cases, and what improvement we may therefore expect in the subsequent profiler evaluation. Essentially, this is a
partial repetition of the experiment in (Patterson, 1995) on our testbed
(partial, since we do not include all techniques used there).
IV3 An evaluation of profiler accuracy for both execution likelihood and fre-

quency by comparison to dynamic profiles. In this, we want to see the
impact of different branch prediction techniques (by comparing EFANH
and EFANV ) and the differences in estimating likelihoods and frequencies (by comparing ELAN with those two). This is an extension of our
previous investigation in Chapter 2.
IV4 The final evaluation is that of analysis time, which will show the cost of

the additional complexity of the more elaborate techniques. Also this
is an extension of our previous investigation, in techniques assessed as
well as the number of cases used.
The profilers have been implemented as a plug-in for Grammatech’s Codesurfer,3 a program analysis tool that can construct control flow graphs and dependence graphs for C and C++ programs.
Case selection Table 3.3 lists some source code properties for the different
cases, respectively the size in (non-commented) lines of code (LoC, measured
using SLOCCount4 ), the size of the SDG in vertices, and the total number of
conditions in the program. The apparent discrepancy between the size in LoC
and the size of the SDG in vertices can be largely attributed to Codesurfer’s
modeling of global variables in the SDG, adding them as parameters to every
function. All programs are written in C, the only language currently supported by our implementation.
The first five programs (leftmost column) were used in the accuracy evaluations (IV1-3). These programs were selected such that it would be easy to
construct ‘typical usage’ input sets, and automatically perform a large number of test runs in order to compare our static estimates with actual dynamic
behavior. For every case, at least 100 different test runs were recorded, and
profile data was saved. The complete set of ten programs were used in the
time evaluation (IV4) to ensure a uniform spread of datapoints.
3.4

R E S U LT S

3.4.1 IV1: Applicability of VRP
Table 3.4 lists some metrics collected while running the VRP analysis over
the accuracy testbed, i.e., the first five programs in Table 3.3. These numbers
were aggregated over the whole accuracy testbed, and provide an indication
3
4

http://www.grammatech.com/products/codesurfer/
http://www.dwheeler.com/sloccount/
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Metric
vertices with vars
vertices with int vars
vertices with vars known
vertices with all vars known
total conditions
conditions with vars known
conditions with all vars known

Number
64728
27242
7482
3162
10331
2157
871

Table 3.4 Value range propagation related metrics collected from testbed

of feasibility of using VRP. For instance, we can see from the ratio between
the number of program points with integer variable occurrences and the total
number of vertices with variable occurrences that limiting data flow information to integers can still yield results for a significant part of our test programs.
Noteworthy is also that of those program points with integers, close to 12%
can be completely statically evaluated. Finally, approximately 8% of the conditions have complete variable value information (i.e., conditions containing
only integer variables, and these could all be estimated).
This last metric is the prerequisite for successful use of VRP as a branch
predictor, as we can only use the value ranges for prediction in those conditions where an estimate for every variable has been determined. This does
not look very promising, since there will be relatively few conditions that can
benefit from the extra information VRP provides.
3.4.2 IV2: Branch prediction accuracy
We will assess what this means for the accuracy by comparing static estimates
with their dynamic counterparts. For every branch in the test set, we produce
three estimates, and check whether they are correct within a certain error margin. This is shown in Figure 3.4, where we can make two observations: (1) the
heuristic and VRP predictors do offer improvement over the simple scheme;
and (2) there is no apparent difference in accuracy between the heuristic and
VRP predictors: the two lines coincide completely. Apparently the small number of conditions that could benefit from data flow information has no impact
on the overall score. As this small set could include loops or branches with
a great impact on the likelihood/frequency distribution, it may yet influence
the accuracy of the profiler that uses the predictors.
3.4.3 IV3: Profiler accuracy
We evaluate profiler accuracy by looking at their ranking of program locations,
since this is the most relevant output for typical applications. We therefore
create two sets of program locations, the first sorted by one of the static profilers, the second by actual usage, and compare them using Wall’s unweighted
matching method (Wall, 1991). This will give us a matching score for different
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Portion
10
20
30
40
50

antiword
0.50 0.52 0.36
0.46 0.42 0.38
0.46 0.41 0.47
0.47 0.46 0.52
0.54 0.52 0.56

0.31
0.54
0.40
0.39
0.46

chktex
0.20 0.19
0.39 0.38
0.37 0.38
0.34 0.41
0.45 0.45

0.39
0.38
0.38
0.46
0.48

lame
0.26 0.27
0.25 0.25
0.29 0.30
0.42 0.45
0.49 0.53

0.52
0.58
0.64
0.65
0.66

link
0.28
0.40
0.53
0.64
0.75

0.03
0.24
0.44
0.58
0.70

uni2ascii
0.25 0.12 0.00
0.71 0.53 0.29
0.68 0.60 0.52
0.65 0.50 0.47
0.60 0.52 0.48

Table 3.5 Execution Likelihood matching for ELAN , EFANH , and EFANV
Portion
10
20
30
40
50

antiword
0.26 0.24 0.33
0.38 0.33 0.38
0.45 0.40 0.46
0.47 0.46 0.52
0.54 0.52 0.56

0.02
0.06
0.06
0.25
0.44

chktex
0.00 0.03
0.05 0.12
0.04 0.20
0.21 0.36
0.43 0.45

0.01
0.15
0.36
0.46
0.48

lame
0.01 0.02
0.07 0.07
0.27 0.28
0.42 0.45
0.49 0.53

0.18
0.28
0.36
0.46
0.55

link
0.29
0.40
0.48
0.57
0.66

0.27
0.46
0.56
0.61
0.66

uni2ascii
0.38 0.12 0.00
0.41 0.24 0.18
0.40 0.32 0.24
0.59 0.44 0.41
0.60 0.52 0.48

Table 3.6 Execution Frequency matching for ELAN , EFANH , and EFANV

sections of the two rankings. To illustrate this matching score, consider the
following example: suppose we have obtained the two sorted lists of program
locations, both having length N , and we want to know the score for the topmost m locations. Let k be the size of the intersection of the two lists of m
topmost locations. The matching score then is k/m, where 1 denotes a perfect
score, and the expected score for a random sorting will be m/N . In our experiments, scores were calculated for the topmost 10%, 20%, 30%, 40% and 50%.
The rankings used are at the level of basic blocks, since there is no way for
profiling to distinguish between locations within one block.
Table 3.5 compares the rankings of the profilers against the dynamically obtained likelihood ranking, Table 3.6 compares the profilers’ rankings against
the dynamic frequency ranking. It may seem odd to compare a ranking based
on an estimate of likelihood with a ranking based on frequency, however, both
should be largely the same, modulo multiple function invocations and loop
iterations. By comparing accuracy of both likelihood and frequency estimates
as a predictor for frequency, we can surmise the extent to which we can statically determine the influence of these two factors.
We can make two observations by looking at these tables: (1) using VRP
does not result in more accurate estimates; and (2) ELAN slightly outperforms
both EFAN variants, even when used as a frequency estimator. The first is in
line with the earlier observed branch prediction accuracy; apparently, there is
no set of ‘important’ branches more accurately predicted by using VRP. This
is perhaps best illustrated by Figure 3.5, which displays the overall profiler accuracy, in a manner similar to the earlier branch prediction accuracy (Figure
3.4.) Once more, the lines representing the two EFAN variants almost coincide.
The second observation is more surprising, but may be explained by the fact
that, contrary to our hope, VRP was unable to predict many conditions, most
particularly loops. In such cases a simple fixed estimate for loop iterations
Chapter 3. On the Use of Data Flow Analysis in Static Profiling
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is not a good alternative. Although not shown here, we ran multiple experiments to find a relation between several structural properties of the loops and
the corresponding number of iterations, but none were found. In likelihood
estimates loops are less dominant, and therefore their impact on the accuracy
of the estimates.
3.4.4 IV4: Profiler analysis time
With regard to the speed of the profilers, we are primarily interested in the
difference between EFANH and EFANV , as we investigated the time performance behavior of ELAN before. We have seen that the kind of operations
and the single-pass traversal involved are similar to ELAN . Thus, we also expect their time characteristics to be similar to that profiler, which was found
to be approximately linear in the size of the SDG. Note that there is a difference in the traversal; while ELAN traverses over dependence edges, EFAN
uses control flow edges, probably visiting more vertices as a result. Figure
3.6 displays analysis time measurements for the different programs, and in
fact we can observe that EFANH and EFANV both behave similar to ELAN (cf.
Figure 2.3). Two programs do not fit the trend line, they were found to have
some functions of a highly branching nature (e.g., having switches of 500-1000
54

100

Points predicted correctly within given margin (%)

Profile with heuristic branch prediction
Profile with VRP branch prediction

80

60

40

20

0
0

10

20
30
Error margin in percentage points (+/-)

40

50

Figure 3.5 Profile prediction accuracy

cases).
3.5

E VA L U AT I O N

Returning to our four lines of investigation, we can summarize the results as
follows:
IV1 The numeric VRP approach can estimate value ranges for approximately

12% of all locations containing integer variables, and 8% of all conditions
containing integer variables. This constitutes an upper bound on the
number of conditions that may be estimated using numeric VRP, as there
are other structural requirements that need to be met. For instance,
also including non-integer values or function calls in the condition will
render the approach ineffective.
IV2 As a result of said limited applicability, VRP performs on par with the

heuristic branch prediction approach in terms of accuracy. This result
contrasts with Patterson’s findings on numeric ranges, which did show
an improvement over heuristics (Patterson, 1995). Two main differences
between his approach and ours that may be responsible are fixed-point
calculation instead of single-pass traversal, and the use of procedure
Chapter 3. On the Use of Data Flow Analysis in Static Profiling
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cloning. The first is likely to benefit the accuracy of branches in functions part of a recursion, but will not increase the number of branches
where VRP is applicable. Procedure cloning helps where parameters of
a function have a known definition in one calling context, but not in
another. The current context-insensitive approach will thus be unable to
approximate the parameter value, but will be able to distinguish the two
reaching definitions in case of cloning. Therefore, this seems the most
likely culprit for the difference in findings.
IV3 Although a more accurate estimate of a limited number of high-impact

branches could positively influence the accuracy of the static profiler,
this does not appear to be the case either. Perhaps more surprising is
the fact that ELAN outperforms both EFAN variants not only in estimating execution likelihood, but also for execution frequency. The most
likely reason for this is the loop estimation in the EFAN approaches,
which both need to resort to a generic value, whereas the value used in
ELAN has previously shown itself well-suited to our testbed (Boogerd
and Moonen, 2006). In addition, in likelihood estimation the values used
for loops have a less prominent effect on the overall likelihood estimate
than the values for loop iteration have on overall frequency estimates.
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IV4 The profiling techniques and the branch predictions employed were all

designed for simplicity and scalability, and results of the analysis time
investigation reflect this. Notably, the numeric VRP method only imposes a linear-time overhead on the profilers with less elaborate techniques (i.e., heuristics and uniform prediction).
Internal validity As the approaches in this chapter are based on the CFG
and SDG, the way in which these graphs are constructed directly affects the
outcome, especially in terms of accuracy. It should be noted, therefore, that
the graphs both have missing dependences (false negatives) and dependences
that are actually impossible (false positives). For example, control- or data dependences that occur when using setjmp/longjmp are not modeled. Another
important issue is the accuracy of dependences in the face of pointers, think
for example of modeling control dependences when using function pointers.
To improve this accuracy, a flow insensitive and context insensitive points-to
algorithm (Shapiro and Horwitz, 1997) is employed to derive safe information
for every pointer in the program. This means that our profilers also model
control flow through pointers (i.e., function pointers) and data flow through
pointers to integer variables.
External validity Our testbed consists of programs adhering to a simple inputoutput paradigm, which makes creation of appropriate test inputs easier, and
allows us to focus on evaluating the approach itself. Generalizing to other
kinds of programs may not be too hard, as the approaches are based on
control- and data-flow information, which will always be present in any program. Still, there may be an increased influence of interaction or inputs in
comparison to programs in our testbed. However, Fisher and Freudenberger
observed that, in general, varying program input tends to influence which
parts of the system will be executed, rather than influencing the behavior
of individual branches (Fisher and Freudenberger, 1992). This suggests that
branch behavior is no different in other types of programs, and that static
profiling should be similarly applicable elsewhere.

3.6

R E L AT E D W O R K

Static profiling is used in a number of compiler optimizations and worst-case
execution time (WCET) analyses, aiming at identifying heavily-executed portions of the code. Branch prediction in these techniques often takes the form
of heuristics (Wu and Larus, 1994; Wagner et al., 1994). A more sophisticated data flow based approach is described by Patterson who uses statically
derived value ranges for variables to predict branching behavior (Patterson,
1995). Closely related techniques range from constant propagation (Knoop
and Rüthing, 2000; Sagiv et al., 1995; Binkley, 1994), to symbolic range propagation (Verbrugge et al., 1996; Blume and Eigenmann, 1995), or even symbolic
evaluation (Fahringer and Scholz, 2000). However, none of these techniques
has previously been applied to static branch prediction or in the computation
of static profiles.
Chapter 3. On the Use of Data Flow Analysis in Static Profiling
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Voas (Voas and Miller, 1995) proposed the concepts of execution probability, infection probability and propagation probability to model the likelihood
that a defect leads to a failure. The first of these is similar to our notion of
execution likelihood: the chance that a certain location is executed. However,
the application is quite different, in the sense that Voas explicitly looks for
those areas where bugs could be hiding during testing, whereas we are looking for ‘visible’ bugs out of a list too large to solve. Moreover, Voas computes
these metrics by means of a dynamic analysis, which is less suitable for our
application area, as discussed earlier.
3.7

CONCLUDING REMARKS

In this chapter, we have (1) presented a novel approach to
use data flow information for computing static profiles, by using statically
derived value ranges for integer variables in branch prediction; (2) identified
the merits of estimating both execution likelihood and frequency; and (3)
assessed the new approach with respect to both concepts in comparison to
our earlier static profiler.
Conclusions Although we found that some branches in our testbed potentially benefit from VRP information, the actual number of branches that could
be predicted this way is limited. In addition, we found that the simple controldependence based solution, ELAN , outperformed both EFAN variants in estimating both likelihood and frequency, most likely because the value range
information is insufficient to accurately model loop behavior. We conclude
that the use of these more involved analyses has little impact on the accuracy
of either branch prediction or profiling.
Future Work Patterson’s work suggests that branch prediction can be further
improved using simple symbolic ranges instead of purely numeric ones (Patterson, 1995). An interesting direction for future work is therefore to extend
the current profilers with some form of symbolic evaluation and investigate
the benefits for accuracy and the costs in terms of additional performance
overhead.
Contributions
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Focus on Historical Fault
Likelihood
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Assessing Coding Standards Rules: A Pilot
Study

4

In spite of the widespread use of coding standards and tools enforcing their
rules, there is little empirical evidence supporting the intuition that they prevent the introduction of faults in software. Not only can compliance with a set
of rules having little impact on the number of faults be considered wasted effort, but it can actually result in an increase in faults, as any modification has
a non-zero probability of introducing a fault or triggering a previously concealed one. Therefore, it is important to build a body of empirical knowledge,
helping us understand which rules are worthwhile enforcing, and which ones
should be ignored in the context of fault reduction. In this chapter, we describe two approaches to quantify the relation between rule violations and
actual faults, and present empirical data on this relation for the MISRA C
2004 standard on an industrial case study.

INTRODUCTION

4.1

ong have coding standards been used to guide developers to a common

L

style or to prevent them from using constructions that are known to
be potentially problematic. For instance, Sun publishes its internal Java
coding conventions, arguing that they help new developers to more easily understand existing code and reduce maintenance costs (Microsystems, 1999).
Another example is the MISRA C standard (MISRA, 2004), specifically targeted towards safe use of C in critical systems. The rules in these standards
are typically based on expert opinion, and can be targeted towards multiple
goals, such as reliability, portability or maintainability. In this chapter, we focus on reliability, i.e., the prevention of faults by the adoption of coding rules.
In this context, the MISRA standard is of particular interest, as it places a
special emphasis on automatic checking of compliance. The rationale for automated checking is that it is of little use to set rules if they cannot be properly
enforced.
Such a check typically takes the form of a static source code analyzer, in
which well-known academic options (e.g., (Johnson, 1978; Engler et al., 2000;
Flanagan et al., 2002), for a description and more tools see (Boogerd and Moo61

nen, 2006)) and commercial tools (e.g., qa-c,1 K7,2 and CodeSonar3 ) abound.
These tools are equipped with a pre-defined set of rules, but can often be
customized to check for other properties as well. As such, when defining a
coding standard for a certain project, one can use the existing tools as well
as writing one’s own. In a recent investigation of bug characteristics, Li et
al. argued that such early automated checking has contributed to the sharp
decline in memory errors present in software (Li et al., 2006). Thus, with
rules based on long years of experience, and support for automated checking
readily available, universal adoption of coding standards should be just a step
away. But is it?
Developers often have less sympathy for these tools, since they typically
result in an overload of non-conformance warnings (referred to as violations
in this chapter). Some of these violations are by-products of the underlying
static analysis, which cannot always determine whether code violates a certain check or not. Kremenek et al. (Kremenek et al., 2004) observed that all
tools suffer from such false positives, with rates ranging from 30-100%. In
addition to the noise produced by the static analysis, there is the noise of the
ruleset itself. For many of the rules in coding standards there is no substantial
evidence of a link to actual faults. Moreover, coding standard necessary limit
themselves to generic rules, that may not always be applicable in a certain
context. These problems constitute a barrier to adoption of both standard and
conformance checking tool.
Apart from barring adoption, there is an even more alarming aspect to having noisy rules (i.e., leading to many violations unrelated to actual faults) in
a standard. Adams (Adams, 1984) first noted that any fault correction in software has a non-zero probability of introducing a new fault, and if this probability exceeds the reduction achieved by fixing the violation, the net result is
an increased probability of faults in the software. Enforcing conformance to
noisy rules can thus increase the number of faults in the software. As Hatton
remarks when discussing the MISRA 2004 standard: “the false positive rate is
still unacceptably high with the accompanying danger that compliance may
make matters worse not better” (Hatton, 2004).
Clearly, it is of great interest to investigate if there is empirical evidence for
the relation between coding standard rule violations and actual faults. This
relation is especially important when, rather than striving for full compliance
in order to meet certain regulations, the body of rule violations is used as a
means to assess the software reliability (i.e., the number of dormant faults),
as is increasingly becoming popular in industry. Therefore, the goal of this
chapter is:
To empirically assess the relation between violations of coding standard rules and
actual faults

Where we define a violation to be a signal of non-conformance of a source code
location to any of the rules in the standard; and a fault to be an issue present
1 www.programmingresearch.com
2 www.klocwork.com
3 www.grammatech.com
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in the issue tracking system, which may be related to multiple locations in
the source code. In the process of this investigation, we make the following
contributions:
• We propose two methods to quantify the relation between violations and

faults, and describe their requirements with respect to the richness of
the input data set (i.e., the software history).
• We present empirical data obtained from applying both methods to an

industrial embedded software project and the MISRA C 2004 coding
standard. The data consists of correlations between rule violations and
faults, as well as measured true positive rates for individual rules.
This technical report is an updated version of the study presented in (Boogerd and Moonen, 2008a), with improved presentation of results of the first
approach (temporal coincidence). We describe the two approaches and the
measurement setup in Section 4.2, and the particular project and standard
under study in Section 4.3. The resulting empirical data is presented in Section 4.4. We evaluate the results and the two methods in Section 4.5. Finally,
we compare with related work in Section 4.6 and summarize our findings in
Section 4.7.
4.2

METHODOLOGY

To assess the relation between violations and faults, we take two approaches.
The first is a more high-level approach, studying the co-evolution of violations
and faults over time, testing for the presence of a correlation. The second approach looks at individual violations in more detail, tracking them over time
and seeing how often they correctly signal actual problem locations, giving us
a true positive rate for every rule. We will discuss both methods in more detail,
after which we describe how to obtain the necessary measures.
4.2.1 Temporal coincidence
To quantify the relation between rule violations and actual faults we look at
the software history present in a Software Configuraton Management (SCM)
system and the accompanying issue tracking system, further referred to as
Problem Report (PR) database. Using the version information, we can reconstruct a timeline with all open PRs as well as the rule violations. If violations
truthfully point at potential fault areas, we expect more violations for versions with more faults present. Also, the reverse holds: if a known fault was
removed in a certain version, it is probable that violations, disappearing in
that same version, were related to the fault. This covariation can then be observed as a positive correlation between the two measures. Of course, this
approach results in some noise because also violations disappearing during
modifications not related to fixing faults are included in the correlation.
Chapter 4. Assessing Coding Standards Rules: A Pilot Study
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4.2.2 Spatial coincidence
The noise present in the previous approach can be partially eliminated by
requiring proximity in space as well as time. If we use the data present in the
SCM system and PR database to link PRs with their related changes in the
version history, we can determine which changes were fault-fixing. Violations
on lines that are changed or deleted in non-fix modifications can thus be
ruled out as likely false positives. With such information, we can determine
for every rule how many violations were accurately pointing out a problem
area, the true positives.
However, the prime prerequisite for this approach is also its Achilles’ heel.
Establishing a link between faults and source code modifications requires either integrated support by the SCM system, or a disciplined development
team, annotating all fix changes with informative commit messages (e.g., referring to the identifier of the problem in the PR database). Such information
may not always be present, which limits the applicability of the method. This
the reason why we have chosen to use both methods on a case: it will allow
us to use the results of the second to assess the impact of the noise present in
the first. If the noise impact is small, we can safely use the first method on a
wider array of cases, expanding our possibilities to gather empirical data.
4.2.3 Measurement approach
To gather the measurements for a large software history we need an automated
measurement approach. This raises a number of challenges, and we will discuss for each measure how we have solved those. Summarizing from the
previous sections, the measures needed in this investigation are the number
of violations per version, the number of open (i.e., unsolved) PRs per version,
and the true positive rate for all rules. The number of open PRs per version is
probably easiest, as we can simply use the status field for the PR to determine
whether it was unsolved at the moment the version was released or built. Determining the number of violations per version requires a bit more work, and
comprises the following steps:
• Retrieving a full version from the SCM. Since we will run a static ana-

lyzer on the retrieved source code, this needs to be a proper, compilable
set of source files, as such tools often mimic the build environment in
order to check compliance.
• Extracting configuration information necessary to run the compliance

checker. This kind of information is usually present in Makefiles or
project files (e.g., Visual Studio solution files).
• Running the compliance checker using the extracted configuration in-

formation, saving the rule violations and their locations (file name, line
number) within the source archive.
To determine the true positive rates we use a process similar to the one used
in the warning prioritization algorithm by Kim and Ernst (Kim and Ernst,
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2007b). However, whereas they track bug-fix lines throughout the history, we
track the violations themselves. Tracking violations over different versions,
although not too difficult, is not widely addressed. We are only aware of the
work by Spacco et al. (Spacco et al., 2006).
In our approach, we build a complete version graph for every file in the
project using the predefined successor and predecessor relations present in the
SCM. The version graph allows us to accurately model branches and merges
of the files. For every edge in the graph, i.e., a file version and one of its successors, the diff is computed. These differences are expressed as an annotation
graph, which represents a mapping of lines between file versions.
Violations are uniquely identified by triplets containing the file name, line
number and rule identifier. Using the version graph and the annotation graph
associated with every edge, violations can be tracked over the different versions. As long as a violation remains on a line which has a destination in
the annotation graph (i.e., is present the next file version) no action is taken.
When a line on which a violation has been flagged is changed or removed,
the PR database is consulted to see if the modification was fix-related. If it is,
the score for the rule is incremented; in both cases, the total incidence count
for the current rule is incremented. Violations introduced by the modification
are considered to constitute a new potential fault, and are tracked similar to
the existing ones. In the last version present in the graph, the number of remaining violations are added to the incidence count (on a per rule basis), as
these can all be considered false positives.
4.3

CASE DESCRIPTION

To the best of our knowledge, there is no previous complete empirical data
from a longitudinal study on the relation between violations and faults. As
a result, we do not even know whether assessing this relation is feasible. We
therefore decided to use one typical industrial case as a pilot study. NXP (formerly Philips Semiconductors), our industrial partner in the trader 4 project,
was willing to provide us with tooling and access to its TV on Mobile project.
4.3.1 TV on Mobile
This project (TVoM for short) was selected because of its relatively highquality version history, featuring the well-defined link between PRs and source
code modifications we need for our spatial coincidence method. It represents
a typical embedded software project, consisting of the driver software for a
small SD-card-like device. When inserted into the memory slot of a phone or
PDA, this device enables one to receive and play video streams broadcasted
using the Digital Video Broadcast (DVB) standard.
The complete source tree contains 148KLoC of C code, 93KloC C++, and
approximately 23KLoC of configuration items in perl and shell script (all reported numbers are non-commented lines of code). The real area of interest is
4 www.esi.nl/trader
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the C code of the actual driver, which totals approximately 91KLoC. Although
the policy of the project was to minimize compiler warnings, no coding standard or code inspection tool was used. This allows us to actually relate rule
violations to fault-fixing changes; if the developers would have conformed to
the standard we are trying to assess, they would have probably removed all
these violations right away.
4.3.2 MISRA-C: 2004
The first MISRA standard was defined by a consortium of UK-based automotive companies (The Motor Industry Software Reliability Association) in
1998. Acknowledging the widespread use of C in safety-related systems, the
intent was to promote the use of a safe subset of C, given the unsafe nature
of some of its constructs (Hatton, 1995). The standard became quite popular,
and was also widely adopted outside the automotive industry. In 2004 a revised version was published, attempting to prune unnecessary rules and to
strengthen existing ones. However, Hatton (Hatton, 2007) argued that even
these modifications could not prevent the standard from having many false
positives among reported violations, so “a programmer will not be able to see
the wood for the trees”. Currently, NXP is also introducing MISRA-C: 2004
as the standard of choice for new projects. Given the wide adoption of the
MISRA standard, an assessment of its rules remains a relevant topic. Copyright laws prevent us from quoting the MISRA rules themselves. However, a
discussion on the content of these rules is beyond the scope of this chapter.
4.3.3 Experimental details
The complete version history of the project runs from February 2006 until
June 2007, but up to August 2006 the organization and structure of the project
was volatile and the version history (as a result) erratic. We therefore selected
the period from August 2006 onwards as input to our analysis. It contains
214 versions, related to both daily builds and extra builds in case the normal
daily build failed. In addition, we selected PRs from the PR database that
fulfilled the following conditions: (1) classified as ‘problem’ (thus excluding
change requests); (2) involved with C code; and (3) had status ‘solved’ by the
end date of the project.
NXP has developed its own front-end to QA-C 7, dubbed Qmore, that
uses the former to detect MISRA rule violations. Configuration information
needed to run the tool (e.g., preprocessor directives or include directories) is
extracted from the configuration files (Visual Studio project files) driving the
daily build that also reside in the source tree.
The SCM system in use at NXP is CMSynergy, which features a built-in PR
database next to the usual configuration management operations. The builtin solution allows linking PRs and tasks, which group conceptually related
source code modifications. Using this mechanism, we are able to precisely
extract the source lines involved in a fix.
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Figure 4.1 Number of faults and violations over time

4.4

R E S U LT S

The results in this section comprise two different parts: first we look at some
evolution data of the project, to rule out any abnormalities or confounding
factors that might distort our measurements; in the second part we examine
the results of the rule violation and fault relation analysis.
4.4.1 Project evolution data
In Figure 4.1 the number of open PRs for every version (using open dots; left
y-axis) is plotted. Since we have not included the first half year of the project,
the number of open PRs starts at 27, steadily increasing until it almost hits
40, then jumps down (in February 2007) until it reaches 0 by the end of the
project history. This is typical behavior in a project like this, where at first
the focus is on implementing all features of the software, and only the most
critical PRs are solved immediately. Only when the majority of features has
been implemented, a concerted effort is made to solve all known problems.
The rule violation history, also in Figure 4.1 (using closed dots; right yaxis), does not quite follow this trend. At the point where the number of
faults decreases sharply, the number of violations actually increases. Also,
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Figure 4.2 All MISRA violations versus open PRs

the gap in the number of violations is striking. After manual inspection we
found that this is due to one very large header file (8KLoC) being added at
that point. In addition, the effect in the graph is emphasized because of the
partial scale of the vertical axis.
Clearly, with the size of the software (LoC) having such a profound effect
on the number of rule violations, an analysis of the relation between violations
and faults should rule out this confounding factor. To this end, we will only
use fault and violation densities, the numbers per version divided by the number of KLoC for that version. Figure 4.2 shows the relation between violation
density and fault density for the complete set of MISRA rules. In this figure,
every point represents one version of the software. If there were a positive
correlation, we would see the points clustering around the diagonal to some
extent. However, it looks like the two aforementioned phases can be distinguished also in this graph; in the left cluster there does not appear to be any
relation, but the right cluster does suggest one. We found that the left cluster
corresponds with the first phase of the project (feature implementation), and
the right cluster with the second phase (bug-fixing).
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Figure 4.3 Aggregated rules with positive relation

4.4.2 Analysis of individual rules
Now that we have seen the correlation for MISRA as a whole, we will look
more closely at the influence of individual rules. To do this, we create graphs,
similar to Figure 4.2, but using only violations for a single rule. These are
visually inspected to determine whether there exist a correlation between the
two measures. If the distribution is acceptable, we classify the rule as either
‘positive’ or ‘negative’, if there are too many outliers it is classified as ‘none’.
We have split this analysis with regard to the two phases, and found that
the first phase has no rule with a significant correlation. In the second phase
many rules show a positive correlation, and some negative ones. For this part
we have recorded the resulting classification in the second column of Table
4.1. This table does not include all rules in the MISRA standard, as we could
only include those for which we have observed violations (in total 72 out of
141 rules).
In addition, we use a least squares linear regression model to summarize
the characteristics of the correlation. The next three columns display the properties of this model: the linear coefficient, or the slope of the fitted line; the
percentage of variation explained by the model, or the square of the correlation coefficient R; and the statistical significance, expressed as the probability
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Figure 4.4 Aggregated rules with no or flawed relation

that the correlation found is simply coincidence. Significance has been presented in star-notation, with ‘ns’ for p > 0.05, p < 0.05 *, p < 0.01 **, p < 0.001 ***
and p < 0.0001 ****. In general, we can observe that there are many rules that
show a strong positive correlation, a few negative, and a few that are marked
as ‘none’ despite having good model characteristics.
From an automation point of view, it may be appealing to simply rely
on the summary statistics, such as the correlation coefficient R. However,
this does not guarantee existence of a true relation, as the input distribution
may, for instance, contain too many outliers, something which can easily be
ascertained using the aforementioned scatter plots (Anscombe, 1973). Due to
space limitations, we have not included scatter plots for all individual rules,
but have plotted aggregated results for each class in Figures 4.3-4.5. These
figures also display the fitted line of the regression model. Interestingly, even
the aggregated results for the class ‘none’ show an overall positive correlation,
albeit less strong than that of the positive class (cf. the corresponding entry
in Table 4.1). In this it follows the general trend of the second phase, which is
positive.
The next two remaining columns in Table 4.1 display the total number of
violations and the true positive rate for each rule. The violations are the
number of unique violations over the complete observed history. That is, if
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Table 4.1 Relation between violations and faults per rule
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Figure 4.5 Aggregated rules with negative relation

exactly the same violation was present in two versions, it was counted only
once. The true positive rate has been computed by dividing the number of
violations on lines changed or deleted in fix-changes by the total number of
violations. The corresponding per-class data are displayed as the last three
entries in Table 4.1.
If we see rule violations as a line-based predictor of faults, the true positive
rate can be considered a measure of the prediction accuracy. Consequently,
when comparing rule 1.1 and 2.3 this rate suggests the former to be more
accurate. However, in a population of 56 violations (for 1.1) it is likely that
there are some correct violations simply due to chance, which is unlikely if
there are few violations. Therefore, true positive rates cannot be used in their
own right to compare rules on accuracy (unless the number of violations is
the same).
We can assess the significance of the true positive rate by comparing it to
a random predictor. This predictor randomly select lines out of a population
of over 300K unique lines in the TVoM history, of which 17% was involved in
a fix change. Since the population is so large, and the number of violations
per rule relatively small (max. 0.5% of the population), we can model this
as a Bernoulli process with p = 0.17. The number of successful attempts or
correctly predicted lines has a binomial distribution; using the cumulative
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density function (CDF) we can indicate how likely a rule is to outperform
the random predictor in terms of accuracy. This value is displayed in the last
column of the table, and can be compared across rules. Note that none of the
three classes in Table 4.1 have an average true positive rate higher than the
expected value of the random predictor (0.17). As a result, the value of the
CDF for all three classes is near-zero.
4.5

E VA L U AT I O N

In this section, we will discuss the meaning of the results, as well as the
applicability and limitation of the methods used to obtain them.
4.5.1 Meaning of the correlations
The first important moderation for our results is the fact that they are correlations, and therefore not proof of causality. However, many of the correlations
observed explain a large amount of the variation (R2 > 0.60) and are statistically significant. Then what do they mean?
A positive correlation is rather intuitive: we observe an increasing violation density during the first phase of the project, where most of the faults are
introduced. An increase in violation density means, that the areas that developers have been working on violate the rule relatively often. The decrease of
violation density in the second phase of the project signals that many have
been removed at a time when there was a focus on fixing faults. Possibly,
some violations were introduced in unrelated areas during the first phase,
but seeing them removed in the second phase strengthens the intuition that
they were indeed related to a fault.
Similar to rules with positive correlations, rules with negative correlations
experience a relative high rate of injection, not just in the first phase, but
also in the second phase. For a negative correlation to occur, the violation
density for this rule must keep increasing, even when the fault density decreases. Since the the changes are relatively small compared to the complete
codebase (on average only adding 9 lines), injection of a single violation without removal somewhere else already results in an increased density. In other
words, violations of these rules are seldom removed: apparently, the areas
they reside in were not considered relevant to fixing faults.
Intuitively, the magnitude of the coefficient of the linear model should be
seen as a quantification of the ratio of true positives. When looking closer,
however, we see that the coefficient is large (either positive or negative) in
cases of a rule with few violations, as a small number of violations is compared to a greater number of faults. This small number of violations makes it
more difficult to distinguish a relation, which is why many of those rules have
been classified as ‘none’ in Table 4.1. This actually explains all but rules 8.8,
14.1, 14.3 and 14.7 in this category, for which we did observe a large number
of violations. Re-examination of the correlation plots revealed distributions of
points that suggest a correlation, except for a cluster of close outliers. This was
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the result of files being moved in and out of the main branch of development,
these files containing a relatively high number of violations of the particular
rule. Although we try to compensate for this by using densities, in some cases
the influence of one file can still distort an otherwise strong correlation.
4.5.2 Correlations and true positive rates
Overall, the true positive rates computed by also requiring spatial coincidence
partially match the partitioning of the rules into classes using only temporal
coincidence. This can be seen in Table 4.1, where the ‘positive’ class shows a
higher true positive rate than both others; the classes ‘none’ and ‘negative’ are
almost on par. However, there are some individual rules whose inconsistency
between class and measured true positive rate warrant further explanation.
Two different categories of interest can be distinguished:
Class positive, yet zero true positive rate This category (e.g., rule 5.1) illustrates

the extra precision gained by also requiring spatial coincidence. These
rules have violations removed at the same time faults were removed
from the software, and as a result, show a positive correlation. Spatial
coincidence shows that, as these removals were not due to a fix-change,
they are not likely to be related to the fault removal.
Class negative, yet non-zero true positive rate This category encompasses 6 rules

out of the negative class, which itself contains a total of 9. Although at a
first glance, having both a negative correlation and violations removed
during fixes may be paradoxical, this can be understood by looking at
the rate of removal as well as the rate of injection. Despite continuous
removal (in fixes as well as non-fix related changes), the violation density keeps increasing, as more violations are being injected by all those
changes. Consequently, the measured true positive rates also depend on
the point of time at which they are measured (e.g., beginning, halfway
or end of the project).
The true positive rates indicate that 11 out of 72 rules outperform a random
predictor with respect to selecting fault-related lines. If we only select rules
whose true positive rate is significantly different (α = 0.05) from the expected
value (0.17), 9 rules remain (those where the performance value ≥ 0.95). This
means that the results of the two approaches agree on only 7 out of the 40
rules in class ‘positive’. Since we can consider the true positive rates a more
accurate characterization, it seems unwise to use the correlations as the only
means to assess the relation between violations and faults.
However, as we mentioned before, the change in violations over time remains relevant. For instance, in the TVoM project, the most critical faults were
removed before the project was suspended, but during maintenance more
faults might have been found, altering the measured true positive rate. In
addition, the character of the software written may change over time (e.g.,
from more development in the hardware layer to the application layer), which
could also affect the number and type of violations in the software.
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Finally, another criterion to assess the true positive rate worth mentioning
is the rate at which faults are injected when violations are fixed. A non-zero
probability means that the use of at least 29 out of 72 rules with a zero true
positive rate is invalidated. Although the injection rate is not known for this
project, in Adams’ study, this probability was 0.15 (Adams, 1984). This value
would even invalidate 61 out of 72 MISRA rules. This lends credence to the
possibility that adherence to the complete MISRA standard would have had a
negative impact on the number of faults in this project.
4.5.3 Threats to validity
Although some of these issues have been mentioned elsewhere in the text, we
summarize and discuss them here for clarity’s sake.
Internal validity There is one measure in our case study that may suffer from
inaccuracies. The fault density for a given version has been measured using
the number of open PRs for that version. Since a PR may only be submitted
some time after the fault was actually introduced, this results in a ‘lagging’
measured fault density compared to the actual fault density. The number of
violations is measured on the source that contains this ‘hidden’ fault, and as
a result, the correlation between violation density and fault density may be
slightly underestimated.
In addition, the correlations as used in this chapter are sensitive to changes
in the set of files between the different versions. These changes occur since
in case of a failed daily build, the culprit module (i.e., a set of files) will be
excluded from the build until repaired, to ensure a working version of the
project. Those changes result in the different clusters of points in the scatter
plots in Section 4.4. To see why, consider the following example. Suppose that
for a certain rule r, most of the violations are contained in a small subset Sr of
all the files in the project. Even if there would be a perfect linear relationship
between violations of r and the number of faults, then this would not be
visible in a scatter plot if files in Sr are alternately included and excluded from
subsequent versions of the project. Two clusters of versions would appear; in
one, there is no relation, while the other suggests a linear relation. Clearly,
this distorting effect only increases as more rules and versions are considered.
In future investigations we intend to address this issue by looking at official
internal releases instead of daily build versions. This will minimize changes
in the composition of files because of the aforementioned build problems. In
addition, we intend to split the analysis between phases of the project that are
distinctly different with respect to the composition of files.
The spatial coincidence method produces conservative estimates, for two
reasons. Underestimation might occur with bug fixes that introduce new code
or modify spatially unrelated code. Assume that the static analysis signals
that some statement, requiring a check on input data, could be reached without performing such a check. Adding the check to solve the problem would
then only introduce new code, unrelated to the existing violation. Violations
addressing multiple lines are unlikely to occur with generic coding standards,
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which typically contain rules at the level of a single expression or statement
(especially ones based on the safer subset paradigm, such as MISRA). Therefore, impact of this problem remains small, as there are usually no violations
to link the additional code to. Another reason is the way we handle violations remaining at the end of the project. Those violations might point to
faults that simply have not been found yet. But we since we do not know this,
we take a conservative approach and assume they are not. The influence of
dormant faults is somewhat mitigated in the case of a long-running project,
where most of the faults will have been found. Moreover, we can expect that
in short-term projects at least the most severe faults have been solved, so the
relation between violations and the most critical problem areas in the code
can still be assessed.
External validity Generalizing the measured correlations and true positive
rates for the TVoM project to arbitrary other projects may not be easy. In
fact, our investigation was partly inspired by the intuition that such relations
would differ from project to project. Still, it may be possible to generalize
results to other projects within NXP, since (1) all projects use a similar infrastructure and development process; (2) developers are circulated across
projects, which lessens the impact of individual styles; and (3) all projects
concern typical embedded C development, likely to suffer from some common issues. The only problem in this respect may be that the platform for
which the embedded software is developed requires idiosyncratic implementation strategies, violating some coding rules but known to be harmless.

Although the approaches used in this chapter are generic in nature, some
specific (technical) challenges need to be faced when applying them to an arbitrary project. First of all, as mentioned before, linking known faults and
source modifications made to fix them requires a rich data set. Although
lately, many studies have successfully exploited such a link (Li et al., 2006; Sliwerski et al., 2005; Kim et al., 2006b; Weiß et al., 2007; Kim et al., 2007; Williams
and Hollingsworth, 2005; Kim et al., 2006a), we found that in our industrial
settings, most project histories did not contain the necessary information. This
limits the applicability of the spatial coincidence approach. Second, in order
to accurately measure the number of rule violations and known faults, it is
important to precisely define which source code entities are going to be part
of the measurements. Source files for different builds may be interleaved in
the source tree, so selection may not always be a trivial matter. For instance,
some source files can be slightly altered when built for different platforms,
so this may influence the number of measured violations. In addition, some
faults may be present in the program when built for one platform but not for
others, thus the selection may also influence the measured number of faults.
Finally, the inspection tool used to detect violations can also influence results,
as it might produce false positives, i.e., signaling a violation when in fact the
corresponding code complies with the rule. Unfortunately, some inaccuracy
in (complex) static analysis is unavoidable, and the extent may differ from one
implementation to the next.
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4.6

R E L AT E D W O R K

In recent years, many studies have appeared that take advantage of the data
present in SCM systems and bug databases. These studies exhibit a wide array
of applications, ranging from an examination of bug characteristics (Li et al.,
2006), techniques for automatic identification of bug-introducing changes (Sliwerski et al., 2005; Kim et al., 2006b), bug-solving effort estimation (Weiß et al.,
2007), prediction of fault-prone locations in the source (Kim et al., 2007), and
identification of project-specific bug-patterns, to be used in static bug detection tools (Williams and Hollingsworth, 2005; Kim et al., 2006a).
Of all those applications, closest to our work is the history-based warning
prioritization approach by Kim and Ernst (Kim and Ernst, 2007b). This approach seeks to improve the ranking mechanism for warnings produced by
static bug detection tools. To that end, it observes which (classes of) warnings were removed during bug-fix changes, and gives classes with the highest
removal rate (i.e., the highest true positive rate) the highest priority. The approach was evaluated using different Java bug detection tools on a number
of open-source Java projects. Although they do use the version history as input to the algorithm, the empirical data reported (true positive rates) covers
only warnings of a single version of every project. In addition, there is a potential issue with using true positive rates for comparing rules on accuracy
if the number of warnings for those rules are different (as discussed in Section 4.4.2). Another difference with our study is the application domain: we
assess a coding standard for embedded C development on an industrial case.
While we report on data obtained from a longitudinal study of a single
project, Basalaj (Basalaj, 2006) uses versions from 18 different projects at a
single point in time. He computes two rankings of the projects, one based
on warnings generated by QA C++, and one based on known fault data. For
certain warnings, a positive rank correlation between the two can be observed.
Unfortunately, the paper highlights 12 positively correlated warning types,
and ignores the negatively correlated ones (reportedly, nearly 900 rules were
used). Apart from these two studies, we are not aware of any other work that
reports on measured relations between coding rules and actual faults.
As many studies as exist using software history, so little exist that assess
coding standards. The idea of a safer subset of a programming language,
the precept on which the MISRA coding standard is based, was promoted by
Hatton (Hatton, 1995). In (Hatton, 2004) he assesses a number of coding standards, introducing the signal to noise ratio for coding standards, based on the
difference between measured violation rates and known average fault rates.
The assessment of the MISRA standard was repeated in (Hatton, 2007), where
it was argued that the update was no real improvement over the original standard, and “both versions of the MISRA C standard are too noisy to be of any
real use”. The methods we introduce in this chapter can be used to specialize
a coding standard for a certain project, so as to make use of them in the best
way possible. In addition they can be used to build a body of empirical data
to assess them in a more general sense, and the data presented here are a first
Chapter 4. Assessing Coding Standards Rules: A Pilot Study

77

step towards that goal.
4.7

CONCLUSIONS

The contributions of this chapter are (1) a description and comparison of two
approaches to quantify the relation between coding rule violations and faults;
and (2) empirical data on this relation for the MISRA standard in the context
of an industrial case.
From the data obtained, we can make the following key observations. First,
there are 9 out of 72 rules for which violations were observed that perform
significantly better (α = 0.05) than a random predictor at locating fault-related
lines. The true positive rates for these rules range from 24-100%. Second, we
observed a negative correlation between MISRA rule violations and observed
faults. In addition, 29 out of 72 rules had a zero true positive rate. Taken together with Adams’ observation that all modifications have a non-zero probability of introducing a fault (Adams, 1984), this makes it possible that adherence to the MISRA standard as a whole would have made the software less
reliable. This observation is consistent with Hatton’s earlier assessment of the
MISRA C 2004 standard (Hatton, 2007).
These two observations emphasize the fact that it is important to select
accurate and applicable rules. Selection of rules that are most likely to contribute to an increase in reliability maximizes the benefit of adherence while
decreasing the necessary effort. Moreover, empirical evidence can give substance to the arguments of advocates of coding standards, making adoption of
a standard in an organization easier. However, correlations and true positive
rates as observed in this study may differ from one project to the next. To
increase confidence in our results, and to investigate if we can distinguish a
consistent subset of MISRA rules positively correlated with actual faults, we
intend to repeat this study for a number of projects. In addition, we intend to
address some of the issues encountered when using correlations, as discussed
in Section 4.5.
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On the Relation Between Coding Standard
Violations and Faults

5

In spite of the widespread use of coding standards and tools enforcing their
rules, there is little empirical evidence supporting the intuition that they prevent the introduction of faults in software. In Chapter 4, we performed a pilot
study to assess the relation between rule violations and actual faults, using
the MISRA C 2004 standard on an industrial case. In this chapter, we investigate three different aspects of the relation between violations and faults on
a larger case study, and compare the results across the two projects. We find
that 10 rules in the standard are significant predictors of fault location.

5.1

INTRODUCTION
oding standards have become increasingly popular as a means to en-

C

sure software quality throughout the development process. They typically ensure a common style of programming, which increases maintainability, and prevent the use of potentially problematic constructs, thereby
increasing reliability. The rules in such standards are usually based on expert
opinion, gained by years of experience with a certain language in various contexts. Over the years various tools have become available that automate the
checking of rules in a standard, helping developers locate potentially difficult
or problematic areas in the code. These include commercial offerings (e.g.,
qa-c,1 K7,2 CodeSonar3 ) as well as academic solutions (e.g., (Johnson, 1978;
Engler et al., 2000; Flanagan et al., 2002)). Such tools generally come with
their own sets of rules, but can often be adapted so also custom standards
can be checked automatically. In a recent investigation of bug characteristics,
Li et al. argued that early automated checking has contributed to the sharp
decline in memory errors present in software (Li et al., 2006). However, in
spite of the availability of appropriate standards and tools, there are several
issues hindering adoption.
Automated inspection tools are notorious for producing an overload of
non-conformance warnings (referred to as violations in this chapter). For
instance, 30% of the lines of the project used in this study contained such a
violation. Violations may be by-products of the underlying static analysis,
1 www.programmingresearch.com
2 www.klocwork.com
3 www.grammatech.com
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which cannot always determine whether code violates a certain check or not.
Kremenek et al. observed that all tools suffer from such false positives, with
rates ranging from 30-100% (Kremenek et al., 2004). Furthermore, rules may
not always be appropriate for all contexts, so that many of their violations can
be considered false positives. Again using our current case as an example,
we find that one single rule is responsible for 83% of all violations, unlikely
to only point out true problems. As a result, manual inspection of violating
locations adds a significant overhead without clear benefit.
As mentioned before, coding standards can be used for a variety of reasons, but in this chapter we will focus on their use for fault prevention. From
this viewpoint, there is an even more ironic aspect to enforcing such noisy,
ineffective, rules. Any modification of the software has a non-zero probability of introducing a new fault, and if this probability exceeds the reduction
achieved by fixing the violation, the net result is an increased probability of
faults in the software (Adams, 1984).
Clearly, it is of great interest to investigate if there is empirical evidence
for the relation between rule violations and actual faults. Knowledge of this
relation will aid developers in selecting the most ‘promising’ violations from
the myriad of possibilities. In Chapter 4 we presented a pilot study on a small
industrial case and the MISRA C 2004 standard, where we found that this relation changes with different parts of the history and different rules (see also
(Boogerd and Moonen, 2008a), with updated analysis in (Boogerd and Moonen, 2008b)). The MISRA standard is a widely adopted industrial standard for
C, making it an interesting candidate for study. In this chapter, we repeat this
study on a larger and more mature project to find out if the standard contains
rules that are good fault predictors in both cases. In addition, we look at the
value of violations for fault prediction on different granularities than a single
line (i.e., files or modules).
We discuss research questions plus measurement setup in Section 5.2, and
the particular project and standard under study in Section 5.3. The resulting
empirical data is presented in Section 5.4. We evaluate the results and answer
the research questions in Section 5.5. Finally, we compare with related work
in Section 5.6 and summarize our findings in Section 5.7.

5.2

STUDY DESIGN

This chapter aims to answer three research questions with regard to the relation between violations and observed faults. All three are meant to test
the idea that violations can be considered potential faults, and that they will
truthfully point out problem areas at least some of the time. We discuss the
questions and outline our approach, after which we explain some important
measures and the data collection process.
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5.2.1 Research Questions
A first intuition as to the relation between violations and faults might deal
with absolute numbers: more violations in a certain file should indicate more
faults, and more violations in a new release means more faults than in the
previous one. However, larger codebases probably contain more violations
as well as more faults than smaller ones. Since we are not interested in the
relation between size and violations or faults, we will use fault and violations
densities, i.e., the number of faults or violations per line of code. Concretely,
consider two files, one of size n with v violations and f faults, and another
of size 2n. If the second file has 2v violations and 2 f faults, we do not want
to attribute the increase in faults to the increase in violations, but rather the
increase in size. On the other hand, if there are 3v violations and 3 f faults,
the extra addition may be related to the increase in violations, aptly expressed
using densities.
RQ1 Are releases with a higher violation density more fault-prone?

To answer this question, we record the densities of violations and faults over
time (sequence of releases) for the complete project. As part of the changes
between two releases are related to fixing faults, this should also cause a
change in the observed violations. If consistent, this shows by a correlation
between both measures. Although this investigation treats the project as a
whole, it is also important to take the location of faults into account, which
we will do next.
RQ2 Are files or modules with a higher violation density more fault-prone?

Here we measure the fault and violation densities for every file or module
within a single release. These measures are subsequently used to create two
rankings (based on either fault or violation density) and compute a correlation. We test two different levels of granularity to find out whether there are
any differences in the prediction accuracy; file and module, the latter one in
our case being a small number of functionally-related files. These levels are
rather coarse-grained, whereas violations are usually concerned with a single
line of code. This motivates our third question:
RQ3 Are lines with violations more likely to point to faults than lines without?

Answering this in a similar fashion as the previous question is infeasible. After all, it will almost be a binary classification: some lines will have a violation,
some others will not, and only very few may have more than one. Instead, we
compute the ratio with which violations correctly predict faulty lines. This is
accomplished by tracking the violations over the history of the project, finding
out whether the line was involved in a bugfix at some point. By doing this for
every violation we can obtain a true positive rate, an indication of the predictive
strength of violations on a line level.
Chapter 5. On the Relation Between Coding Standard Violations and Faults
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These questions are stated using ‘violations’ in general, but individual rules
may behave very differently indeed. We therefore differentiate these questions
per rule. In particular, we investigate which rules are most effective in fault-prediction
as per the three questions. In the following, we refer to the approaches used
to answer these questions by the number of the corresponding question, for
instance, A1 is the approach used to solve RQ1.
5.2.2 Data collection
We analyze a Software Configuraton Management (SCM) system and its accompanying issue database to link violations to faults. This impacts the definition of our measures: we define a violation to be a signal of non-conformance
of a source code location to any of the rules in a coding standard; a bug to be
an issue in the database for which corrective modifications have been made
to the source code (a fix); the original, faulty lines constitute the fault. The
corresponding densities are the number of violations or faults divided by the
number of lines of code of the corresponding unit (be it project, module or
file). We opt for physical lines of code rather than the number of statements,
as not all rules in a standard need be concerned with statements, but can
also involve comments or preprocessor directives. To compute correlations
we chose a non-parametric statistic, Spearman’s ρ, instead of Pearson’s r, to
minimize issues with the distribution of the input populations.
Measuring densities
For RQ1, we need the number of violations, the number of faults, and the size
(LoC) for every release. Figure 5.1 illustrates the steps involved in the mea82
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Figure 5.2 File-version and annotation graphs

surement process. First we select the range of releases relevant to the study,
i.e., the ones part of the selected project. We iterate over all the releases, retrieved from the source repository (1), performing a number of operations for
each. From a release, we extract the configuration information (2) necessary
to run the automatic code inspection (3), which in turn measures the number
of violations. This configuration information includes the set of files that are
to be part of the measurements, determined by the project’s build target. We
record this set of files and take some additional measurements (4), including
the number of lines of code in the release. Once we have these measures for
every release, we can determine a correlation between violation density and
fault density.
Matching faults and violations
Answering the two other research questions also requires location information. We start gathering this information by checking which file versions
are associated with faults present in the issue database (5). We proceed to
compute a difference with previous revisions, indicating which changes were
made in order to solve the issue, and marking the modified lines. When all issues have been processed, and all lines are marked accordingly, the complete
file history of the project is traversed to propagate violations and determine
which ones were removed with a fix. All this takes place in the Line Tagger
(6), described below.
Using the set of files recorded in (2) the Line Tagger constructs a file version graph, retrieving missing intermediate file versions where necessary. For
every file-version node in the graph, we record the difference with its neighbors as annotation graphs. An example is displayed in Figure 5.2. The round
nodes denote file versions, each edge in that graph contains an annotation
graph, representing the difference between the two adjoining nodes. Lines in
the annotation graph can be either new (light gray), deleted (black) or modified (dark gray, pair of deleted and new line).
Consequently, we can trace the lines involved in a fault-fix, designated as
Chapter 5. On the Relation Between Coding Standard Violations and Faults
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faulty lines, to their origin. We use this to estimate the number of (latent)
faults in a file or module in a particular release. Combined with the other
measures, violations and LoC, we can determine a correlation between fault
and violation density. Using the file-version graph, matching faulty and violating lines becomes straightforward. To compute the true positive ratio, we
also need the total number of lines, defined as the number of unique lines
over the whole project history. What we understand by unique lines is also
illustrated in Figure 5.2: if a line is modified, it is considered a whole new
line. This makes sense, as it can be considered a new candidate for the code
inspection. In addition, it means that violations on a line present in multiple versions of a file are only counted once. Our line tagging is similar to
the tracking of fault-fixing lines in (Kim and Ernst, 2007b), although we track
violations instead.
Determining significance of matchings
Dividing the number of hits (violations on faulty lines) by the total number
of violations results in the desired true positive rate. But it does not give
us a means to assess its significance. After all, if the code inspection flags
a violation on every line of the project, it would certainly result in a true
positive rate greater than zero, but would not be very worthwhile. In fact,
any random predictor, marking random lines as faulty, will, with a sufficient
number of attempts, end up around the ratio of faulty lines in the project.
Therefore, assessing significance of the true positive rate means determining
whether this rate is significantly higher than the faulty line ratio. Modeling
this proceeds as follows. The project is viewed as a large repository of lines,
with a certain percentage p of those lines being fault-related. A rule analysis
marks n lines as violating, or in other words, selects these lines from the
repository. A certain number of these (r) is a successful fault-prediction. This
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is compared with a random predictor, which selects n lines randomly from the
repository. Since the number of lines in the history is sufficiently large and
the number of violations comparably small, p remains constant after selection,
and we can model the random predictor as a Bernoulli process (with p= p and
n trials). The number of correctly predicted lines r has a binomial distribution;
using the cumulative distribution function we can compute the significance of
a true positive rate (r/n).
Another way to assess true positive rates is by comparison with the fault
injection rate, or the ratio of fault-related newly-written lines. Since every modification has a non-zero probability of introducing a fault, fixing violations
with a low fault probability might have an adverse effect on the software.
The fault injection rate can provide us with a safety threshold. Computing
this number is fairly straightforward using the file-version and annotation
graphs; we simply propagate the fault-related lines backwards through the
history, marking each related line. After completion of the marking step, we
extract the total number of inserted lines as well as the number of new lines
marked faulty.
5.3

CASE DESCRIPTION

Project For this study, we selected a software component of the NXP TV plat-

form (referred to here as TVC, for TV component). The project was selected
because of its size, maturity and high quality of the data in the repository.
No coding standard or inspection tool was actively used. This allows us to
actually relate rule violations to fault-fixing changes; if the developers would
have conformed to the standard we are trying to assess, they would have been
forced to remove all these violations right away.
The TVC project is part of a larger archive, structured as a product line,
primarily containing embedded C code. This product line has been under
development for a number of years and most of the code to be reused in
new projects is quite mature. We selected from this archive the development
for one particular TV platform, from the first complete release in June 2006,
until the last one in April 2007. The sequence comprises approximately 40
releases. In addition, we selected issues from the issue database that fulfilled
the following conditions: (1) classified as ‘problem’ (thus excluding feature
implementation); (2) involved with C code; and (3) had status ‘concluded’ by
the end date of the project.
Coding standard The standard we chose for this study is the MISRA standard,

first defined by a consortium of automotive companies (The Motor Industry
Software Reliability Association) in 1998. Acknowledging the widespread use
of C in safety-related systems, the intent was to promote the use of a safe
subset of C, given the unsafe nature of some of its constructs (Hatton, 1995).
The standard became quite popular, and was also widely adopted outside the
automotive industry. In 2004 a revised version was published, attempting to
prune unnecessary rules and to strengthen existing ones.
Chapter 5. On the Relation Between Coding Standard Violations and Faults
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The study was implemented using Qmore and CMSynergy.
Qmore is NXP’s own front-end to QA-C version 7, using the latter to detect
MISRA rule violations. Configuration information required by Qmore (e.g.,
preprocessor directives, include directories) is extracted from the configuration files (Makefiles driving the daily build) that also reside in the source tree.
For the measurements, all C and header files that were part of the daily build
were taken into account. The SCM system in use at NXP is CMSynergy, featuring a built-in issue database. All modifications in the SCM are grouped
using tasks, which in turn are linked to issues. This mechanism enables precise extraction of the source lines involved in a fix.
Implementation

5.4

R E S U LT S

In this section, we present the results of our study, as well as some interesting
observations and how they impact the approaches we used. We first consider
some characteristics of the software that may impact our analyses. Figure
5.3(a) illustrates the evolution of faults and violations over time. The number
of faults fluctuates between 20 and 40 per release for most of the history, and
later decreases rapidly. From discussions with the development team, we
learned that this is typical behavior for this kind of project, where at first the
focus is on feature implementation, fixing only the most severe faults, and
near the end of the project all open issues are solved. Figure 5.3(b) plots the
overall relation between fault and violation density, but no relation becomes
apparent here, nor does it highlight different phases of the project.
However, one salient detail is that in TVC only 17% of the involved files
is modified during the project. This is clearly visible in the distribution of
changes, depicted in Figure 5.4(a). The long bar in the plot represents the
portion of files that were not changed or changed only a few times. It can be
explained by the fact that the TVC development is based on a product line,
which includes a large amount of mature code, used in different settings over
time. Since our approaches determine the relation between violations and
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faults based on changes, we need to determine how this impacts their results,
for presentation in this chapter as well as comparison with our earlier study.
We discuss this point as we discuss results for each of the three approaches.
In this discussion, we consider both the project as a whole (all files, marked
‘all’), and the set of files part of the new development (the aforementioned
17%, marked ND for short).
5.4.1 A1: Cross-release analysis
This approach is not influenced by the distribution of changes throughout the
project, as it treats the project as a whole, looking at changes in violations and
faults with no regard for location. As is shown in Figure 5.3(b), there is no
overall relation between fault and violation density across releases. However,
a relation could be discerned for some individual rules. We have summarized
the rules in three classes, having either a positive, negative or no correlation.
an overview of the data for a selected set of rules, and a number of aggregate
classes of violations is provided in Table 5.1. A complete overview of all data
is available in Appendix A, Tables A.10 through A.12. The leftmost columns
hold the data for the complete project, the right half of the table pertains to ND
only. The first four columns contain data relevant to this approach: the total
number of violations found and the strength of the cross-release relation (R2 )
with the classification obtained by manual inspection of scatter plots between
parentheses.
5.4.2 A2: In-release analysis
Figures 5.4(b) and 5.4(c) illustrate the differences for A2 between the complete set of files (all) and the set of changed files (ND). Clearly visible is the
large band of points on the bottom of Figure 5.4(b), representing the set of
non-faulty (and largely unchanged) files, which is absent in the other Figure.
Again, in these cases both graphs show no relation at all. For a practical application of A2 (i.e., finding the most faulty locations) it makes little sense
Chapter 5. On the Relation Between Coding Standard Violations and Faults
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to include files that we know are probably not faulty. Therefore, in Figures
5.5(a)-5.5(c) we choose to illustrate ND files only. They show the relation for a
selected set of rules, i.e., the ones performing consistently well in the related
approach, A3. The other rules could not be consistently related to faults on
a line level, and will therefore not show a relation on a higher level of granularity. The figures show the rankings for each file, in violation density on
the horizontal axis, and fault density in the vertical axis, where fault density
is measured as number of faulty lines/loc. We see in the leftmost figure that
there are some files for which no violations were found, resulting in the vertical ‘bar’ of points. If we zoom in on the set of files for which we have found
violations (middle figure), we can observe a positive, significant rank correlation, albeit small (R2 = 0.05, p = 0.04). The picture changes later on in the
release history, as we find more files with no known faults present (the rightmost figure). The relation continues to exist (R2 = 0.11, p = 0.004), although
more flawed, as now we have a horizontal ‘bar’ of mispredictions on the bottom. Note that the discussion in these sections focuses on the file level, for
the module-level results were similar.
5.4.3 A3: Line-based analysis
For A3, the skewed change distribution makes a comparison with a random
predictor over the whole project to determine significance awkward, since we
have more prior knowledge about the distribution of faults. To be fair, we
would have to compare to a random predictor choosing only from the set of
changed files. To understand the impact of the change distribution, we have
computed two different precision rates, one for the complete project, and one
for the set of ND files. Both have been displayed in columns 4, 8 (absolute)
and 5, 9 (ratio) of Table 5.1, with an asterisk marking those rules that perform
significantly better than random (α = 0.05). We can see that most rules that
are significant on the complete development remain so when the analysis is
confined to only the new development; only rule 15.3 changes.
5.5

DISCUSSION

In this section, we discuss the meaning of the results in light of our research
questions, as well as some validity threats. For each of the questions, we include a comparison with our previous case study, TVoM (Boogerd and Moonen, 2008b).
5.5.1 RQ1: Cross-release analysis
A number of observations can be made as to the cross-release relation between violations and faults. First of all, only for a subset of the rules (14/88)
we witness a positive correlation. This in itself is similar to our previous
study, but the rules themselves are different this time. Second, looking at
different phases of the project did not yield a consistent image; we tried in88

True positives (ratio)–

True positives (abs)–

Cross-release (R2 )–

Total violations–

True positives (ratio)–

New development
True positives (abs)–

Cross-release (R2 )–

Total violations–

MISRA rule–

All development

1.1
122 0.00 (o)
2 0.02
7 0.04 (o)
2 0.29*
3.4
45 0.21 (+)
4 0.09*
22 0.02 (o)
4 0.18*
477 0.17 (o)
25 0.05*
65 0.09 (o)
25 0.38*
5.1
8.1
233 0.01 (o)
5 0.02*
35 0.00 (o)
5 0.14*
8.6
14 0.34 (o)
1 0.07*
7 0.09 (o)
1 0.14*
10.1
3866 0.00 (o) 179 0.05* 1081 0.01 (o) 179 0.17*
10.2
27 0.00 (o)
6 0.22*
15 0.01 (o)
6 0.40*
10.6
226 0.12 (+)
7 0.03*
64 0.01 (o)
7 0.11*
11.3
1854 0.05 (o)
58 0.03*
532 0.15 (+)
58 0.11*
12.1
2684 0.11 (-)
76 0.03*
963 0.02 (o)
76 0.08*
795 0.00 (o)
21 0.03*
148 0.21 (o)
21 0.14*
12.5
12.6
252 0.11 (-)
6 0.02*
57 0.00 (o)
6 0.11*
12.7
5935 0.00 (o)
48 0.01
740 0.05 (o)
48 0.06*
12.13
51 0.00 (o)
4 0.08*
15 0.02 (o)
4 0.27*
13.2
2636 0.40 (-)
64 0.02* 1076 0.07 (o)
64 0.06*
14.3
4415 0.18 (+)
36 0.01
781 0.01 (o)
36 0.05*
14.8
665 0.19 (-)
10 0.02
88 0.09 (o)
10 0.11*
14.10
129 0.28 (+)
10 0.08*
63 0.02 (o)
10 0.16*
15.3
30 0.06 (o)
1 0.03*
23 0.03 (o)
1 0.04
16.10 14304 0.04 (o) 111 0.01
2189 0.07 (o) 111 0.05*
55 0.00 (o)
4 0.07*
25 0.04 (o)
4 0.16*
19.5
19.7
1008 0.02 (o)
7 0.01
103 0.00 (o)
7 0.07*
20.2
477 0.01 (o)
1 0.00
9 0.06 (o)
1 0.11*
neg
16356 0.29 (o) 204 0.01*
198 0.32 (o)
6 0.03
none 249251 0.03 (o) 1482 0.01 50584 0.01 (o) 1672 0.03*
pos
5927 0.25 (o)
57 0.01
747 0.15 (o)
65 0.09*

Table 5.1 Summary of relation between violations and faults per rule for TVC1,
both complete source code and new development only

vestigating the correlation for the first and second part (dominated by either
feature implementation or fault-fixing) but to no avail. This is different from
our previous study, where those two phases were also clearly distinguishable
in the scatter plot between fault and violation density. Finally, for 14 rules we
observe a negative correlation, which is very counter-intuitive.
To understand this, recall that correlations are not proof of a causal relation.
Specifically, there could be underlying factors influencing both measures, resulting in a correlation. For instance, suppose that, whenever a developer fixes
a fault in the code, he adds a few lines of comments to describe what the fault
was and how it is now fixed. Instead of using regular C comments he uses
C++ style comments, which is forbidden by rule 2.1 of the MISRA standard.
This would cause a consistent increase in violations with a decrease in faults,
and could lead us to observe a negative correlation. Apart from this issue,
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there is the influence of other modifications than fault-fixes on the violation
density, which may also impact the correlation. This issue is not present in
the other two approaches used, and is likely to be responsible for the limited
agreement between A1 and A2/A3 on the rules that are positively correlated.
5.5.2 RQ2: In-release analysis
In this analysis, we assess the relation between the location of faults and violations on a file or module level, and it raises some interesting issues. First,
in TVC many files were never part of active development, thus unlikely to
be involved in fault-fixing at any point during the project. This shows by
the horizontal bar in Figure 5.4(b); A2 can only be reliably used on the set of
modified files as in Figure 5.4(c). In other words, if we were to use A2 to predict fault-proneness, we would have to couple it with an approach to predict
change intensity. Interestingly, this does not appear to be very hard in this
case: for instance, the set of changed files between the first two releases that
we analyzed correctly predicts 85% of the total set of files changed at some
point in the project history.
Second, since there is no overall relation between fault and violation density, we use a subset of rules to create a ranking. However, this results in a set
of files for which there are no violations, as can be observed in Figure 5.5(a).
Instead of treating a lack of violations as a vote of confidence, this graph suggests it is better to see it as a lack of inspection. In other words, no predictive
value can be attached to files without violations.
5.5.3 RQ3: Line-based analysis
As approaches A2 and A3 are based on the same technique of tracking faults
and violations throughout the history, their results are similar. However, the
results for A3 do not entirely correspond with A1. Although again, there is a
subset of rules that indicate a relation between violations and faults, the two
methods agree on only three rules (3.4, 10.6 and 14.10). As a general principle,
A3 is more strict than A1, as it has an extra requirement (location). Thus, the
difference in results can be tracked back to this requirement, in two ways: (1)
the otherwise positive relation is obscured by changes other than fault-fixes
(relation in A1, no relation in A3); and (2) the relation is inadvertently read in
changes other than fault-fixes (relation in A1, no relation in A3).
In addition, the set of well-performing rules found here does not correspond with the set found in our previous study, they agree only on three rules
(8.1, 12.7 and 12.13). The question remains why these rules in particular feature so prominently. Three of well-performing rules involve arithmetic type
conversions (chapter 10 in MISRA C). Also in an informal discussion with
an architect of the TVC project, those were identified as potentially related to
known faults. In fact, the development team was making an effort to study
and correct these violations for the current release. However, the other rules
selected by our analysis were less harmful in his experience. Summarizing,
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the set of rules found to be performing well can identify more fault-prone
lines (RQ3) or files (RQ2, to a lesser extent). The significance tests rule out
the possibility of a chance occurrence, but it may still not be easy to find a
direct causal relation between the violations and the faults they are matched
with. Such a causal relation is difficult to determine, even in case of manual
inspection of all fault-violation matchings by a domain expert.
The results suggest the importance of tailoring a coding standard to a specific domain, as the observed violation severity differs between projects. They
also show that, within one project, it is possible to identify rules that are good
fault predictors. As such, the approaches in our study can assist in tailoring a
coding standard, by providing continuous monitoring of rule violation severities (i.e., true positive rates) over the course of a project. In other words, one
can start a project with a minimal set of rules, deemed useful for that specific
domain, then gradually add rules that have proved to be good predictors of
faults. While less appropriate for small projects, it is useful for long-running
projects or product lines. Also, when a coding standard is introduced on
an existing codebase, the approaches can assist developers in prioritizing the
multitude of violations.
5.5.4 Threats to validity
Internal validity With regard to the validity of the measurements themselves,

we can make a few remarks. First, the correlations in A1 are sensitive to
changes other than fault-fixes; they may obscure an otherwise positive relation or even inadvertently signal one (as mentioned in the discussion before).
Although we analyzed different phases of the project separately, this did not
result in a consistent picture.
Second, the number of faults per release in A1 is inaccurate, as only the
number of open issues is considered. This excludes dormant faults, which is
partly alleviated in the two other methods as they propagate faults through
the history. Faults present in the software at the end of development remain
invisible to all approaches. However, Fenton found in his case study that the
number of issues found during 12 months of operational use was an order of
magnitude smaller than found during pre-release testing (Fenton and Ohlsson, 2000). Furthermore, development only ends after the product has been
integrated into client products, and therefore all major issues will have been
removed. Also, it is possible that some violations, removed in non-fix modifications, pointed to latent faults. However, this category contains only 3% of
the total number of violations (in the ND files), and is therefore unlikely to
change the existing results significantly.
Finally, the matching between violations and faults may be an underestimation: some fault-fixes only introduce new code, such as the addition of a
previously forgotten check on parameter values. Overestimation is less likely,
although not all lines that are part of a fault-fix may be directly related to the
fault (for instance, moving a piece of code). Even so, violations on such lines
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still point out the area in which the fault occurred. In addition, by computing
significance rates we eliminated rules with coincidental matchings.
External validity Generalizing our results appears difficult if even a comparison with a previous case from the same company does not yield consistent
results. They are consistent in the sense that there is a small subset of rules
performing well, while no such relation exists for the other rules. However,
the rules themselves differ. There are two important differences between both
projects that could impact the way in which code is written: (1) TVC is a product line, with more mature code than TVoM; and (2) TVC contains a significant
number of domain-specific algorithms and procedures, requiring specialized
developers. An interesting question remains whether multiple projects based
on the same product line will exhibit similar behavior. In addition, note that
the set of rules analyzed in this study is a subset (88/141) of all the rules in
the MISRA standard, as no violations were found for all rules. However, the
analyzed rules cover almost all of the topics (i.e., chapters) of the standard.
Only chapters 4 (two rules on character sets) and 7 (one rule on constants) are
not present.
There are two requirements for the used approaches that should be considered when replicating this study. The first is that of the strict definition of
which files are part of the analysis as well as what build parameters are used,
as both may influence the lines included in the subsequent analysis, and thus
the number of faults and violations measured. The second requirement is a
linked software version repository and issue database, which may not always
be defined as strictly as in our case, but which many studies have successfully
used before (Li et al., 2006; Sliwerski et al., 2005; Kim et al., 2006b; Weiß et al.,
2007; Kim et al., 2007; Williams and Hollingsworth, 2005; Kim et al., 2006a).
5.6

R E L AT E D W O R K

In recent years, many approaches have been proposed that benefit from the
combination of data present in SCM systems and issue databases. Applications range from an examination of bug characteristics (Li et al., 2006),
techniques for automatic identification of bug-introducing changes (Sliwerski
et al., 2005; Kim et al., 2006b), bug-solving effort estimation (Weiß et al., 2007),
prioritizing software inspection warnings (Kim and Ernst, 2007a,b), prediction
of fault-prone locations in the source (Kim et al., 2007), and identification of
project-specific bug-patterns, to be used in static bug detection tools (Williams
and Hollingsworth, 2005; Kim et al., 2006a). Some studies use repositories to
link source code metrics to fault-proneness, such as in (Fenton and Ohlsson,
2000; Yu et al., 2002; Gyimóthy et al., 2005; van der Meulen and Revilla, 2007).
Software inspection (or defect detection) tools have also been studied widely.
Rutar et al. studied the correlation and overlap between warnings generated
by the ESC/Java, FindBugs, JLint, and PMD static analysis tools (Rutar and
Almazan, 2004). They did not evaluate individual warnings nor did they try
to relate them to actual faults. Zitser et al. evaluated several open source
static analyzers with respect to their ability to find known exploitable buffer
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overflows in open source code (Zitser et al., 2004). Engler et al. evaluate the
warnings of their defect detection technique in (Engler et al., 2001). Heckman
et al. proposed a benchmark and procedures for the evaluation of software inspection prioritization and classification techniques (Heckman and Williams,
2008). Unfortunately, the benchmark is focused at Java programs.
Wagner et al. compared results of defect detection tools with those of code
reviews and software testing (Wagner et al., 2005). Their main finding was
that bug detection tools mostly find different types of defects than testing, but
find a subset of the types found by code reviews. Warning types detected by a
tool are analyzed more thoroughly than in code reviews. Li et al. analyze and
classify fault characteristics in two large, representative open-source projects
based on the data in their SCM systems (Li et al., 2006). Rather than using
software inspection results they interpret log messages in the SCM.
Basalaj studied the link between QA C++ warnings and faults for snapshots
from 18 different projects and found a positive rank correlation for 12 out of
900 warning types (Basalaj, 2006). Wagner et al. evaluated two Java defect
detection tools on two different software projects (Wagner et al., 2008), investigating whether these tools were able to detect defects occurring in the field.
Their study could not confirm this possibility for their two projects. Apart
from these two studies, we are not aware of any other work that reports on
measured relations between coding rules and actual faults.
The idea of a safer subset of a language, the precept on which the MISRA
coding standard is based, was promoted by Hatton (Hatton, 1995). He assessed MISRA C 2004 in (Hatton, 2007), arguing that the update was no real
improvement over the original standard, and “both versions of the MISRA C
standard are too noisy to be of any real use”. This study complements the assessment by providing new empirical data and by investigating opportunities
for selecting an effective non-noisy subset of the standard.
5.7

CONCLUSIONS

In this chapter, we have discussed three analyses of the relation between coding standard violations and observed faults, and presented relevant empirical
data for an industrial software project. Summarizing the discussion and the
results, we arrive at the following conclusions for our case study:
RQ1 Are releases with a higher violation density more fault-prone?

Overall we did not find such a relation, only for some individual rules. Also,
we did not find any phases in the project for a which a relation does exist,
contrary to our previous experience (Boogerd and Moonen, 2008b). The results from the approach used for this question did not agree with the other
two, and must considered less reliable due to the less precise measuring of the
number of faults. Future work is to employ the same fault-tracking approach
to arrive at more consistent results.
RQ2 Are files or modules with a higher violation density more fault-prone?
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This holds for 10 rules in the standard, with some reservations. There is no
reliable prediction for files without active development (no changes) nor for
files without violations. Also, the observed relation becomes less pronounced
in time, as the number of registered open faults decreases.
RQ3 Are lines with violations more likely to point to faults than lines without?

As with RQ2, we cannot make this claim overall. For the same set of rules
as in RQ2 this did appear to be the case (significant with α = 0.05). Also this
set differs from the one found in our previous study (Boogerd and Moonen,
2008b), indicating that a change of domain, even within the same organization
with similar processes, can have a large impact on these measurements.
Apart from answering our three research questions, this study also indicates that making an effort to adhere to all rules in a standard should not
be considered erring on the safe side of caution. On the contrary: we reiterate the findings of our previous study, where we found that adherence to
a complete coding standard without customization may increase, rather than
decrease, the probability of faults (Boogerd and Moonen, 2008b). Only 10 out
of 88 rules significantly surpassed the measured fault injection rate. Even if
fixing violations (be it immediately or later on an existing codebase) would
be less fault-prone than an average modification, we are still left with a true
positive rate of zero for half of the rules. In addition, we conclude that the
particular rules that perform well for one project may not hold for another,
even in a similar context. To test this aspect further, we intend to repeat this
study for multiple projects within the same product line. In any event, both
conclusions argue for careful selection of rules from a coding standard, taking
into account the context at hand.
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Using Software History to Guide
Application of Coding Standards
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In spite of the widespread use of coding standards and tools enforcing their
rules, there is little empirical evidence supporting the intuition that they prevent the introduction of faults in software. Therefore, we propose to use
software and issue archives to link standard violations to known bugs. This
information can then be used to address two practical issues in using a coding standard: which rules to adhere to, and how to rank violations of those
rules. In this chapter, we discuss a history-based approach and apply it to
three industrial projects. We find that the approach helps in selecting sets of
rules that reduce the number of locations to inspect by 64% to 95%, while still
containing 64% to 86% of the real issues covered by all rules.

6.1

INTRODUCTION
oding standards have become increasingly popular as a means to en-

C

sure software quality throughout the development process. They typically ensure a common style of programming, which increases maintainability, and prevent the use of potentially problematic constructs, thereby
increasing reliability. The rules in such standards are usually based on expert opinion, gained by years of experience with a certain language in various
contexts. In addition, over the years various tools have become available that
automate the checking of rules in a standard, helping developers to locate
potentially difficult or problematic areas in the source code. These include
commercial tools (e.g., qa-c,1 K7,2 CodeSonar3 ) as well as academic solutions
(e.g., (Johnson, 1978; Engler et al., 2000; Flanagan et al., 2002)). Such tools generally come with their own sets of rules, but can often be adapted such that
also custom standards can be checked automatically. In a recent investigation
of bug characteristics, Li et al. argued that early automated checking has contributed to the sharp decline in memory errors present in software (Li et al.,
2006).
In spite of the availability of appropriate standards and tools, there are
several issues hindering adoption. Automated inspection tools are notorious
for producing an overload of non-conformance warnings (referred to as viola1 www.programmingresearch.com
2 www.klocwork.com
3 www.grammatech.com
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“12.7 (req) Bitwise operators shall not be applied to operands whose underlying type is signed.”
ERROR: COMPLIANCE: Bitwise operations on signed data will give
implementation defined results. At line: 330, column: 17,
in file Draw.c - Check rule QL3:MISRA.12.7

Figure 6.1 Example of one of the MISRA C: 2004 rules and a violation of the rule
as reported by an automatic code inspection tool.

tions in this chapter). For instance, 30% of the lines of one of the projects used
in this study contained a violation of the MISRA C: 2004 standard, a widely
adopted industrial standard for C (MISRA, 2004). A typical MISRA rule along
with the corresponding violation are shown in Figure 6.1. There are several
reasons for the large number of violations reported by code inspection tools.
Violations may be by-products of the underlying static analysis, which cannot
always determine whether code violates a certain check or not. Kremenek et al.
observed that all tools produce at least 30% false positive warnings (Kremenek
et al., 2004). Furthermore, rules may not always be appropriate for all contexts, and many of their violations can be considered irrelevant even if the
static analysis is correct. For instance, we found that one MISRA rule prohibiting C++ style comments is responsible for 83% of all violations in one of
our case studies. This rule is only effective if the code under analysis needs to
be compiled for different platforms, where some compilers may not support
the C++ style comment. Finally, even if violations indicate real threats, developers will not always act on them (Ruthruff et al., 2008). As a result, manual
inspection of all violations in the source code adds a significant overhead for
developers without clear benefit.
In the last years, several solutions have been proposed to reduce the number of violations to be inspected and instead focus on the most relevant ones,
according to some criterion. Kremenek and Engler proposed Z-ranking, a
statistical approach to reduce the number of false positives due to inaccurate
static analysis (Kremenek and Engler, 2003). Recently, Ruthruff et al. suggested to predict actionable warnings, that is, warnings on which developers
are likely to take action (Ruthruff et al., 2008). Our approach focuses on the
(historical) fault likelihood to prioritize violations. Wagner et al. studied whether
inspection tools could detect field defects, but their study could not confirm
this (Wagner et al., 2008). On the other hand, Kim and Ernst found that using a historical fault likelihood to prioritize warnings for three Java inspection
tools (Kim and Ernst, 2007b) improved accuracy by 17% to 67%, depending on
the analyzed software. Yet a number of open issues remained. First of all, historical true positive rates were only measured for open source Java programs
and a number of Java inspection tools. Therefore, in two previous chapters (4
and 5), we discuss a similar approach and apply it to two industrial software
archives of C code using rules from the previously mentioned MISRA standard. Second, we need a criterion to select rules or checks to adhere to from
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a standard or inspection tool. This requires a threshold in addition to the
true positive rate. As a first step towards such a threshold, we introduced a
significance measure for true positive rates in our previous studies. We found
that a small subset of rules can be considered to have significant true positive
rates, but the rules differ between the two cases investigated.
This chapter extends our previous work by addressing the remaining open
questions in order to determine the practical applicability of the approach,
which we refer to as History-Based Rule Selection (HBRS). First, we further
investigate which factors determine the differences in true positive rates between projects. To this end, we study a third project, next to the two projects
from our previous studies. Specifically, this project is taken from the product
family of the project studied in Chapter 5. We also investigate the influence
of individual developers on the types of violations introduced. Second, we
discuss how much history is needed for HBRS to deliver accurate and consistent results for a project. Third, we show how HBRS is used to address the
following two challenges from practice:
• Which rules to use from a coding standard? A standard may be widely adopted,

but still contain some rules that, prima facie, do not seem appropriate for
a certain project. In addition, when comparing several different coding
standards an explicit evaluation of individual rules can help in selecting
the right standard.
• How to prioritize a list of violations? Although a standard may be carefully

crafted and customized for a project, developers may still be faced with
too many violations to fix given the limited time. To handle this problem
most efficiently, we need to prioritize the list of violations, and define
a threshold to determine which violations have to be addressed, and
which ones may be skipped.
The answers to these questions give more insight into the practical benefits
and limits of using historical true positive rates to prioritize violations.
We discuss our approach (HBRS) in Section 6.2, introduce our cases in
Section 6.3 and discuss results of application of HBRS to those cases in Section
6.4. We evaluate the results and describe how to meet the challenges in Section
6.5. Finally, we compare with related work in Section 6.6 and summarize our
findings in Section 6.7.
6.2

H I S T O R Y- B A S E D R U L E S E L E C T I O N

When considering coding standard rules from a fault prevention viewpoint
we are interested in the tradeoff between inspection effort and the number of
potential issues that could have been prevented had the coding standard been
followed. We capture this tradeoff for each rule by its number of violations, its
true positive rate and the number of potential issues it covers.
The true positive rate expresses the probability that a violation of a certain
rule will be involved in a bug fix, in fact being a measure of precision. The
Chapter 6. Using Software History to Guide Application of Coding Standards
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Figure 6.2 Overview of HBRS. The information and processes labeled (1) to (5)
are discussed in Section 6.2.1, step (6) is discussed in detail in Section 6.2.2. The
measures computed by (7) are discussed in Sections 6.2.2 (true positive rate),
6.2.3 (significance), and 6.2.4 (issues covered). The final step (8) of rule selection
and ranking is discussed in Section 6.2.4.

number of potential issues covered is a measure of recall, measured as the
number of unique issues associated with fixes containing a violation of a particular rule. By means of these criteria, we can both make a selection of rules
and a ranking of violations found at compile time. A high-level overview of
the approach to obtain these measures is displayed in Figure 6.2. In previous
work we introduced steps (1)-(6) of the approach and part of step (7). In this
chapter we introduce the final step (8) of rule selection and ranking, and one
extra measure (issues covered) required for this last step. In the following, we
discuss these steps in detail.
6.2.1 Measuring violations
We use a Software Configuration Management (SCM) system and its accompanying issue database to link violations to faults. The issue database contains entries describing observed problems or change requests. Such issues
are typically entered by testers and developers and assigned to a person who
is responsible for solving the issue. HBRS requires the existence of a link
between the two systems, such that all modifications to the source code can
be tracked back to the corresponding issue. Such a link can be either reconstructed by cross-referencing commit log messages with issue identifiers (e.g.,
(Fischer et al., 2003; Sliwerski et al., 2005)) or be directly supported by the system itself. For instance, an issue could be further detailed into one or several
tasks. A task in turn is performed by a developer and results in source code
modifications that are committed to the source repository. In that way, each
modification can be linked to at least one issue via the corresponding tasks.
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Using this context, we arrive at a number of definitions for the concepts
used in this chapter. We define a violation to be a signal of non-conformance
of a source code location to any of the rules in a coding standard; a bug to be
an issue in the database for which corrective modifications have been made
to the source code (the fix); those original faulty lines constitute the fault.
Figure 6.2 illustrates the steps involved in the measurement process. In
step (1), we select the range of releases relevant to the study, i.e., the ones that
are part of the selected project. We iterate over all the releases, retrieved from
the source repository, performing a number of operations for each. In step
(2), for each release we extract the configuration information from the build
infrastructure. This information basically comprises the set of files that are
used to build the release. In the next step (3), the set of source files is input
into the code inspection tool that outputs a list of rule violations together
with location information. We further measure some additional source code
metrics in step (4), including the number of lines of code in the release.
6.2.2 Matching faults and violations
Matching requires information on the precise location(s) of a fault. In our
previous studies we investigated the link between violations and faults at
various levels of granularity (project, module, file and line) and found that
this was most accurate on a line level. This makes sense, since the rules rarely
involve source code constructs spanning more than one line. Therefore, in this
study we match violations and faults on a line level. We start gathering the
required information by checking which file versions are associated with bugs
present in the issue database (5). We proceed to compute a difference with
previous revisions, indicating which changes were made in order to solve the
issue, and marking the modified lines. When all issues have been processed,
and all lines are marked accordingly, the complete file history of the project is
traversed to propagate violations and determine which ones were involved in
a fix. All this takes place in the Line Tagger (6), described below.
Using the set of files recorded in (2) the Line Tagger constructs a file version
graph, retrieving missing intermediate file versions where necessary. Some
files may have been changed multiple times in between releases and therefore
have versions for which we have no violation information. To propagate this
information, we need to precisely encode the difference between all these versions. Therefore, we record the difference for every file-version node with its
neighbors as a slightly altered version of the annotation graph (Zimmermann
et al., 2006). An example is displayed in Figure 6.3. The round nodes denote
file versions, each edge in that graph contains an annotation graph, representing the difference between the two adjoining nodes. Lines in the annotation
graph can be either new (light gray), deleted (black) or modified (dark gray,
in our case defined as a pair of deleted and new line). In addition, these lines
are annotated with violated rule identifiers if applicable, and an issue number if they were either removed or modified in a fault fix. Note that using the
file-version graph we can also model branches and merges of files.
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Figure 6.3 File-version and annotation graphs

With the help of the file-version graph, matching faulty and violating lines
becomes straightforward. The algorithm starts with the rule violations and
location information measured for the file versions belonging to the first release. For each file version the set of violations is propagated to its subsequent
versions by checking which lines have successors in the corresponding annotation graph, until the next release is reached. For each violation a check is
performed whether the corresponding line containing the violation has been
modified or deleted. If so, the violation is removed from the list of rule violations; otherwise, the violation is propagated to the next version of the file. For
instance, a violation on the first line of foo.c,1 in Figure 6.3 is propagated to
the first line of file foo.c,2 because the line has not been modified. In contrast,
the violation on the third line of foo.c,1 is not propagated because the line
has been involved in a modification. By means of the version information of
the file we next determine the corresponding issue(s) for which the fix was
done. If the issues or one of them have been marked as “fixed” then we consider that match a true positive. When all file revisions of a release have been
processed the algorithm proceeds to the next release. Our line tagging process
is similar to the tracking of fix lines in (Kim and Ernst, 2007b), although we
track violations instead.
Using this information, we can compute the true positive rate for a rule r
in a project p in step 7 (Figure 6.2), as follows:
tp p,r

=

| M p,r |
|Vp,r |

(6.1)

Where M p,r is the set of violations of r matching faults in project p (true positives), and Vp,r is the set of all violations for rule r in p.
6.2.3 Determining significance of matchings
The next measure computed in (7) is the significance of the true positive rate.
Such a measure is necessary, since if the code inspection flags a violation
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on every line of the project, it would certainly result in a true positive rate
greater than zero, but would not be very precise or efficient. In fact, any
random predictor, marking random lines as faulty, will eventually reach a
true positive rate equal to the rate of faulty lines in the project. Therefore,
assessing significance of the true positive rate means determining whether
this rate is significantly higher than the faulty line rate. This will give us an
intuition as to whether the matchings are simply by chance or not.
We model this by viewing a project p as a large repository of unique lines,
with a certain ratio f p of those lines being fault-related. What we understand
by unique lines is illustrated in Figure 6.3: if a line is modified, the modified
version is considered another unique line. This makes sense, as it can be considered a new candidate for the code inspection. During inspection of p, a rule
analysis for r marks v p,r lines as violating (v p,r = |Vp,r |), or in other words, selects these lines from the repository. A certain number of these (m p,r = | M p,r |)
is a successful fault-prediction. This is compared with a random predictor,
which selects v p,r lines randomly from the repository. Since the number of
lines in the history is sufficiently large and the number of violations comparably small, f p remains constant after selection, and we can model the random
predictor as a Bernoulli process (with p= f p and v p,r trials). The number of correctly predicted lines m p,r has a binomial distribution; using the cumulative
distribution function Fbin we can compute the significance of a true positive
rate (m p,r /v p,r ). Formally, this is termed as follows:
sig p,r

=

Fbin (v p,r ; m p,r , f p )

(6.2)

Another reason why computing significance is important is in the comparison of true positive rates. For instance, consider rules r1 and r2 with 1 out
of 2 true positives and 9 out of 20 true positives, respectively. Judging purely
by true positive rate, r1 is the better predictor. However, intuitively we feel
that r2 has more observations and the evidence therefore bears more weight.
Whether the one or the other is better depends also on the faulty line rate.
The significance test encapsulates both the number of observations and the
comparison with the faulty line rate. If this surpasses a chosen threshold (significance level α), we can safely assume that a comparison between r1 and r2
on true positive rate makes sense. This reason is especially important in the
practical application of the approach, which we discuss next.
6.2.4 Rule selection and violation ranking
The measures produced by HBRS are a true positive rate, significance score
and number of issues covered for every rule in the standard for which violations have been found in the history. The previous paragraphs explained how
the first two measures are obtained, the last one is computed in (7) using the
same mechanisms. The set of issues Ir covered by a certain rule r consists of
the issues for which at least one of the constituting lines contained a violation
of r. In other words, inspection of all lines violating r would have revealed at
least one line involved in the fix for each of the issues i ∈ Ir .
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Figure 6.4 Illustration of tradeoff between reduction of violations and number of
issues

As explained in the previous part, the first step in rule selection is to eliminate those rules for which we cannot guarantee that they perform better than
random at predicting fault lines. For this we use a common significance level
α = 0.05. We refer to the remaining rules as significant rules, and the set of
those rules for a project p as S p . The second step in selection is looking at the
tradeoff between the number of violations |Vp | (i.e., the number of locations to
inspect, proportional to the inspection effort) and the number of issues covered | I p |. The sets Vp and I p are the set of violations for and the set of issues
covered by the rules in S p , respectively. We refer to the subset of S p with true
positive threshold t as Stp , with similar definitions for other entities with a
superscript t.
To pick a suitable threshold, we can visualize the tradeoff as a graph plotting the issues covered and reduction in violations, such as in Figure 6.4. Both
measures are relative with respect to those for S p . For instance, if the rules in
S p cover 100 issues with 10K violations, and a threshold of 0.10 reduces this to
69 issues with 2800 violations, then this is displayed as points 0.10,0.69 (ratio
of covered issues citp ) and 0.10,0.72 (reduction of violations rvtp ), respectively.
More generally:

citp

=

| I pt |
| Ip |

(6.3)

rvtp

=

|Vp | − |Vpt |
|Vp |

(6.4)

The graph clearly indicates the range of thresholds that constitute the greatest
variability in covered issues and reduction of violations and makes it easy
to select an appropriate threshold. Note that we do not select these rules in
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order to fix all their violations after the fact, but rather use the historical data
to calibrate and then use the selected rules to assist in further development.
At this point, we have a set of rules Stp to use for checking on the further
development of the project. A set of violations V can then be ranked using
the true positive rate associated with those violations (t(v), v ∈ V ). If there
are too many violations to inspect, and a threshold is needed, there are two
possibilities to limit inspection effort: (1) based on the number of violations;
(2) based on the number of expected fault lines found EV . This last measure
can be computed by viewing the violations as independent predictions of fault
lines, and the true positive rate as the expected number of fault lines found.
The total expected number of fault lines then simply becomes the sum of the
individual true positive rates:
EV =

∑ t ( v ), v ∈ V

(6.5)

Similar to rule selection, choosing the threshold is a result of the tradeoff
between potential faults found and effort invested.
6.3

CASE STUDY SETUP

To assess HBRS, we apply it to three industrial cases. For each of these cases,
we compute the set of significant rules S p as mentioned in the previous Section, and compare these sets between the cases. In studying the results, we
consider a number of questions:
• Are the same rules significant across projects? Although we chose three cases

from the same company, development processes will differ slightly since
the projects are run by different branches in the organization. Other major factors that could influence the type of violations and bugs found
include code maturity, hardware platform, application domain, and development team. Answering this question this will tell us whether we
can select a generic set of rules, important for either all projects or a
certain type of project.
• Are the same rules significant in different periods of one project? Over time, as

different functionality is addressed during development, different types
of bugs and violations may be introduced in the code. Also, HBRS will
need some minimum amount of history (changed lines and bug fixes) to
‘stabilize’ on a set of significant rules. This investigation will show how
much history is required to apply the approach, and how often we have
to reassess the set of selected rules.
• Do individual coding style and source code location influence which rules are violated?

This addresses two of the previously mentioned factors: author and
functionality. We consider all the new and touched lines in the project
and group those by author and source file. This way we can detect
patterns in the rules violated by authors, and determine if some are
consistently made by one or a few of the developers. Furthermore, we
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Name
TVoM
TVC1
TVC2

Start
Aug 2006
Jun 2006
Aug 2007

End
Jun 2007
Apr 2007
Nov 2008

Releases
214
40
50

Size
156K
159K
248K

Violations
10K
51K
77K

Issues
36
160
104

Table 6.1 Observation periods, size, number of violations and issues of the three
NXP case studies

detect whether certain violations are made in certain parts of the system
only. This determines whether we have to reassess our set of rules in
case of changes in the makeup of the development team or functional
decomposition of a system.
In addition, we will manually investigate a subset of the (automatically determined) matches between violations and issues. This will help us further
understand to what degree these matches are coincidental and to what extent
they imply a real relationship between violations and issues. In the following,
we outline the three cases and the coding standard used.
6.3.1 Projects
We selected three projects from NXP,4 formerly known as Philips Semiconductors. NXP produces hardware and software for various consumer electronics
devices. The first project (TVoM) was a part of our pilot study presented in
Chapter 4, the second (TVC1) was previously studied in Chapter 5, and the
third one (TVC2) has been added in this chapter. The characteristics of the
three projects have been summarized in Table 6.3.1, and we describe each of
them below.
TVoM is a typical embedded software project, consisting of the driver software for a small SD-card-like device. When inserted into the memory slot of
a phone or PDA, this device enables one to receive and play video streams
broadcasted using the Digital Video Broadcast standard. The project history contains 11 months of development and 156K lines of code, measured
as unique lines over the whole project history.
TVC1 and TVC2 are different incarnations of the same software component
of the NXP TV platform (referred to here as TVC, for TV component), written
for different hardware platforms. They are part of a larger archive, structured
as a product line, primarily containing embedded C code. This product line
has been under development for five years and most of the code to be reused
in new projects is quite mature. We selected from this archive the development for two different TV platforms: TVC1 comprises 40 releases from June
2006 until April 2007; TVC2 has 50 releases between August 2007 and November 2008. Since TVC2 is written for a different platform and has some added
functionality, it is clearly larger than TVC1 (248KLOC versus 159KLOC).
When we dissect the differences between the three projects, we see that
TVC1 and TVC2 only differ in hardware platform and, to some extent, de4 www.nxp.com
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Chapter
1
2
3
4
5
6
7
8
9
10
11

Topic
Environment
Language extensions
Documentation
Character sets
Identifiers
Types
Constants
Declarations and definitions
Initialisation
Arithmetic type conversions
Pointer type conversions

Chapter
12
13
14
15
16
17
18
19
20
21

Topic
Expressions
Control statement expressions
Control flow
Switch statements
Functions
Pointers and arrays
Structures and unions
Preprocessing directives
Standard libraries
Runtime failures

Table 6.2 MISRA chapters and corresponding topics

velopment team. TVoM and the two TVC projects were developed by two
different departments of the organization and differ in application domain,
hardware platform, code maturity, and development team. To minimize the
difference in code maturity, we only consider the new development for TVC1
and TVC2. By checking the influence of individual developers we can, by
elimination, also estimate the influence of application domain and hardware
platform on the results.
Finally, in all these projects no coding standard or inspection tool was actively used. This allows us to actually relate rule violations to fault-fixing
changes; if the developers would have conformed to the standard, they would
have been forced to remove all these violations before we could link them to
issues. The issues we selected for these projects fulfilled the following conditions: (1) classified as ‘problem’ (thus excluding feature implementation); (2)
involved with C code; and (3) had status ‘concluded’ by the end date of the
project.
6.3.2 Coding standard
The standard we chose for this study is the MISRA standard, first defined
by a consortium of automotive companies (The Motor Industry Software Reliability Association) in 1998. Acknowledging the widespread use of C in
safety-related systems, the intent was to promote the use of a safe subset of C,
given the unsafe nature of some of its constructs (Hatton, 1995). The standard
became quite popular, and was also widely adopted outside the automotive
industry. In 2004 a revised version was published, attempting to prune unnecessary rules and to strengthen existing ones. An overview of the topics
the standard covers can be found in Table 6.3.2. Rule identifiers as mentioned
in this chapter consist of a chapter number, mentioned in this table, and rule
number, for instance 10.1 as the first rule of chapter 10.
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6.3.3 Implementation
HBRS was implemented using Qmore and CMSynergy.5 Qmore is NXPs own
front-end to QA-C version 7, using the latter to detect MISRA rule violations.
Configuration information required by Qmore (e.g., preprocessor directives,
include directories, compile flags) is extracted from the configuration files
(Makefiles driving the daily build) that also reside in the source tree. For the
measurements, all C and header files that were part of one of the releases were
taken into account. The SCM system in use at NXP is CMSynergy, featuring a
built-in issue database. All modifications in the SCM are grouped using tasks,
which in turn are linked to issues. This mechanism enables precise extraction
of the source lines involved in a fix. This link is not always present in other
projects or versioning systems, in which case approaches such as employed
by Fischer et al. (2003) or Sliwerski et al. (2005) can reconstruct the link.
6.4

R E S U LT S

This results section contains five different parts. First we take a more detailed
look at the violation-fault matches as found by HBRS. The next three parts
address the three questions as stated in the previous Section. The final part
describes the results of all cases for the final step of HBRS, rule selection and
violation ranking.
6.4.1 Manual inspection of matchings
To understand the actual nature of the matches found between violations and
faults, we study the matches of the significant rules of one of the projects,
TVC1. We chose this project as it is the most familiar to us and the project
team was still available for questions.
The matchings were assessed using two criteria: the nature of the code
change in which the violation was involved, and the relation between the violation type and the underlying issue. These two criteria have been summarized into a number of classes, shown in Table 6.4.1, along with their relative
frequency. Code rearranging concerns moving and altering code, for instance
cutting a piece of functionality from a function to create a new function. In
this case it is difficult to discern the relation between violation and fault, as
the fix consists of multiple complex rewritings. Since the rules usually concern small patterns limited to a single line, the relation becomes clearer in
case of smaller changes, such as in the next three ‘matches’ categories (together 53.8%). “Matches issue line” means that the violation occurs on a line
changed in direct relation to the underlying issue. Similarly, “matches issue
variable” concerns violations that actually mention one of the variables related
to the issue. The last of the three matching categories contains those violations where the violation text is such that adhering to it may have prevented
this fault. The remaining two categories (combined 16.5%) contain violations
5 www.telelogic.com/products/synergy
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Code change
code rearrange
small rewriting
small rewriting
small rewriting
textual changes
specific violation removal

Relation type
points to problem area
matches problem statement
matches problem variable
matches problem variable and content
no relation
no relation

Total
29.7
13.8
37.2
2.8
13.1
3.4

Table 6.3 Description of violation-fault match types

that we were unable to relate to the issue being fixed, such as fixing unrelated
violations or violations on lines with only textual (semantically equivalent)
changes.
Although in most cases the relation between violations and issues is quite
indirect, there are some interesting cases where the link becomes more apparent. One example is that of 85 violations of rule 10.1 (no implicit type
conversions) in one file, all pointing to a variable involved in a fix. This variable contained an incorrect value and the operations on this variable needed
to be updated on various lines. Rule 10.1 concerns the value of an integer
expression that should not be implicitly converted to another underlying type
(under some conditions) (MISRA, 2004, chp. 10), meant to prevent precisely
such issues. Moreover, merely the high concentration of violations of a certain
type can provide a hint that something should have been written differently.
This is especially striking in our other example, where the content of the violation seems unrelated, but its concentration on one particular location sparks
interest. It concerns 25 violations of rule 5.1, which states: “Identifiers (internal
and external) shall not rely on the significance of more than 31 characters” (MISRA, 2004,
chp. 5). In this case, it concerned a number of data type declarations that
should not have been present in a header file at all, but moved to a separate
data definition file. These are in turn used in the generation of header files,
but not meant to be written by hand. The simple fact that this violation does
not occur at any point in the history anywhere else in the project, can make
a developer writing the code understand that something should be changed.
Returning to the overall statistics in Table 6.4.1, this manual investigation suggests that the matched violations are usually not very accurate at indicating
the type of fault (2.8%), but they mostly do truthfully point out a faulty location
(83.5%).
6.4.2 Case comparison
Table 6.4 lists the results for each of the three cases: TVoM, TVC1, and TVC2.
It displays detailed results for the significant rules (S p ) for each project. Also,
we include three categories of aggregated results: all rules, non-significant
rules, and significant rules. For each of these, the second and third columns
hold the total number of violations and the number of those that could be
linked to fixes (i.e., true positives). The fourth and fifth hold the true positive
rate and its significance. The last column of each project displays the number
Chapter 6. Using Software History to Guide Application of Coding Standards 107

Rules

Rules

Rules
40

25
20
30

20
15

15

20

10

10
10

5

5

0

0

0
0

50

100
Releases

(a) TVoM

150

200

0

10

20
Releases

(b) TVC1

30

0

10

20
Releases

30

40

(c) TVC2

Figure 6.5 Development of content of significant ruleset over time for each of the
three projects. The horizontal axis represents time, the vertical axis represents
rules. A point (n, r ) in the graph means that rule r was significant when the true
positive rates were computed over the history of releases 1 to n.

of issues for which at least one involved line contained a violation of the
rule in question (i.e., the number of issues covered). This table contains only
significant rules, data for all rules can be found in Appendix A, Tables A.1 to
A.9.
Noticeable are the differences in the set of significant rules between the
three cases. All cases agree on only three rules. The first one is 8.1, which
states: “Functions shall have prototype declarations and the prototype shall be visible at both
the function definition and call.” (MISRA, 2004, chp. 8). A possible explanation of
this is that some functionality may be implemented at first without too much
attention for quality, so a function prototype is forgotten. Since it is new code,
it will likely be changed a number of times before it is mature, and as a result
is easily linked to a bug fix. The other two rules are 12.7, on the use of bitwise
operators in expressions, and 12.13, on the increment/decrement operators.
The agreement is (unsurprisingly) higher between the two cases from the
TVC archive, which have 17 rules in common (see Table 6.4 out of 22 for
TVC1 and 36 for TVC2. Especially interesting is the concentration of rules in
chapter 10 of the standard concerning arithmetic type conversions. Recall that
rule 10.1 concerns implicit casts of results of integer expressions. The reason
for such rules to show up so prominently in our results is that the core code
of TVC projects consists of integer data stream handling and manipulation,
which is also the most complex (and fault-prone) part of the code. This leads
to a concentration of fixes and these particular violations in that part of the
code. Also in an informal discussion with an architect of the TVC project,
the chapter 10 rules were identified as potentially related to known faults. In
fact, the development team was making an effort to study and correct these
violations for the current release. Other prominent commonalities are three
rules in chapter 12 on expressions and three in chapter 14 on control flow.
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25 0.38

1076
1

Total violations

22
65

7

0.98
0.98

Issues covered

Significance
1

True positives (abs)

2 0.29

Total violations

Issues covered

7

1

0.99

0.97

TVC2

True positives (ratio)

1.1
1.2
3.4
5.1
5.2
5.3
2
1 0.5
5.6
6.1
6.2
6.3
8.1
56 15 0.27
8.3
8.5
2
1 0.5
8.6
9.2
2
1 0.5
10.1
10.2
10.6
11.1
38 10 0.26
11.3
11.5
12.1
12.4
12.5
12.6
12.7
91 22 0.24
12.13
36 10 0.28
13.1
13.2
13.3
14.2
258 68 0.26
14.3
14.6
14.8
14.10
15.2
16.9
2
1 0.5
16.10
17.4
19.1
19.5
19.7
19.13
20.2
20.10
All rules
9898 572 0.06
Non-sign. rules 9411 443 0.05
Sign. rules
487 129 0.26

TVC1

Significance

True positives (ratio)

True positives (abs)

Total violations

MISRA rule

TVoM

88
63

10 0.11
10 0.16

1
1

4
5

2189

111 0.05

1

39

25
103

4 0.16
1
7 0.07 0.99

1
6

9

1 0.11 0.97

1

1

26

- 25 51529 1743 0.03
- 25 43444 1058 0.02
- 16 8085 685 0.08

2 0.08 0.99

4
1
- 121 77158 3143
- 114 48577 1428
- 77 28581 1715

0.25
0.04
0.03
0.06

1

1 1
- 96
- 83
- 83

Table 6.4 Summary of total and matched violations for the TVoM, TVC1, and TVC2
projects.
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6.4.3 Variability of significance over time
Another investigation focuses on the results delivered by HBRS when applied
to different parts of the history of a project. We study this by looking at the
contents of S p over time. This has been summarized in Figures 6.5(a)-6.5(c),
where the horizontal axis represents releases and the vertical axes contains
the rules present in the result set S p . A point r, n in the graph means that rule
number n was part of S p when HBRS was applied on releases 1 to r of the
project history for p. Thus, a continuous horizontal line in the graph means
that a particular rule was present in the result set all of the time, whereas a
short line (such as the lines in the left side of Figure 6.5(a)) signifies a rule
that may have been included because of a limited number of matching fixes.
Such rules are later removed, as more changes are included in the history, and
they fail the significance test. Further variations in the set may be caused by
shifting the development effort to different functionality in the system.
Clearly visible in Figure 6.5(a) are the three different periods of development. The sequence of releases comprises many daily builds that do not contain new code, but at two points in time large quantities of code are added to
the archive, increasing the size from 65KLOC to 109KLOC to 146KLOC. Naturally, this has a direct impact on STVoM , which changes with every period.
If code growth had been more gradual, the change in the result set would
have been less drastic. This is visible in Figures 6.5(b) and 6.5(c), where the
code growth has been more organic and the resulting curves in the graphs
are smoother. In case of TVC1, STVC1 stabilizes after a history of 14 releases,
representing a little over 3 months of history. For TVC2, STVC2 stabilizes after
9 releases, spanning almost 5 months of development. In both projects the
number of changes decreases in the later releases, so S p stays more or less the
same towards the end of the project.
This data suggests that, especially in the first months of a project, we need
to frequently recompute the true positive rates to ensure the most likely faultindicating rules are selected. This need not be a burden since the approach is
automated and can easily be rerun with every new release. As an alternative,
a set from an earlier project may be reused. This is clearly infeasible between
TVoM and the two other projects, but using the union of STVC1 and STVC2 for
the first 5 months of TVC2 is a reasonable alternative. In this case only 6 rules
from STVC1 are incorrectly used for a limited time, the other rules are shared
between both sets (as taken over the whole history).
6.4.4 Influence of individual coding styles and source code location
Developers typically use different coding styles. Based on this assumption
we were interested in investigating whether certain rule violations have been
mainly introduced by certain developers. For this, we analyzed the relationship between developers (in the following referred as authors) and inserted
rule violations.
Figure 6.6 provides an overview of inserted violations per author in the
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Figure 6.6 Violations per author added in the three projects. In TVoM and TVC2
most of the violations have been added by mainly one author, while in the TVC1
more authors inserted violations into the source code.

three projects from NXP leaving out violations of commenting rules (MISRA
chapter 2). Each bar denotes an author and the size of the bars represents the
number of rule violations entered by that author.
The chart for TVoM in Figure 6.6 indicates a single author contributing
most of the violations (since that author also contributed most of the new
source code). The total number of rule violations contributed by all authors
is 385. Violations mainly concern the three rules 6.3, 10.1, and 16.10. A similar distribution of inserted violations per author is represented by the TVC2
graph on the right side of Figure 6.6. In TVC2 one author contributed ∼ 59%
of the violations. In total 2006 rule violations have been inserted into TVC2.
The rules 6.3, 10.1, 11.4, 12.1, 12.5, 13.2, 14.3, 16.10, and 17.4 have been violated
more than 100 times.
In the TVC1 project the violations per author are more equally distributed.
There are two main and several second contributors of violations. In this
project 1996 violations have been inserted. The rules 6.3, 10.1, 11.3, 13.2, 14.3,
and 16.10 account for most of the inserted violations.
We perform cross-tabulation with Chi-Square tests and decision trees as
means for the analysis of relationships. In all three projects several authors
inserted only few violations. This leads to many zeroes when representing
authors and rule violations in a cross table. We follow the common rule of
thumb for the Chi-Square test and removed cells with zeros and 80% of cells
with a value < 5. Table 6.5 lists the results of the Chi-Square test.
The Pearson Chi-Square (χ2 ) values in all three experiments are significant,
i.e., p < 0.05, leading to the rejection of the null hypothesis that authors and
rule violations are unrelated (at least for the selected violations). The Goodman and Kruskal τ is an indicator for the strength of the relationship between
author and rules. It denotes the reduction in misclassification whereas the
maximum value is 1.0, meaning violations can be correctly classified using
the author information. The τ for TVoM and TVC2 is small indicating only a
weak relationship between authors and rules (the reduction in the misclassification is 5.2% in case of TVoM and 7% in case of TVC2). For TVC1 the τ shows
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TVoM
TVC1
TVC2

#authors
3
4
3

#rules
3
6
9

n/total
204/385
505/1196
1406/2006

χ2
2.097
223.4
303.4

significance p
0.000
0.000
0.000

τ author
0.052
0.171
0.070

Table 6.5 Results of the Chi-Square test between authors and rule violations. All
cells with zeros and 80% of cells with values < 5 are skipped.

a reduction by 17.1% which is significantly higher than in the two other cases
but still an indicator for a weak relationship. From the results we conclude
that the author has an influence on which rules are violated, however, this influence is not
strong.
In addition to the influence of the author, we investigated whether the
location, meaning the source file, has an influence on the rules of inserted
violations. During our manual investigation of matches we observed that the
source files implementing a certain functionality of a system use certain language features. Detected violations mainly concerned rules for these language
features which led us assume that there is a relationship between source files
and rules.
Figure 6.7 depicts the distribution of rule violations per source file for the
three software projects.
The charts show that concerning the number of violations there are few
(∼ 1 − 5) source files that account for most of the inserted violations. In particular, in the TVC2 project more than 500 out of the 2006 violations have been
inserted in only a single source file.
We use decision tree analysis to investigate the relationships between authors, source files, and rules. We selected the author and source file as the
independent variables and the rule as dependent variable. We configured
the SPSS decision tree algorithm using Exhaustive CHAID (CHi-squared Automatic Interaction Detector) growing method. CHAID determines the best
split at any node by merging categories of a predictor variable if there is
no statistically significant difference within the categories with respect to the
target variable (Kass, 1980). Biggs et al. extended CHAID by an exhaustive
search algorithm (Biggs et al., 1991). The minimal number of nodes for parent
and child nodes have been configured according to the size of the case study.
TVoM is the smallest case study and we selected 25 for the minimum number
of cases in a parent node and 12 for the minimum number of cases in a child
node. TVC1 and TVC2 are of similar size and we configured the algorithm
with the thresholds 50 and 25. The tree depth was set to 3 levels that is the
default value.
For the validation of each prediction model we used 10-fold-cross validation (Kohavi, 1995). The data set is broken into 10 sets of equal size. The
model is trained with 9 data sets and tested with the remaining tenth data set.
This process is repeated 10 times with each of the 10 data sets used exactly
once as the validation data. The results of the 10 folds then are averaged to
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Figure 6.7 Violations per file added in the three case studies. In all three projects,
most of the violations have been inserted in ∼ 1 − 5 source files.

produce the performance measures. We used the model accuracy for measuring the performance of decision tree models which for a given classification
table

observed
is defined as
accuracy =

x
y
z

predicted
x y z
a b c
d e f
g h i

a+e+i
a+b+c+d+e+ f +g+h+i

Table 6.6 lists the result of the decision tree analysis with the three case
studies.
All three models show a significant improvement over the prior, meaning,
that there is information in the file and author attributes that improves the
classification of violations. As prior we select the probability that a violation
is classified into the rule that has been violated most frequently. Most interesting, all three decision tree models selected file as the most significant attribute.
For example, the TVoM model is represented by a tree that uses only the file
attribute, hence, is one level deep and contains eight nodes. Two nodes strike
out of which one node shows seven source files containing only violations of
rule 6.3. The second node shows one file mainly (87.5%) containing violations
of rule 10.1. The remaining six nodes show lower classification performance.
Similar observations have been made for the TVC2 model in which 17 source
files exclusively contain violations of rule 6.3. In this model, as well as, in
the the TVC1 model the author attribute is also used on the second level of
the trees. In case of TVC1 the author attribute adds information to classify 81
violations, in case of TVC2 it have been 152 violations. This clearly indicates
that there is a stronger dependency between location (file) and rule than between author and
rule. According to our models it is more likely that particular violations are
inserted in particular files than by particular authors.
Chapter 6. Using Software History to Guide Application of Coding Standards 113

TVoM
TVC1
TVC2

prior (rule)
0.317 (6.3)
0.150 (16.10)
0.136 (10.1)

attributes in the tree
file
file, author
file, author

accuracy
0.421
0.327
0.386

Table 6.6 Results of the decision tree analysis with the three projects. The prior
denotes the probability that a violation is classified into the most frequent rule class
(given in brackets).

6.4.5 Rule selection and violation ranking
There are four criteria involved in rule selection: the number of violations, the
true positive rate, its significance, and the number of issues covered. The first
is an indication of inspection effort, the second tells us how likely a violation
is to point to a faulty location, the third indicates whether this number is due
to chance, and the last expresses the effectiveness of the rule. As explained
earlier, the first step in selection is to use the significance as a cutoff measure
to eliminate rules that have a relatively high true positive rate simply because
they occur so often. Using only the significant rules reduces the number of
violations to inspect by 95% in TVoM, while still covering 64% of the issues
covered by all the rules. For TVC1 and TVC2 reduction is 84% and 63%, with
64% and 86% of the total issues covered, respectively.
The second step in rule selection is to use the true positive rate as a threshold. This is especially useful in TVC2, as the faulty line rate differs from
project to project and this results in a larger set in TVC2, where this rate is
lower. For instance, setting a threshold of 0.10 for the true positive rate in
TVC2 induces a reduction of 98% with a coverage of 42%. The tradeoff for
TVC2 between number of violations and number of covered issues has been
visualized in Figure 6.4.5. The horizontal axis holds the true positive rate used
as a threshold for rule selection, and the points in the graph represent values
for the set of rules that surpass this threshold. The dark dots represent the
reduction in violations achieved when choosing a particular threshold, the
light dots show the number of issues covered by the rules selected using a
threshold. Based on either the desired issue coverage or maximum inspection
effort, a suitable threshold value can now be chosen. We can immediately see
from the graph that the range of interesting thresholds is between 0.04 and
0.10. The first threshold results in 28K violations and 83 issues, the second
reduces the number of violations to 1222 and the number of issues to 40.
When looking at the tradeoff graphs for the other two projects (see Figures 6.8(a) and 6.8(b)), we immediately notice that there is a smaller range
of threshold choices for TVoM, from 0.24 to 0.29. The number of violations
then ranges from 487 to 8, and the number of issues from 16 to 4. Since the
faulty line rate is much higher for TVoM than for the other projects (0.15),
the significance test already removes most rules, and a second selection step
is unnecessary. In the graph for TVC1 we see something similar to the one
for TVC2: the range of threshold values of interest is between 0.06 and 0.19.
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Figure 6.8 Illustration of tradeoff between reduction of violations and number of
issues covered

The lower threshold results in 8085 violations and 77 issues, the higher in 102
violations and 6 issues. Also here further reduction may not be necessary, as
with 8K violations in 159K lines we can expect on average 1 out of 20 lines to
contain a violation. Recall that we are not suggesting that these 8K violations
be fixed after the fact, rather they are used to calibrate the checking for new
development in that project. From this viewpoint, 1 violation every 20 lines is
not a heavy burden on the programmer.
While rule selection is performed when choosing a coding standard, rule
ranking is the problem of presenting the most relevant violations to a developer at compile time. From a fault prevention point of view, the most logical
ranking criterion is the true positive rate. However, there is the added problem
of the number of violations to inspect. Even with a customized standard, an
inspection run may result in too many violations to inspect in a single sitting.
In this case, one may define a maximum number of violations to present, but
it is also possible to set a maximum on the number of issues to inspect. Using
the true positive ratio attached to each violation we can compute the expected
number of issues covered in a ranking. A contrived example would be finding two violations of rule 13.1 (true positive rate 0.50) and four of 20.10 (rate
0.25) in TVC2: in this case we expect to find two issues (EV = 2 ∗ 0.50 + 4 ∗ 0.25).
Since we may expect solving real issues to require significantly more time than
inspecting violations, limiting inspection effort based on this number can be
useful.
6.5

DISCUSSION

In the previous Section, we presented and discussed the results of individual
investigations in detail. In this Section, we summarize our results using the
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Figure 6.9 Illustration of tradeoff between reduction of violations and number of
issues covered for TVC2

three case questions as mentioned in Section 6.3, as well as discuss threats to
validity for our approach.
6.5.1 Summary of results
When performing a manual inspection of a subset of the violation-fault matchings extracted by HBRS, we find that the relation between the two is usually
very indirect. The selected violations were all correctly predicting the location
of a fault, but were less appropriate for determining the type of fault. In 16.5%
of the matches we could not detect any relation between violation and fault,
only in 2.8% the violation description was such that it gave a reasonable indication of the actual fault. In 51% of the cases the violation pointed toward
one of the real culprits (statements or variables), which may limit the type of
possible faults but does not yet provide a real hint.
Returning to the three case questions, we summarize their answers as follows:
• Are the same rules significant across projects? Partly: when development pro-

cess and application domain are similar, as with TVC1 and TVC2, the
result sets are similar. Most of this similarity disappears when compared
to our other case, TVoM, which differs also in process and domain. The
effect of changes in the development team will be explained in the discussion of the third question.
• Are the same rules significant in different periods of one project? Yes, but this re-

quires a start-up time: in TVC1 and TVC2, a stable solution set emerged
after 3-5 months of history. In TVoM, three different periods with different characteristics could be distinguished. Since the beginning of these
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periods were clearly demarcated by introduction of significant amounts
of code, such times are natural moments to reassess the rule set.
• Do individual coding style and source code location influence which rules are violated?

The influence is limited: our analysis shows that there is a relation between developers and the type of violations introduced, but that its impact is small. In addition, when combined with location in a decision
tree analysis we see that the dependency on location is stronger than
on developer. Therefore, the composition of the development team does
not play a major role in explaining the differences in results between all
the cases. Also, personnel changes in the project need not be a source
for reassessment of rule efficacy.
Thus, given a relatively small initial project history, HBRS will produce a
set of significant rules which remains largely stable throughout the project
history. This set differs between projects, and in case of large changes to the
codebase it does not remain valid. However, reassessment can easily be done
by re-running the approach and including the latest history. Even in TVC1
and TVC2 we can see that periodical reassessment is a good idea, as S p may
differ slightly from release to release.
When applied to the full history for three cases, our rule selection mechanism succeeded in significantly reducing the number of violations (between
63% and 95%) while still retaining sufficient true positives to cover between
64% and 86% of the issues covered by all the rules. Further reduction can be
achieved by inspecting the violation reduction - issues covered tradeoff graph,
which depicts the values for both when picking a particular true positive rate
as threshold for rule selection. Ranking of the remaining violations can then
be achieved using the true positive rate.
6.5.2 Threats to Validity
Some residual faults may be present in the software at the
end of development that remain invisible to HBRS. However, Fenton et al.
found in their case study that the number of faults found in prerelease testing
was an order of magnitude greater than during 12 months of operational use
(Fenton and Ohlsson, 2000). Furthermore, given the heavy testing before shipping the software used in our study we expect this number to be minimal. The
development only ends after the product has been integrated into the client’s
products, and therefore all major issues will have been removed. Also, it is
possible that some violations, removed in non-fix modifications, pointed to
latent faults. However, this category is typically small. For instance, in TVC1
this accounts for only 3% of the total number of violations, and is therefore
unlikely to change the existing results significantly.
Finally, the number of matches between violations and faults may be an underestimation: some fault-fixes only introduce new code, such as the addition
of a previously forgotten check on parameter values. On the other hand, not
all lines that are part of a fix may be directly related to the fault (for instance,
Internal validity
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moving a piece of code). Even so, violations on such lines still point out the
area in which the fault occurred. Our manual analysis of TVC1 showed that
in 16.5% of the identified matches no relation could be ascertained. However,
by computing significance rates we eliminated rules with a limited number of
coincidental matchings.
External validity Since we only evaluated HBRS on three cases, and their
results differed, we cannot extract a generic set of important rules for other
projects. In fact, our results suggest it is important to tailor the set of rules to a
specific project in order to get the best tradeoff between inspection effort and
finding potential issues. Nevertheless, some major factors can be discerned
that play a role in these differences. In discussing this, we must separate the
cases by archive rather than project, since these factors differ more between
archives than within archives.
One difference between the TVoM archive and the TVC archive is that the
former is a single, new project, whereas the latter is an archive containing
five years of development. Also the development process was different, as
evidenced by the differences in the rule performance over time in Section
6.4.3. To counter influences of maturity of code, we only analyzed the new
and edited code in TVC. There are two further major factors that were not
under our control: (1) the application domain; and (2) the development team.
The TVC archive contains a significant number of domain-specific algorithms
and procedures, affecting the type of code written and violations introduced,
and requiring specialized developers. However, our investigation showed that
the composition of the development team is not a major factor in determining
the types of violations introduced in the code.
When comparing projects within the TVC archive, differences in functionality are present, but naturally smaller than between TVC and TVoM. The
type of TV component developed is the same in TVC1 and TVC2, but the
hardware platform for which the software is written is different, also impacting the type of violations introduced. Reusing S p across projects is therefore
difficult, but may still yield usable results when done with two projects from
one product line, as is the case with TVC1 and TVC2. Specifically, S p from
TVC1 could have been used for the first 3-5 months of development on TVC2,
after which the newly customized set could be used.
Finally, note that the set of rules analyzed for these cases is always a subset
of all the rules in the MISRA standard (typically 50-60%), as in none of the
cases violations were found for all rules. However, the analyzed rules cover
almost all of the topics (i.e., chapters) of the standard. Only chapters 4 (two
rules on character sets) and 7 (one rule on constants) were not present.
6.6

R E L AT E D W O R K

In recent years, many approaches have been proposed that benefit from the
combination of data present in SCM systems and issue databases. Applications range from an examination of bug characteristics (Li et al., 2006),
techniques for automatic identification of bug-introducing changes (Sliwerski
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et al., 2005; Kim et al., 2006b), bug-solving effort estimation (Weiß et al., 2007),
prioritizing software inspection warnings (Kim and Ernst, 2007a,b), prediction
of fault-prone locations in the source (Kim et al., 2007), and identification of
project-specific bug-patterns, to be used in static bug detection tools (Williams
and Hollingsworth, 2005; Kim et al., 2006a).
Software inspection (or defect detection) tools have also been studied widely.
Rutar et al. studied the correlation and overlap between warnings generated
by the ESC/Java, FindBugs, JLint, and PMD static analysis tools (Rutar and
Almazan, 2004). They did not evaluate individual warnings nor did they attempt to relate them to actual faults. Zitser et al. evaluated several open
source static analyzers with respect to their ability to find known exploitable
buffer overflows in open source code (Zitser et al., 2004). Engler et al. evaluate the warnings of their defect detection technique in (Engler et al., 2001).
Heckman et al. proposed a benchmark and procedures for the evaluation
of software inspection prioritization and classification techniques, focused at
Java programs (Heckman and Williams, 2008)
Wagner et al. compared results of defect detection tools with those of code
reviews and software testing (Wagner et al., 2005). Their main finding was
that bug detection tools mostly find different types of defects than testing, but
find a subset of the types found by code reviews. Warning types detected by a
tool are analyzed more thoroughly than in code reviews. Li et al. analyze and
classify fault characteristics in two large, representative open-source projects
based on the data in their SCM systems (Li et al., 2006). Rather than using
software inspection results they interpret log messages in the SCM.
More similar to the work presented in this chapter is the study of Basalaj
(Basalaj, 2006). While our study focuses on a sequence of releases from a single project, Basalaj takes an alternative viewpoint and studies single versions
from 18 different projects. These are used to compute two rankings, one based
on warnings generated by QA C++, and one based on known fault data. For
12 out of 900 warning types, a positive rank correlation between the two can
be observed . Wagner et al. evaluated two Java defect detection tools on two
different software projects (Wagner et al., 2008). Similar to our study, they
investigated whether inspection tools were able to detect defects occurring in
the field. Their study could not confirm this possibility for their two projects.
Apart from these two studies, we are not aware of any other work that reports
on measured relations between coding rules and actual faults. There is little
work published that evaluates the validity of defects identified by automated
software inspection tools, especially for commercial tools. One reason is that
some license agreements explicitly forbid such evaluations, another may be
the high costs associated with those tools.
The idea of a safer subset of a language, the precept on which the MISRA
coding standard is based, was promoted by Hatton (Hatton, 1995). In (Hatton, 2004) he assesses a number of coding standards, introducing the signal to
noise ratio for coding standards, based on the difference between measured
violation rates and known average fault rates. He assessed MISRA C 2004
in (Hatton, 2007), arguing that the update was no real improvement over the
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original standard, and “both versions of the MISRA C standard are too noisy
to be of any real use”. This study complements these assessments by providing new empirical data and by investigating opportunities for selecting an
effective non-noisy subset of the standard.
6.7

CONCLUSIONS

In this chapter, we have discussed an approach that uses historical software
data to customize a coding standard, and applied it to three industrial projects
using the MISRA C coding standard. The results from our three case studies
indicate that rule performance in fault prevention differs significantly between
projects, suggesting that such customization is not a luxury but a must.
Contributions This chapter makes the following contributions:
• HBRS: a history-based approach for coding standard customization. This includes

an approach to link violations to issues, the results of which are input to
a trade-off analysis method for selection of significant rules and finally,
ranking of the corresponding violations (Section 6.2.4).
• Empirical data resulting from application of HBRS to three industrial cases. These

results are presented in Section 6.4.5; further empirical data includes
quantitative data on the matches between violations and faults (Table
6.4), as well as qualitative data for selected cases (Table 6.4.1).
• Analysis of empirical data. The analysis contains four parts: (1) analysis of

individual matches between violations and bugs to assess their actual
relation, in Section 6.4.1; (2) a comparison of rule true positive rates for
the three cases in Section 6.4.2; (3) analysis of the history required to
obtain consistent results in Section 6.4.3; and (4) analysis of the influence of individual developers and source code location on the type of
violations found, in Section 6.4.4.
HBRS aims to resolve the issues of rule selection and
violation ranking. Rule selection can be performed in two steps. The first
entails eliminating rules with too few or no matches, using a significance test.
The second step consists in setting a threshold for the true positive rate, which
expresses the likelihood a rule violation indicates a fault. Choosing the appropriate threshold is done based on the tradeoff between the obtained reduction
in violations (thus the expected inspection effort) and the number of issues
covered by each rule. Violations can be ranked using the measured true positive rate. In addition, this measure can be used to compute the expected
number of issues covered, which is useful in defining a threshold in the number of violations that need to be inspected. By using the tradeoff mechanism
we could reduce the number of locations to be inspected by 64% to 95%, while
still retaining 64% to 86% of the real issues covered by all rules.
In terms of feasibility, we find that HBRS reached a stable set of significant
rules after 3-5 months of history for two of the three cases and afterwards
needs only small adjustments. In the other project, three different periods

Application of results
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with their own set of rules could be distinguished. However, reassessments
of the rule set are easy to perform, since the approach is automated. Also,
reusing the set of rules from an earlier project in the same archive appeared
to be feasible in our case study. Finally, development team composition does
not influence the type of violations in the code, and thus the results of HBRS.
Future work To be able to further generalize the results HBRS should be applied to projects outside of the embedded software domain, or applied to the
same project but using a different standard. In addition, fault prevention is
only one of the reasons for choosing a coding standard, and also other criteria (such as maintainability and portability) should be considered in future
investigations.
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Conclusion
“I wrote an ad for Apple Computer: Macintosh - We might not get
everything right, but at least we knew the century was going to
end.”

7

– Douglas Adams
s we have seen in Chapter 1, century endings are not the only events

A

triggering potentially high-impact software defects. With the everincreasing influence of software on our lives, software defect finding
will continue to remain an important research topic. Software inspection has
the potential to fulfill a major role in this process, next to classical software
testing and debugging approaches. Automatic code inspection tools can provide valuable support in the inspection process, but often lack the possibility
to focus on the most relevant warnings among their findings. In this thesis,
we have provided two criteria to distinguish and prioritize inspection warnings: execution likelihood and historical fault likelihood. Execution likelihood
tells whether a warning is on a location likely to be executed, a first requirement for turning a fault into a program failure. Historical fault likelihood
represents the likelihood that a warning indicates a fault, based on a history
of recorded failures and associated faults for a project. These criteria allow
developers using inspection tools to focus their defect finding efforts, making
the process as efficient and effective as possible.
7.1

S U M M A RY O F C O N T R I B U T I O N S
• The ELAN approach to use execution likelihood to rank automatic code

inspection results. The approach uses several demand-driven static profiling techniques to derive the execution likelihood estimates.
• An empirical evaluation of static profiling techniques on six open-source

projects and one industrial case. This investigation includes comparing
execution likelihood and frequency estimates, the influence of calibrating heuristic branch prediction values, and the impact of different types
of branch prediction techniques. We found that the influence of calibration on heuristic branch prediction is limited, and that simple controlflow based techniques work as well as more involved data-flow based
techniques.
• Three approaches to link inspection warnings to actual faults, express-

ing the link on different levels of granularity (i.e., project, module, file,
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and line). The approaches use software versioning systems and issue
tracking databases to determine the link and compute historical fault
likelihoods (also termed true positive rates in Chapters 4-6).
• Application of the historical approaches to three industrial cases from

NXP using a widely used industrial coding standard, MISRA C. This
constitutes the first empirical evaluation of this kind for the MISRA C
standard, which quantifies the degree to which adhering to the standard
may prevent bugs.
• Detailed analysis of empirical results for the link between inspection

warnings (coding standard violations) and known bugs. We compare
results to understand similarities and dissimilarities between the cases.
In addition, we investigate potential influences such as source code location and individual coding styles. Finally, we study the links between
warnings and bugs for one case in detail, so as to understand whether
the warnings could have prevented those particular (linked) bugs.
• An approach to use the historical true positive rates for selection and

ranking of inspection warnings, evaluated on three industrial cases. The
approach explicates the tradeoff between inspection effort and the number of potential issues to be found and provides a practical method to
select which warnings to adhere to based on this tradeoff.
7.2

RESEARCH QUESTIONS REVISITED

Discussion of the research questions is split in two parts, representing the two
criteria. An overview of the distribution of the research questions over the
different chapters is provided in Table 7.1.
7.2.1 Execution Likelihood Criterion

Research Question 1
How effective is execution likelihood in prioritizing automatic code inspection
results?

In Chapter 2 we introduce a method to estimate execution likelihoods of inspection results as a post-processing step to the automatic inspection process.
We implemented a number of different techniques to assess feasibility of the
method. From our studies we can conclude that application of the method is
sensible only in very particular situations. We describe these situations after
discussing the two sub-questions for this part in detail.

Research Question 1.1
How accurate is static profiling in estimating execution likelihoods?
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Research question

Chapter(s)

1

How effective is execution likelihood in prioritizing automatic
code inspection results?

2, 3

1.2

How accurate is static profiling in estimating execution likelihoods?

2, 3

1.3

How scalable are static profiling techniques in terms of
speed?

2, 3

2

How effective is historical fault likelihood in prioritizing automatic code inspection results?

4, 5, 6

2.1

How much historical information do we need to compute
fault likelihoods?

4, 6

2.2

Can we reuse historical fault likelihoods from one project in
other software projects?

5, 6

Table 7.1 Overview of the research questions and their corresponding chapters.

Different techniques for static profiling exist, each with its own strengths and
weaknesses. The techniques evaluated in this thesis range from computationally simple to moderately complex, and this influences both the accuracy and
the speed. With regard to accuracy, we found in Chapter 2 that using relatively simple techniques we could estimate 65% of the locations in our testbed
correctly with a 5 percent point error margin. Adding more elaborate techniques for branch prediction using data flow analysis did not appear to have
much impact. Likelihood values may range from 0 (never executed) to 1 (always executed), and accuracy differs also with respect to this value. Locations
only receive value 1 if there is an unconditional path from execution start to
that location, and 0 is only for those locations where no path could be found.
Branch prediction is thus only used in likelihood estimates other than those
two. Unsurprisingly, the border values (i.e., 0 and 1) are significantly more
accurate than the middle values. To be able to further distinguish parts of the
code that are always executed from areas that are frequently executed, we also
attempted to predict execution frequencies in Chapter 3. The main difference
with predicting likelihoods is in the way loops are handled, but the data flow
analysis we employed to estimate loop frequencies was not powerful enough
to predict many loops, and therefore little extra information was gained over
the earlier likelihood predictions.

Research Question 1.2
How scalable are static profiling techniques in terms of speed?

The evaluation of the techniques used in this thesis showed that, save for a
single outlier, these are of linear time complexity. The techniques work on
Chapter 7. Conclusion

127

graph representations of source code, and usually require only one or two
traversals of those graphs. The type of operations performed on nodes of
the graph depend on the particular technique used, but add only an average
constant time in case of the most elaborate data flow analysis (as described
in Chapter 3), which requires administration of and operations on various
value ranges. This translates into an analysis time ranging from 10 seconds
to 5 minutes on our test platform, depending on the size (from 3 KLOC to
67 KLOC non-commented). Furthermore, the graph representations need to
be generated anew when the program changes, and this requires additional
time.
Returning to answering RQ1, we summarize the accuracy and scalability
issues relevant to feasibility. First of all, the current implementation of the
profiler is based on Codesurfer, an extensible static analysis tool. As a result,
it inherits some of Codesurfer’s limitations, including the upper limit on program size, which at the time of our study was approximately 200 KLOC. This
limit is likely to be expanded in the near future, since Grammatech has been
able to analyze software up to 10 MLOC in CodeSonar, a closely related product. However, some upper bound on program size is inherent to the static
analysis techniques used, as they require graph representations that also have
to model pointer behavior. Regeneration of these graphs also takes time in
addition to the profiler analysis time, which means that interactive use of the
inspection tool plus static profiler is infeasible. Rather, inspection and profiler
should be run as a final step of a nightly build, so as to report the ranked
results the following day to developers. Finally, execution likelihood should
not be used in isolation, but rather in conjunction with other focusing criteria, specifically one that models static analysis accuracy. After all, execution
likelihood represents merely one step in the path from fault to failure. However, modeling it separately allows users to give different weights to those
constituting parts. In order to also use the rest of the fault-failure path we
introduced the historical fault likelihood criterion.
7.2.2 Historical Fault Likelihood Criterion

Research Question 2
How effective is historical fault likelihood in prioritizing automatic code inspection results?

In Chapters 4 and 5 we discussed a method to link inspection warnings to
known bugs by exploiting historical data, and in Chapter 6 we further detailed
how to use the ensuing true positive rates to select and prioritize warnings.
We applied the approach to three industrial projects and found that only a
subset of the rules used in the inspection could be linked in this way, although
this set differed between projects. In discussing the sub-questions for this part,
we explain under which circumstances the approach can be reliably used.
Since we applied the approach to only three projects, our answers to these
questions are not conclusive, but they are indicative.
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Research Question 2.1
How much historical information do we need to compute fault likelihoods?

To answer this question, in Chapter 6 we determined the rules that could be
reliably linked to a sufficient number of bugs (dubbed significant rules) at
various points in the project history. In one project three different periods,
each with its own set of rules, could be distinguished. This should be seen
as three separate projects, and the set of adhered rules should be adapted
accordingly. In the other two projects the contents of this set would reach a
stable point after 3-5 months of development, after which only occasionally
a rule would be added or removed from the set. Waiting for a few months
before applying a coding standard or inspection tool does not necessarily
constitute a burden. For instance, if the beginning of the project consists
mainly of quick prototyping and large parts of the developed code will be
rewritten later, writing the initial code without inspection support may be
less of a problem. Nevertheless, it is preferable to have a set of rules ready
to use from the beginning of the project, and for this reason, we wanted to
understand if rule sets from one project can be reused in another.

Research Question 2.2
Can we reuse historical fault likelihoods from one project in other software projects?

We found that two projects from the same archive (introduced in Chapters
5 and 6) had a 50% match in rule set, but only one rule in common with
the other project (introduced in Chapter 4), which was taken from a different
archive. This project was developed by a different team and for a different
purpose (a device embedded in a mobile phone). The projects from the same
archive contained development for the same TV component, but with some
different functionality and two different hardware platforms. Difference in
team composition appears to have no effect: in a more detailed investigation
of the impact of individual coding styles on inserted warning type we found
that this impact is small. Rather, there is some relation between warning type
and source code location, and in some cases this leads to a relation between
warning type and a developer because of high code ownership.
Summarizing, history-based true positive rates can be used to focus on
the most fault-prone inspection results. In Chapter 6 we found that, when
applied to the three projects, the approach led to reductions of the warning
list ranging from 63% to 95%, while still retaining between 64% and 95%
of the actual bugs. Some development history is needed to obtain reliable
results, so the approach is best applied to longer-running projects or product
families, where such history is readily available. In case of a product family,
true positive rates from previous projects can be used until the new project
has gained sufficient history to tailor the set of rules.
Chapter 7. Conclusion
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7.3

AV E N U E S F O R F U T U R E W O R K

Although software inspection has been the subject of many studies since its
introduction by Fagan (Fagan, 1976), research into automatic code inspection,
and particularly support for prioritization, is of a more recent nature, with
the first approach dating from 2003 (Kremenek and Engler, 2003). Automatic
code inspection tools first came into being to facilitate the manual inspection
process, and prioritization approaches in turn are meant to support interpretation of automatic inspection results. Ultimately, the inspection process, the
tools, and their prioritization support are all designed for a single purpose:
to efficiently and effectively detect bugs. Proximately, automatic code inspection and prioritization are also meant to facilitate the adoption of software
inspection and code inspection tools, respectively. Since adoption appears to
be difficult in spite of well-documented benefits, more attention should be
given to this aspect. One way to accomplish this is to involve industry in assessment and ongoing development of an inspection tool, such as in the case
of FindBugs, which is being evaluated at Google (Ayewah et al., 2007).
In our case, we applied the approach described in Part III to projects at
NXP, and further adoption of the approach in other projects within NXP requires relatively little implementation work. Customizations that need to be
made per project are (1) the selection of releases and parts of the system to be
included in the analysis; (2) adaptation of queries over versioning system and
issue database that depend on project-specific (naming) conventions; and (3)
extraction of configuration information for the code inspection. The tooling
and customization could be provided by the same group that also maintains
the code inspection tool, and the manual part of the rule selection process
could be performed by a (technical) project leader.
Another way to further promote inspection tools is to predict actionable
warnings, as advocated by Ruthruff et al. (2008). Even if a warning signals
a real problem, developers may decide not to act on it, because it is considered trivial or too costly to fix with little benefit. Actionable warnings
are those warnings that developers eventually fix, and automatically selecting
those warnings relieves developers from inspecting warnings that they deem
useless. The model-building approach presented by Ruthruff et al., or a mining approach as used by Kim and Ernst (2007b) and this thesis can be used
to collect a set of actionable warning types, but it does not tell us why these
are more actionable than others. The results of the previously mentioned approaches can be a starting point for a user study involving developers and an
inspection tool, where the rationale for taking action on a certain warning can
be recorded. If performed in multiple contexts, such studies can help us understand which reasons are project-specific and which ones are more generic.
This knowledge in turn can assist in building better inspection tools.
In general, more repetitions of existing studies could further our understanding of important warning types or coding standard rules. For instance,
we can repeat the historical true positive study performed in this thesis, with
either a different set of rules (coding standard or inspection tool) or with the
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same set but on different projects. The first option is attractive because it
may allow to test for new rules, or strengthen our confidence in previously
tested (similar) ones. Results from the second option can assist in distinguishing influential differences between programs. Both options require a
benchmark, containing process guidelines on how the comparison should be
performed, and a set of common programs to test the tool or standard on.
Heckman and Williams propose such a benchmark for comparison of prioritization techniques, containing six small open-source Java programs (Heckman
and Williams, 2008). To follow up on their proposal, we should define benchmarks for other languages and cross-language comparisons. Not all comparisons make sense, but a “use before initialization” rule (such as in Figure 1.4)
could be present in both Java and C inspection tools, for instance. In addition,
a set of benchmark programs should contain not only good-quality archives,
but also poor datasets, so that solutions to typical data mining problems (for
instance linking issues to source code modifications, as used by e.g., Mockus
and Votta (2000); Fischer et al. (2003); Sliwerski et al. (2005); Kim and Ernst
(2007b)) can also be compared.
A final requirement for repetition studies is to have publicly available
toolsets to support benchmarks as well as repository mining operations. In the
software measurement literature several measurement toolsets are mentioned,
such as EMERALD (Hudepohl et al., 1996), GQM tool support (Lavazza,
2000), or the toolset developed in the IBM Software Solutions Toronto Lab
(Tian et al., 1997). However, most of these toolsets were tailored to a specific
measurement program, and none of them are publicly available. Bevan et al.
developed Kenyon to support their repository mining research. Kenyon can
interact with CVS, SVN and Clearcase to retrieve source code releases and perform user-defined analyses on those releases (Bevan et al., 2005). Although
it combines many relevant functions for measurement and mining, Kenyon
is currently not available as released software. Evolizer is another such system which has recently been made available. Evolizer is implemented as
an Eclipse plugin and currently supports analysis of Java programs via CVS
archives (Gall et al., 2009). When these systems start supporting versioning
systems that are also widely used in industry, such as the IBM ClearCase or
Synergy, and allow analysis of multiple languages, they will become a valuable asset in further studies on real-world software.
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Issues covered

Significance

True positives (ratio)

True positives (abs)

Total violations

MISRA rule

Complete NXP case study measurements

A

1
Environment
1.1
56
5 0.09 0.10
3
1.2
27
5 0.19 0.74
1
2
Language extensions
2.3
1 0.00 0.00 0.84
0
3
Documentation
3.1
11 0.00 0.00 0.15
0
3.4
15 0.00 0.00 0.07
0
5
Identifiers
5.1
2 0.00 0.00 0.71
0
5.2
9 0.00 0.00 0.21
0
5.3
2
1 0.50 0.97
1
293 17 0.06 0.00
7
5.6
6
Types
6.1
2 0.00 0.00 0.71
0
6.2
16 0.00 0.00 0.06
0
16
6.3 1831 141 0.08 0.00
8
Declarations and definitions
8.1
56 15 0.27 0.99
1
8.4
1 0.00 0.00 0.84
0
8.5
2
1 0.50 0.97
1
8.7
50 10 0.20 0.83
7
8.8
113 10 0.09 0.02
1
8.10
91
1 0.01 0.00
1
8.11
7 0.00 0.00 0.30
0
9
Initialisation
9.1
15
4 0.27 0.92
1
9.2
2
1 0.50 0.97
1
12 0.00 0.00 0.12
0
9.3
10
Arithmetic type conversions
10.1 516 56 0.11 0.00
8
10.6 374
6 0.02 0.00
1
11
Pointer type conversions
11.1
38 10 0.26 0.97
1
11.3
96
5 0.05 0.00
1

Table A.1 Overview of true positives for TVoM (1)
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Issues covered

Significance

True positives (ratio)

True positives (abs)

Total violations

MISRA rule
11.4
11.5
12
12.1
12.4
12.5
12.6
12.7
12.8
12.10
12.13
13
13.1
13.2
13.7
14
14.1
14.2
14.3
14.5
14.6
14.7
14.8
14.10
15
15.2
15.3
15.4
16
16.1
16.4
16.5
16.7
16.8
16.9

155
6 0.04 0.00
2
28
1 0.04 0.05
1
Expressions
129
8 0.06 0.00
5
21 0.00 0.00 0.03
0
105
5 0.05 0.00
1
11 0.00 0.00 0.15
0
91 22 0.24 0.98
1
81
3 0.04 0.00
3
1 0.00 0.00 0.84
0
36 10 0.28 0.98
1
Control statement expressions
121
1 0.01 0.00
1
772 34 0.04 0.00
1
27
1 0.04 0.06
1
Control flow
207
5 0.02 0.00
1
258 68 0.26 1.00
9
817
6 0.01 0.00
1
7 0.00 0.00 0.30
0
71
1 0.01 0.00
1
402
8 0.02 0.00
1
277
4 0.01 0.00
1
55
3 0.05 0.02
1
Switch statements
3 0.00 0.00 0.59
0
13 0.00 0.00 0.10
0
7 0.00 0.00 0.30
0
Functions
15 0.00 0.00 0.07
0
78
6 0.08 0.02
1
19
2 0.11 0.39
1
176 10 0.06 0.00
1
2 0.00 0.00 0.71
0
2
1 0.50 0.97
1

Table A.2 Overview of true positives for TVoM (2)
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Issues covered

Significance

True positives (ratio)

True positives (abs)

Total violations

MISRA rule
16.10
17
17.4
17.6
18
18.4
19
19.4
19.5
19.6
19.7
19.10
19.11
20
20.2
20.4
20.9
20.10
20.12
21
21.1

1811 63 0.03 0.00
1
Pointers and arrays
202
9 0.04 0.00
1
1 0.00 0.00 0.84
0
Structures and unions
15
1 0.07 0.28
1
Preprocessing directives
35
2 0.06 0.07
1
5 0.00 0.00 0.42
0
5 0.00 0.00 0.42
0
37 0.00 0.00 0.00
0
37 0.00 0.00 0.00
0
2 0.00 0.00 0.71
0
Standard libraries
21 0.00 0.00 0.03
0
44 0.00 0.00 0.00
0
16 0.00 0.00 0.06
0
1 0.00 0.00 0.84
0
14
2 0.14 0.61
1
Runtime failures
27
2 0.07 0.17
1
Aggregated results
All rules
9898 572 0.06 23.5
42
Non-significant rules 9411 443 0.05 14.7
38
Significant rules
487 129 0.26 8.8
15

Table A.3 Overview of true positives for TVoM (3)

Chapter A. Complete NXP case study measurements

135

Issues covered

Significance

True positives (ratio)

True positives (abs)

Total violations

MISRA rule

1
Environment
1.1
7
2 0.29 1.00
2
1.2
739
8 0.01 0.00
5
2
Language extensions
2.2 34966 886 0.03 0.00
105
3
Documentation
3.1
97
0 0.00 0.05
0
3.4
22
4 0.18 1.00
1
5
Identifiers
5.1
65 25 0.38 1.00
1
5.2
1
0 0.00 0.97
0
5.3
14
0 0.00 0.65
0
5.6
863 23 0.03 0.33
14
6
Types
6.3
831 31 0.04 0.91
15
8
Declarations and definitions
8.1
35
5 0.14 1.00
3
1
0 0.00 0.97
0
8.4
8.5
14
0 0.00 0.65
0
8.6
7
1 0.14 0.98
1
8.7
73
3 0.04 0.82
2
119
4 0.03 0.71
6
8.8
8.10
72
1 0.01 0.36
1
8.11
56
0 0.00 0.18
0
8.12
5
0 0.00 0.86
0
9
Initialisation
9.1
23
0 0.00 0.50
0
9.2
41
0 0.00 0.29
0
9.3
2
0 0.00 0.94
0
10
Arithmetic type conversions
10.1 1081 179 0.17 1.00
35
10.2
15
6 0.40 1.00
2
64
7 0.11 1.00
3
10.6
11
Pointer type conversions
11.1
122
2 0.02 0.29
1

Table A.4 Overview of true positives for TVC1 (1)
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Issues covered

Significance

True positives (ratio)

Total violations
True positives (abs)

MISRA rule

11.3
532 58 0.11 1.00
13
11.4 1366 21 0.02 0.00
8
11.5
590 13 0.02 0.15
7
12
Expressions
12.1
963 76 0.08 1.00
20
12.4
21 0 0.00 0.53
0
12.5
148 21 0.14 1.00
8
12.6
57 6 0.11 1.00
2
12.7
740 48 0.06 1.00
21
12.10 517 3 0.01 0.00
2
12.13
15 4 0.27 1.00
1
13
Control statement expressions
13.2 1076 64 0.06 1.00
31
13.3
11 0 0.00 0.72
0
13.6
3 0 0.00 0.91
0
13.7
32 1 0.03 0.75
1
14
Control flow
14.1
169 1 0.01 0.04
1
14.2
781 20 0.03 0.28
6
14.3
781 36 0.05 0.99
11
14.5
3 0 0.00 0.91
0
10 0 0.00 0.74
0
14.6
14.7
52 0 0.00 0.21
0
14.8
88 10 0.11 1.00
4
14.10
63 10 0.16 1.00
5
15
Switch statements
15.2
11 0 0.00 0.72
0
15.3
23 1 0.04 0.85
1
15.4
11 0 0.00 0.72
0
16
Functions
16.1
3 0 0.00 0.91
0
16.2
5 0 0.00 0.86
0
16.4
184 6 0.03 0.68
4
16.5
9 0 0.00 0.76
0
16.7
390 9 0.02 0.27
6

Table A.5 Overview of true positives for TVC1 (2)
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Issues covered

Significance

True positives (ratio)

True positives (abs)

Total violations

MISRA rule
16.9
16.10
17
17.4
17.6
18
18.1
18.4
19
19.1
19.2
19.4
19.5
19.6
19.7
19.8
19.10
19.11
19.12
19.13
20
20.2
20.4
20.9
20.10
21
21.1

181
6 0.03 0.70
2
2189 111 0.05 1.00 39
Pointers and arrays
607
16 0.03 0.35
9
1
0 0.00 0.97
0
Structures and unions
11
0 0.00 0.72
0
25
0 0.00 0.47
0
Preprocessing directives
2
0 0.00 0.94
0
1
0 0.00 0.97
0
27
1 0.04 0.81
1
25
4 0.16 1.00
1
40
0 0.00 0.30
0
103
7 0.07 0.99
6
1
0 0.00 0.97
0
47
0 0.00 0.24
0
35
0 0.00 0.34
0
5
0 0.00 0.86
0
8
0 0.00 0.78
0
Standard libraries
9
1 0.11 0.97
1
23
0 0.00 0.50
0
14
0 0.00 0.65
0
1
0 0.00 0.97
0
Runtime failures
185
2 0.01 0.08
1
Aggregated results
All rules
51529 1743 0.03 54.04 121
Non-significant rules 43444 1058 0.02 32.11 114
Significant rules
8085 685 0.08 21.93 77

Table A.6 Overview of true positives for TVC1 (3)
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Issues covered

Significance

True positives (ratio)

True positives (abs)

Total violations

MISRA rule

1
Environment
1.1
116
8 0.07 1.00
8
1.2
73
6 0.08 1.00
7
2
Language extensions
2.2 38928 1275 0.03 1.00
82
3
Documentation
3.1
144
1 0.01 0.21
1
3.4
125
1 0.01 0.28
1
5
Identifiers
5.1
169
11 0.07 1.00
4
27
3 0.11 1.00
2
5.2
5.3
21
0 0.00 0.65
0
5.6
1094
49 0.04 1.00
16
6
Types
6.1
5
1 0.20 1.00
1
6.2
8
3 0.38 1.00
2
6.3
6174 225 0.04 1.00
41
6.4
1
0 0.00 0.98
0
8
Declarations and definitions
8.1
160
15 0.09 1.00
8
8.3
25
2 0.08 0.99
2
8.4
2
0 0.00 0.96
0
72
1 0.01 0.58
2
8.5
8.7
67
2 0.03 0.85
1
8.8
90
2 0.02 0.73
2
8.10
16
0 0.00 0.72
0
8.11
21
0 0.00 0.65
0
18
0 0.00 0.70
0
8.12
9
Initialisation
9.1
55
2 0.04 0.90
3
9.2
15
8 0.53 1.00
1
9.3
45
0 0.00 0.40
0
10
Arithmetic type conversions
10.1 4006 204 0.05 1.00
44
10.2
40
10 0.25 1.00
5
10.6
190
13 0.07 1.00
7
11
Pointer type conversions

Table A.7 Overview of true positives for TVC2 (1)
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Issues covered

Significance

True positives (ratio)

True positives (abs)

Total violations

MISRA rule
11.1
11.3
11.4
11.5
12
12.1
12.4
12.5
12.6
12.7
12.8
12.9
12.10
12.13
13
13.1
13.2
13.3
13.5
13.6
13.7
14
14.1
14.2
14.3
14.6
14.7
14.8
14.10
15
15.2
15.3
15.4
15.5
16
16.1
16.2

64
3 0.05 0.96
2
584 15 0.03 0.87
11
1631 41 0.03 0.94
12
377 14 0.04 0.99
3
Expressions
2698 210 0.08 1.00
45
91
9 0.10 1.00
8
584 116 0.20 1.00
28
302 27 0.09 1.00
9
1653 108 0.07 1.00
19
3
0 0.00 0.94
0
4
0 0.00 0.92
0
805
2 0.00 0.00
1
27
2 0.07 0.98
1
Control statement expressions
4
2 0.50 1.00
1
1256 119 0.09 1.00
34
265 43 0.16 1.00
11
2
0 0.00 0.96
0
38
0 0.00 0.46
0
59
0 0.00 0.30
0
Control flow
949 12 0.01 0.06
16
1831 28 0.02 0.08
11
5961 251 0.04 1.00
35
4
1 0.25 1.00
2
60
1 0.02 0.66
1
433 15 0.03 0.98
5
135 22 0.16 1.00
14
Switch statements
4
2 0.50 1.00
1
27
0 0.00 0.58
0
1
0 0.00 0.98
0
8
0 0.00 0.85
0
Functions
27
1 0.04 0.90
1
23
0 0.00 0.63
0

Table A.8 Overview of true positives for TVC2 (2)
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Issues covered

Significance

True positives (ratio)

True positives (abs)

Total violations

MISRA rule
16.3
16.4
16.5
16.7
16.9
16.10
17
17.4
18
18.1
18.4
19
19.1
19.4
19.5
19.6
19.7
19.8
19.10
19.11
19.12
19.13
20
20.2
20.4
20.5
20.9
20.10
21
21.1

18
0 0.00 0.70 0
295
2 0.01 0.06 2
23
1 0.04 0.92 1
830
14 0.02 0.31 15
495
12 0.02 0.80 8
1620 133 0.08 1.00 30
Pointers and arrays
935
72 0.08 1.00 8
Structures and unions
34
0 0.00 0.50 0
106
0 0.00 0.12 0
Preprocessing directives
9
1 0.11 0.99 1
101
3 0.03 0.86 2
27
4 0.15 1.00 2
46
0 0.00 0.39 0
389
7 0.02 0.48 8
1
0 0.00 0.98 0
168
1 0.01 0.15 1
9
0 0.00 0.83 0
15
0 0.00 0.74 0
26
2 0.08 0.99 1
Standard libraries
114
0 0.00 0.10 0
87
1 0.01 0.48 1
11
0 0.00 0.80 0
52
0 0.00 0.35 0
4
1 0.25 1.00 1
Runtime failures
126
3 0.02 0.75 2
Aggregated results
All rules
77158 3143 0.04 65.94 96
Non-significant rules 48577 1428 0.03 30.06 83
Significant rules
28581 1715 0.06 35.88 83

Table A.9 Overview of true positives for TVC2 (3)
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True positives (ratio)–

True positives (abs)–

Cross-release (R2 )–

Total violations–

True positives (ratio)–

New development
True positives (abs)–

Cross-release (R2 )–

Total violations–

MISRA rule–

All development

1
5603 0.02 (o) 10 0.00
746 0.07 (o) 10 0.01
1.1
122 0.00 (o)
2 0.02
7 0.04 (o)
2 0.29*
5481 0.02 (o)
8 0.00
739 0.07 (o)
8 0.01
1.2
2
184146 0.01 (o) 886 0.00 34966 0.02 (o) 886 0.03
2.2 184146 0.01 (o) 886 0.00 34966 0.02 (o) 886 0.03
3
190 0.21 (o)
4 0.02*
119 0.00 (o)
4 0.03
145 0.10 (+)
0 0.00
97 0.00 (o)
0 0.00
3.1
3.4
45 0.21 (+)
4 0.09*
22 0.02 (o)
4 0.18*
5
3219 0.08 (o) 48 0.01*
943 0.03 (o) 48 0.05*
477 0.17 (o) 25 0.05*
65 0.09 (o) 25 0.38*
5.1
5.2
16 0.31 (-)
0 0.00
1 0.33 (+)
0 0.00
5.3
41 0.11 (+)
0 0.00
14 0.04 (o)
0 0.00
5.4
4 0.04 (o)
0 0.00
5.6
2681 0.13 (o) 23 0.01
863 0.02 (o) 23 0.03
6
5714 0.29 (o) 31 0.01
831 0.00 (o) 31 0.04
6.1
7 0.18 (-)
0 0.00
6.2
22 0.19 (o)
0 0.00
6.3
5684 0.29 (-) 31 0.01
831 0.00 (o) 31 0.04
6.4
1 0.20 (+)
0 0.00
7
3 0.20 (o)
0 0.00
7.1
3 0.20 (+)
0 0.00
8
2209 0.21 (o) 14 0.01
382 0.00 (o) 14 0.04
8.1
233 0.01 (o)
5 0.02*
35 0.00 (o)
5 0.14*
8.4
4 0.05 (o)
0 0.00
1 0.33 (+)
0 0.00
49 0.12 (o)
0 0.00
14 0.01 (o)
0 0.00
8.5
8.6
14 0.34 (o)
1 0.07*
7 0.09 (o)
1 0.14*
8.7
548 0.08 (o)
3 0.01
73 0.06 (o)
3 0.04
8.8
820 0.10 (o)
4 0.00
119 0.02 (o)
4 0.03
8.10
383 0.02 (o)
1 0.00
72 0.02 (o)
1 0.01
8.11
123 0.33 (-)
0 0.00
56 0.09 (o)
0 0.00
8.12
35 0.20 (+)
0 0.00
5 0.06 (o)
0 0.00
9
273 0.01 (o)
0 0.00
66 0.04 (o)
0 0.00
9.1
38 0.20 (-)
0 0.00
23 0.01 (o)
0 0.00
9.2
129 0.14 (o)
0 0.00
41 0.00 (o)
0 0.00
106 0.21 (o)
0 0.00
2 0.07 (o)
0 0.00
9.3
10
4119 0.00 (o) 192 0.05* 1160 0.02 (o) 192 0.17*
10.1
3866 0.00 (o) 179 0.05* 1081 0.01 (o) 179 0.17*

Table A.10 Relation between violations and faults per rule for TVC1, both complete
source code and new development only (1)
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True positives (ratio)–

True positives (abs)–

Cross-release (R2 )–

Total violations–

New development
True positives (ratio)–

True positives (abs)–

Cross-release (R2 )–

Total violations–

MISRA rule–

All development

10.2
27 0.00 (o)
6 0.22*
15 0.01 (o)
6 0.40*
10.6
226 0.12 (+)
7 0.03*
64 0.01 (o)
7 0.11*
11
15326 0.00 (o) 94 0.01 2610 0.14 (o) 94 0.04*
11.1
463 0.00 (o)
2 0.00
122 0.04 (o)
2 0.02
11.3
1854 0.05 (o) 58 0.03* 532 0.15 (+) 58 0.11*
7365 0.02 (o) 21 0.00 1366 0.02 (o) 21 0.02
11.4
11.5
5644 0.01 (o) 13 0.00
590 0.05 (o) 13 0.02
12
10669 0.16 (o) 158 0.01* 2461 0.01 (o) 158 0.06*
12.1
2684 0.11 (-) 76 0.03* 963 0.02 (o) 76 0.08*
12.4
86 0.01 (o)
0 0.00
21 0.03 (o)
0 0.00
12.5
795 0.00 (o) 21 0.03* 148 0.21 (o) 21 0.14*
12.6
252 0.11 (-)
6 0.02*
57 0.00 (o)
6 0.11*
12.7
5935 0.00 (o) 48 0.01
740 0.05 (o) 48 0.06*
12.8
1 0.19 (o)
0 0.00
12.10
865 0.01 (o)
3 0.00
517 0.04 (o)
3 0.01
12.13
51 0.00 (o)
4 0.08*
15 0.02 (o)
4 0.27*
13
2893 0.39 (o) 65 0.02* 1122 0.05 (o) 65 0.06*
13.1
10 0.01 (o)
0 0.00
13.2
2636 0.40 (-) 64 0.02* 1076 0.07 (o) 64 0.06*
29 0.01 (o)
0 0.00
11 0.08 (o)
0 0.00
13.3
13.5
31 0.20 (o)
0 0.00
13.6
33 0.05 (o)
0 0.00
3 0.07 (o)
0 0.00
13.7
154 0.29 (-)
1 0.01
32 0.03 (o)
1 0.03
14
9429 0.16 (o) 77 0.01 1947 0.01 (o) 77 0.04*
14.1
861 0.28 (-)
1 0.00
169 0.05 (o)
1 0.01
14.2
2727 0.02 (o) 20 0.01
781 0.07 (o) 20 0.03
4415 0.18 (+) 36 0.01
781 0.01 (o) 36 0.05*
14.3
14.4
6 0.23 (o)
0 0.00
14.5
15 0.06 (o)
0 0.00
3 0.00 (o)
0 0.00
14.6
20 0.20 (+)
0 0.00
10 0.04 (o)
0 0.00
14.7
591 0.09 (-)
0 0.00
52 0.00 (o)
0 0.00
665 0.19 (-) 10 0.02
88 0.09 (o) 10 0.11*
14.8
14.10
129 0.28 (+) 10 0.08*
63 0.02 (o) 10 0.16*
15
80 0.11 (o)
1 0.01
45 0.00 (o)
1 0.02
15.2
14 0.10 (o)
0 0.00
11 0.01 (o)
0 0.00
15.3
30 0.06 (o)
1 0.03*
23 0.03 (o)
1 0.04
15.4
36 0.02 (o)
0 0.00
11 0.01 (o)
0 0.00

Table A.11 Relation between violations and faults per rule for TVC1, both complete
source code and new development only (2)
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True positives (ratio)–

True positives (abs)–

Cross-release (R2 )–

Total violations–

True positives (ratio)–

New development
True positives (abs)–

Total violations–

Cross-release (R2 )–

MISRA rule–

All development

16
17752 0.08 (o) 132 0.01
2961 0.08 (o) 132 0.04*
16.1
11 0.08 (o)
0 0.00
3 0.19 (o)
0 0.00
16.2
18 0.00 (o)
0 0.00
5 0.04 (o)
0 0.00
16.4
866 0.02 (o)
6 0.01
184 0.29 (-)
6 0.03
16.5
75 0.08 (o)
0 0.00
9 0.00 (o)
0 0.00
2130 0.24 (-)
9 0.00
390 0.05 (o)
9 0.02
16.7
16.9
348 0.23 (-)
6 0.02
181 0.17 (+)
6 0.03
16.10 14304 0.04 (o) 111 0.01
2189 0.07 (o) 111 0.05*
17
5714 0.01 (o)
16 0.00
608 0.04 (o)
16 0.03
17.4
5713 0.01 (o)
16 0.00
607 0.04 (o)
16 0.03
17.6
1 0.11 (+)
0 0.00
1 0.01 (o)
0 0.00
18
385 0.16 (o)
0 0.00
36 0.03 (o)
0 0.00
18.1
110 0.01 (o)
0 0.00
11 0.00 (o)
0 0.00
275 0.19 (+)
0 0.00
25 0.06 (o)
0 0.00
18.4
19
2516 0.00 (o)
12 0.00
294 0.04 (o)
12 0.04
19.1
11 0.01 (o)
0 0.00
2 0.01 (o)
0 0.00
2 0.31 (o)
0 0.00
1 0.01 (o)
0 0.00
19.2
19.4
382 0.02 (o)
1 0.00
27 0.27 (+)
1 0.04
19.5
55 0.00 (o)
4 0.07*
25 0.04 (o)
4 0.16*
19.6
84 0.13 (o)
0 0.00
40 0.00 (o)
0 0.00
1008 0.02 (o)
7 0.01
103 0.00 (o)
7 0.07*
19.7
19.8
11 0.20 (+)
0 0.00
1 0.08 (o)
0 0.00
19.10
574 0.18 (+)
0 0.00
47 0.01 (o)
0 0.00
19.11
150 0.10 (o)
0 0.00
35 0.02 (o)
0 0.00
19.12
27 0.00 (o)
0 0.00
5 0.16 (+)
0 0.00
19.13
208 0.01 (o)
0 0.00
8 0.05 (o)
0 0.00
19.14
4 0.02 (o)
0 0.00
20
750 0.01 (o)
1 0.00
47 0.04 (o)
1 0.02
20.2
477 0.01 (o)
1 0.00
9 0.06 (o)
1 0.11*
20.4
100 0.05 (o)
0 0.00
23 0.01 (o)
0 0.00
20.9
167 0.21 (-)
0 0.00
14 0.10 (-)
0 0.00
20.10
6 0.20 (+)
0 0.00
1 0.21 (o)
0 0.00
21
544 0.02 (o)
2 0.00
185 0.01 (o)
2 0.01
21.1
544 0.02 (o)
2 0.00
185 0.01 (o)
2 0.01
neg
16356 0.29 (o) 204 0.01*
198 0.32 (o)
6 0.03
none 249251 0.03 (o) 1482 0.01 50584 0.01 (o) 1672 0.03*
pos
5927 0.25 (o)
57 0.01
747 0.15 (o)
65 0.09*

Table A.12 Relation between violations and faults per rule for TVC1, both complete
source code and new development only (3)
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Summary
Focusing Automatic Code Inspections
– Cathal Boogerd –
utomatic code inspection aims to assist developers in writing code with

A

fewer bugs by providing immediate feedback on the code being written. Code inspection tools accomplish this by performing a number
of checks on the source code, typically using some form of static analysis. Static
analysis entails a textual analysis of the program rather than observing data
resulting from runs of the program (which is termed dynamic analysis). Based
on the source code itself, various checks can be performed, ranging from constraints on variable types and missing parameter checks to flawed memory
addressing. If a particular source code location violates any of the checks
supported by the tool, it will issue a warning for that location. By automating
the checking of various hazardous code constructs, code inspection tools have
the potential to make bug finding easier and more efficient.
However, code inspection tools are notorious for producing too many warnings. In the studies performed in this thesis, we found that tools may flag up
to 30% of the lines in a program as violating one or more checks supported
by the tool. Clearly this is a long way from being a shortlist of potential bugs,
and increases rather than decreases the inspection burden for the developer.
There are two important reasons for this: (1) the static analysis may not be
powerful enough to determine whether some location passes a check, and
will conservatively issue a warning; (2) a check may be too generic and not
apply in specific situations or programs. Warning issued by the tool that we
do not consider real problems are termed false positives. Even if all false positives are discarded, the sheer number of remaining warnings may still deter
developers in inspecting all of them. Automatic code inspection tools should
thus be augmented with a means to focus on the most relevant warnings.
Existing approaches that provide such focus prioritize warnings using either the accuracy of the static analysis, the likelihood developers will take
action on a certain warning, or the likelihood it represents a real fault. In
this thesis, we use the likelihood the flawed construct will lead to an observable failure of the program. The path from faulty source code to failure starts
with execution of that piece of code, resulting in corruption of program state
and deviation from normal behavior, in turn recorded in the issue database
for the program. This thesis proposes two criteria based on this path: execution likelihood, targeting the first step in the path, and historical fault likelihood,
encompassing the complete path.
The execution likelihood criterion is implemented by one extra static analysis, dubbed ELAN (for Execution Likelihood ANalysis). The approach models control flow and data flow using graph representations of the program,
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where statements are nodes and edges represent transfer of control between
the various statements. The probabilities associated with transfer of control
from conditional statements (e.g., if,for,while in C programs) are modeled
by either simple type heuristics or by approximating values for the variables
involved in the condition. In conjunction with the probabilities associated
with every edge, the path through the graph from execution start (e.g., main
in a C program) to a certain location can be used to derive an estimate of the
execution likelihood for that location.
The historical fault likelihood criterion is estimated by using the program’s
version history and its associated issue database. The first contains all versions of the source code for the program, and the second contains, amongst
others, a record of all the bugs found in that program. Oftentimes, the version
history and issue database can be linked in such a way that all source code
lines involved in a bug fix can be identified. If a certain check is consistently
violated in code associated with a bug, and not violated anywhere else, this
check constitutes a good indication of potential bugs. By keeping score for
every check whether it is on a bug fix line or a non-fix line, we can estimate a
fault likelihood for that check.
In this thesis, we have placed particular emphasis on empirical validation
of the proposed approaches. Contributions of this thesis can thus be summarized as both approaches and validation, in particular: (1) ELAN, an approach to use execution likelihood to prioritize code inspection results; (2)
Empirical evaluation of ELAN on open-source programs, showing that simple
controlflow-based techniques perform on par with more advanced dataflowbased techniques; (3) Approaches to link inspection warnings to bugs on three
different levels of granularity (line, file, project); (4) Application of the historical fault likelihood approach on three industrial embedded C projects, using
the checks from the MISRA C standard, a widely-used coding standard; (5)
A detailed analysis of the empirical results of those three studies, showing
which factors associated with specific programs influence the fault likelihood
of checks; and (6) A method to select efficient checks (or rules from coding
standards) for a certain program, based on their historical fault likelihood and
the tradeoff between the potential number of issues covered by the check and
the number of warnings generated using the check. This method reduced the
number of warnings to inspect in our case studies by 63% to 95%, while still
covering 64% to 95% of the bugs covered by the unreduced list of warnings.
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Samenvatting
Focusing Automatic Code Inspections
– Cathal Boogerd –

utomatische code inspectie richt zich op het ondersteunen van ontwik-

A

kelaars bij het schrijven van code met minder bugs, door onmiddellijke terugkoppeling over de geschreven code. Code inspectie programma’s bewerkstelligen dit door de broncode te controleren op een aantal
eisen, typisch door middel van een vorm van statische analyse. Statische analyse behelst een tekstuele analyse van een programma, dit in tegenstelling
tot het observeren van data resulterend uit het daadwerkelijk uitvoeren van
een programma (ook wel dynamische analyse genoemd). Op basis van alleen
de broncode kunnen verscheidene controles worden uitgevoerd, uiteenlopend
van beperkingen op variabeletypen en missende parametercontroles tot foute
geheugenadressering. Als een bepaald stuk code een van de door het inspectieprogramma gestelde eisen overtreedt, dan geeft het programma een
waarschuwing voor dit stuk code. Doordat inspectieprogramma’s de controle
op verscheidene gevaarlijke broncodeconstructies automatiseren, kunnen ze
het opsporen van bugs gemakkelijker en efficiënter maken.
Echter, inspectieprogramma’s zijn berucht vanwege het feit dat ze te veel
waarschuwingen afgeven. Gedurende het onderzoek in dit proefschrift kwamen we tot de ontdekking dat inspectieprogramma’s soms tot wel 30% van
alle regels in een programma aanmerken als een overtreding van een van
de controle-eisen. Dit is duidelijk geen snelle index van potentiële bugs, en
bemoeilijkt de inspectie voor ontwikkelaars in plaats van dat zij die vergemakkelijkt. Er zijn twee belangrijke aanleidingen voor dit probleem: (1) de
statische analyse kan niet krachtig genoeg zijn om te bepalen of een coderegel voldoet aan de gestelde eisen, en merkt deze dan aan als in overtreding;
(2) een controle-eis kan te generiek zijn, en niet toepasbaar voor specifieke
situaties of programma’s. We noemen waarschuwingen, afgegeven door het
inspectieprogramma, die niet naar een echt probleem (een echte bug) verwijzen een fout-positief. Maar zelfs als alle fout-positieven geı̈dentificeerd kunnen
worden, kunnen er nog te veel waarschuwingen overblijven om deze allemaal
te inspecteren. Automatische code inspectie dient dus te worden uitgebreid
met een mogelijkheid om te focussen op de meest relevante waarschuwingen.
Bestaande benaderingen die zich richten op het bepalen van relevante waarschuwingen prioriteren deze op basis van criteria zoals de precisie van de statische analyse, de waarschijnlijkheid dat ontwikkelaars gevolg geven aan een
bepaalde waarschuwing, of de kans dat de overtreding een echte fout betreft.
In dit proefschrift gebruiken we de waarschijnlijkheid dat een stuk problematische code leidt tot een waarneembaar falen van het programma. Het pad
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van foute code tot programmafalen begint met het uitvoeren van voornoemde code, resulterend in een aantasting van de staat waarin het programma
verkeert en een waarneembare afwijking van het normale gedrag. Dit programmafalen wordt op zijn beurt weer vastgelegd in de probleemdatabank
voor het programma. Dit proefschrift stelt twee criteria voor op basis van
dit pad: de uitvoeringskans, gericht op het eerste onderdeel van het pad, en de
historische foutkans, die het gehele pad omvat.
Het uitvoeringskanscriterium wordt geı̈mplementeerd door het toevoegen
van een extra statische analyse, ELAN genoemd (naar Execution Likelihood
ANalysis, ofwel uitvoeringskansanalyse). In deze benadering worden controleen datastromen gemodelleerd door middel van graafrepresentaties van het
programma, waarbij statements als knopen worden voorgesteld, en de zijden
staan voor de overdracht van programmacontrole tussen de statements. De
kansen behorend bij de controle-overdracht vanuit conditionele statements
(zoals if,for,while in programma’s geschreven in C) worden gemodelleerd
door eenvoudige typeheuristieken of door het benaderen van de concrete
waarden van de variabelen in de conditie. Samen met de kansen behorende bij elke zijde, kan een pad door de graaf van het startpunt van uitvoering
(bijvoorbeeld main in een C programma) tot aan een bepaalde locatie worden
gebruikt om een schatting van de uitvoeringskans van die lokte af te leiden.
De historische foutkans wordt benaderd door gebruik te maken van de
versiehistorie en probleemdatabank van een programma. Deze versiehistorie
bevat alle versies van de broncode van een programma, en de probleemdatabank bevat onder andere een beschrijving van alle bugs die gevonden zijn
in het programma. Meestal kan de informatie in de versiehistorie en de probleemdatabank aan elkaar worden gerelateerd, zodanig dat alle coderegels
behorende bij een bepaalde bug kunnen worden geı̈dentificeerd. Stel nu dat
een bepaalde controle-eis stelselmatig wordt overtreden in coderegels die geassocieerd zijn met een bug, maar zelden in regels ongerelateerd aan bugs:
overtreding van een dergelijke eis vormt dan een goede indicatie van een potentiële bug. Door voor elke overtreding bij te houden of deze zich bevindt
op een bug-regel of niet, kunnen we een historische foutkans bepalen van de
bijbehorende controle-eis.
In dit proefschrift hebben we bijzondere nadruk gelegd op de empirische
validatie van de voorgestelde benaderingen. De contributies van dit proefschrift kunnen dan ook worden samengevat als zowel benaderingen als validatie, en wel in concreto als volgt: (1) ELAN, een benadering om de uitvoeringskans te gebruiken om inspectieresultaten te prioriteren; (2) Een empirische evaluatie van ELAN op open-source programma’s, die aantoont dat eenvoudige technieken, gebruikmakend van alleen controlestromen, net zo goed
presteren als meer geavanceerde technieken op basis van datastromen; (3) Benaderingen om inspectiewaarschuwingen te relateren aan gevonden bugs op
drie niveaus van granulariteit (regel, file en project); (4) Toepassing van het
historische foutkans-criterium bij drie projecten uit het bedrijfsleven, bestaande uit embedded C code en de controle-eisen van de MISRA C standaard;
(5) Een gedetailleerde analyse van de empirische resultaten, voortkomend
158

uit de drie studies, die laat zien welke factoren in een programma bepalend
zijn voor de foutkans van controle-eisen; en (6) Een methode om efficiënte
controle-eisen te selecteren, gebaseerd op zowel diens historische foutkans
als de afweging tussen het potentieel aantal bugs dat gevonden kan worden
door middel van een controle-eis en het aantal waarschuwingen gegenereerd
voor diezelfde eis. Deze methode reduceerde het aantal waarschuwingen in
onze studies met 63% tot 95%, daarbij nog steeds 64% tot 95% afdekkend
van de bugs die gevonden hadden kunnen worden met behulp van de nietgereduceerde lijst waarschuwingen.
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